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Abstract

In this paper, we introduce carousel greedy, an enhanced greedy algorithm which seeks to

overcome the traditional weaknesses of greedy approaches. We have applied carousel greedy to a

variety of well-known problems in combinatorial optimization such as the minimum label spanning

tree problem, the minimum vertex cover problem, the maximum independent set problem, and

the minimum weight vertex cover problem. In all cases, the results are very promising. Since

carousel greedy is very fast, it can be used to solve very large problems. In addition, it can be

combined with other approaches to create a powerful, new metaheuristic. Our goal in this paper

is to motivate and explain the new approach and present extensive computational results.

1 Introduction

Greedy algorithms have been developed for a large number of problems in combinatorial optimization.

For many of these greedy algorithms, elegant worst-case analysis results have been obtained. These

greedy algorithms are typically very easy to describe and code and they have very fast running times.

On the other hand, the accuracy of greedy algorithms is often unacceptable.

When instance size is large, exact solution approaches are generally not practical. However, a wide

variety of metaheuristics (e.g., tabu search, genetic algorithms, variable neighborhood search, etc.)
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have been successfully applied to solve combinatorial optimization problems to within 5% (or better)

of optimality. In contrast to greedy algorithms, metaheuristics can be complex and difficult to code.

Running times can grow quickly with instance size. One key question that arises is as follows: Is there

a middle ground between greedy algorithms and metaheuristics? In other words, can we identify a

class of heuristics that performs nearly as well as metaheuristics with respect to accuracy, but has

running times (and the simplicity) that are similar to what we see with greedy algorithms?

In this paper, we seek to answer these questions. In particular, we propose the carousel greedy

algorithm. The carousel greedy algorithm is an enhanced greedy algorithm which, in comparison to a

greedy algorithm, examines a more expansive space of possible solutions with a small and predictable

increase in computational effort. We demonstrate the utility of the carousel greedy approach by

applying the procedure to several well-known optimization problems defined on graphs, as well as an

important problem in statistics. An outline of the carousel greedy algorithm (CG) is as follows:

(i) Create a partial solution using a greedy algorithm;

(ii) Use the same greedy algorithm to modify the partial solution in a deterministic way;

(iii) Apply the greedy algorithm to produce a complete, feasible solution.

Unlike a typical metaheuristic, CG does not progress from one feasible solution to another, hopefully

better, feasible solution. Only one feasible solution, at the end of the algorithm, is identified. In fact,

CG does not calculate an objective function until the final step. One can consider the greedy and the

CG algorithms to be constructive metaheuristics in contrast to improving metaheuristics.

We will argue that carousel greedy can be applied to many types of decision problems. In order

to apply CG to a specific decision problem, we assume that there already exists a constructive greedy

algorithm for that problem; otherwise, CG may be more difficult to apply. Our primary focus in this

paper will be on problems involving the minimization or maximization of the cardinality of a set. In

particular, we will study the following four problems: The minimum label spanning tree, the minimum

vertex cover, the maximum independent set, and the minimum weight vertex cover. Although it is

not difficult to imagine how carousel greedy can be applied more generally, we believe that these four

problems are natural beneficiaries of carousel greedy; our focus on them will allow us to easily illustrate

the characteristics and potential of the carousel greedy algorithm.

Our paper is organized as follows. In Section 2, we provide motivation. The carousel greedy

algorithm is presented in detail in Section 3. In Section 4, computational experiments in combinatorial

optimization are described. In Section 5, a Hybrid carousel greedy algorithm is presented. In Section

6, conclusions and future work are discussed.

2 Motivation

As mentioned in Section 1, we seek a heuristic framework that generalizes and enhances greedy al-

gorithms. We want a heuristic that is fast. It should routinely outperform a greedy algorithm with

respect to accuracy. It should be applicable to many greedy algorithms. In addition, it should be

simpler than a metaheuristic and it should involve a small number of parameters.
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Figure 1: A small MLST instance Figure 2: The optimal solution

At this point, we introduce the minimum label spanning tree (MLST ) problem. We will use this

specific problem to help motivate the carousel greedy algorithm. In the MLST problem, we are given

an undirected graph with labeled edges as input. We can think of each label as a color or a letter.

Each edge has a label and different edges can have the same label. We seek a spanning tree with the

minimum number of distinct labels (see Appendix G).

Chang and Leu [8] introduced the problem which has applications to communications network

design. They proved the MLST problem is NP-hard and proposed a greedy heuristic called the

maximum vertex covering algorithm (MVCA). Their heuristic, however, contained a major error. A

corrected version of MVCA was proposed by Krumke and Wirth [29]. This correct version of MVCA

begins with a graph consisting of nodes only. It adds labels (and, therefore, edges) by reducing

the number of connected components by as much as possible, until only one connected component

remains. Of course, any spanning tree constructed on this connected component will be a solution to

the problem. A detailed description of MVCA is provided in Appendix A. A variety of metaheuristics

for the MLST problem have been presented by Cerulli et al. [7], Xiong et al. [35, 36], Consoli et al.

[11, 12, 13], and others.

Now let’s consider the small MLST instance in Figure 1. The letters represent the labels. If we

apply MVCA, we add labels a, b, and then c to obtain {a, b, c} and the corresponding edges as a

solution. The optimal solution is shown in Figure 2.

The key observation here is that MVCA chose a wrong label (namely, a) initially and had no way

to overcome or correct this mistake. The carousel greedy algorithm is designed with this failure in

mind.

Based on our experience with MVCA (and greedy algorithms in general), we divide MVCA into

three phases (see Figure 3). In Figure 3, |S| represents the number of labels selected by MVCA. In

Phase I, the set of candidate labels is very large. Many labels yield similar results. So, it is difficult to

know which label to select. In addition, it is not possible to learn much from previous label selections,

because there have not been many.

In Phase II, the set of candidate labels has been reduced. It is possible to learn from previous

label selections. This is because each remaining candidate label, if selected, would have an incremental
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Figure 3: Dividing MVCA into three phases

contribution (in terms of the number of connected components) which is dependent on previous label

selections. In this sense, the Phase II selections are smarter than the Phase I selections. Some labels,

chosen in Phase I, no longer look so good (e.g., see Figures 1 and 2). These observations are consistent

with the Principle of Marginal Conditional Validity (see Glover [19]):

“As more decisions are made in a constructive approach (as by assigning values to an increas-

ing number of variables), the information that allows these decisions to be evaluated becomes

increasingly valid, conditional upon the decisions previously made.”

An immediate implication of this principle is that early decisions are likely to be inferior to later

decisions. That is, in some cases, myopic early decisions may constrain later choices to be less than

satisfactory.

By the end of Phase II, nearly all the labels that MVCA will select have been selected. In Phase

III, the set of candidate labels required for feasibility is small. Therefore, Phase III is short.

2.1 Experimental Justification

In order to test our intuition on the three phases of a greedy algorithm, we designed a small experiment.

The experiment involves the MLST problem, described in Section 2. In particular, we generated

10, 000 random labeled graphs with 81 nodes, 160 edges, and 40 labels.

These graphs are generated as described by Xiong et al. [35]; they are referred to as Group II

graphs and they are constructed in such a way that the optimal solution is known in advance. The

optimal solution is 20 labels for each of 10, 000 graphs in this experiment. Using a mathematical

programming model derived from Captivo et al. [4], we verified that the optimal solution is unique for

each instance. We generate each of the test graphs as follows:

(i) Generate a graph according to [35] with 81 nodes, 40 labels, and 4 edges for each label;

(ii) This specifies an optimal solution of size 20;

(iii) Starting with the formulation from [4], add a constraint that limits the sum of all binary variables

associated with the 20 labels in the optimal solution to be less than 20;

(iv) If the model produces a new solution with 20 labels, then the optimal solution is not unique and

we reject the graph;

(v) Otherwise, the optimal solution is unique and we use the graph.

For each graph, MVCA is applied. Averaging over the 10, 000 applications of MVCA, we obtain

the results presented in Figure 4. The x-axis indicates the percentage of the selections in MVCA that

4



Figure 4: MVCA phase experiment. The graph indicates the average percentage of selected labels
that turn out to be in the optimal solution, at any degree of completion of MVCA.

have been completed.The y-axis indicates the average percentage of selected labels up to the current

point in MVCA that turn out to be in the optimal solution.

Upon close inspection of Figure 4, we observe the following:

a) In Phase I, the performance is steady. The average percentage of labels in the optimal solution

is less the 55%.

b) In Phase II, the performance is increasing. The average percentage of labels in the optimal

solution is above 55% and increasing.

c) In Phase III, the performance increases rapidly, after an initial decline. The average percentage

of labels in the optimal solution increases to above 77%.

In a second experiment, we wanted to study the impact of the cardinality of the candidate set of

labels on the quality of the MVCA solution. We expect MVCA to make some poor selections in

Phase I. One might conjecture that the larger the candidate set, the less impact these early mistakes

will have on the overall performance of MVCA. The purpose of this experiment is to test such a

conjecture.

We generated 1, 300 random label graphs with 81 nodes organized in 13 different groups, each one

with 100 graphs. The number of labels, |L|, ranged from 30 to 390 in increments of 30. The number

of edges was set equal to 4|L|. Again, the graphs were Group II graphs from Xiong et al. [35]. The

optimal solution is 20 labels in all cases.

The results of the second experiment are presented in Figure 5. The x-axis indicates the number

of available labels. The y-axis indicates the average number of labels in the MVCA solution. The

average is taken over 100 graphs. It seems clear from Figure 5 that when |L| is small, any mistake

really hurts MVCA. When |L| is large, maybe there are enough other labels to compensate for early

errors. In any case, the second experiment reveals a major limitation of MVCA and begs the question:

Can a generalized greedy algorithm do better?
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Based on the two experiments, several specific questions regarding the design of a generalized

greedy algorithm come to mind:

1. Can we do more of Phase II and less of Phase I ?

2. Can we improve performance when |L| is small ?

3. Can we ensure reasonable running times?

4. Can we keep it simple?

3 The Carousel Greedy Algorithm

Before we introduce the carousel greedy algorithm, it is important to acknowledge that the notion of a

generalized greedy algorithm is not new. Duin and Voss [15] introduced the Pilot method in 1999 and

applied it to the Steiner problem in graphs. Cerulli et al. [7] applied the Pilot method to the MLST

problem in 2005. Xiong et al. [36] proposed two modified versions of the Pilot method and applied

these to the MLST problem in 2006. The basic idea behind the Pilot method is to apply a greedy

algorithm repetitively, each time from a different starting point (e.g., a different label).

The notion of a randomized greedy algorithm has been around for decades. Xiong et al. [36]

applied a randomized MVCA (RMV CA) to the MLST problem in 2006. Instead of selecting the

most promising label at each step, as inMVCA, consider the three most promising labels as candidates.

Select one of the three labels probabilistically. We can run RMV CA multiple times for each instance

and output the best solution. This idea is, of course, related to GRASP , a well-known metaheuristic

dating back to 1989 (see Feo and Resende [16, 17]).

Ruiz and Stützle [31] introduced the iterated greedy algorithm in 2007 and applied it to the permu-

tation flowshop scheduling problem. The idea is both simple and general. The basic steps are provided

below:

Step 1. Apply greedy algorithm to obtain a feasible solution.

Figure 5: A limitation of MVCA. The graph indicates the average number of labels in the MVCA
solution, with respect to the number of available labels (20 is the optimal solution for all the instances).
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Figure 6: Carousel greedy illustration for |S| = 5, α = 1, and β = 40%

Step 2. Destruction phase: Remove some elements from the current solution, leaving a partial solu-

tion.

Step 3. Construction phase: Apply the greedy algorithm to the partial solution to obtain another

feasible solution.

Step 4. Repeat Steps 2 & 3 until a stopping condition is satisfied.

The Pilot method, randomized greedy, and iterated greedy are all useful and easy to implement.

Each of the three generates a number of feasible solutions. The carousel greedy algorithm is also useful

and easy to implement, however, it generates a single feasible solution. Because of this, we should

expect carousel greedy to be much faster than other generalized greedy algorithms. This will enable us

to handle huge problem instances. Moreover, it is designed specifically to address the four questions

posed at the end of Section 2.1.

We will now introduce the carousel greedy algorithm using the schematic displayed in Figure 6.

CG requires that two parameters, α and β, be specified, where α is an integer and β is a percentage.

We will discuss these later. We can think of the letters as labels or colors (B = black, G = green,

R = red, P = purple, and Y = yellow). Figure 6 illustrates how carousel greedy (CG) works. Each

row is a step in the CG algorithm. We will now explain the figure, row by row.

In row 1, we begin with an execution of the greedy algorithm (MVCA in this case). MVCA

selects |S| = 5 labels; these are B, G, R, P , and Y , in sequence of selection. In row 2, we drop the last

β = 40% of the labels selected in the first row to leave us with B, G, and R. The idea is to postpone

the last 40% or so of selections up to the very end. Until then, we will maintain a set of (1 − β)|S|

labels from row to row. Essentially, we are prolonging Phase II. Before moving on to row 3, we drop

the first label in row 2 (namely, B). Next, given the remaining labels, G and R, we apply MVCA to

select a third label, Y , yielding G, R, and Y in row 3. Now, we drop G from row 3, apply MVCA

to select P , and obtain R, Y , and P for row 4. We continue in this manner until we reach row 7. At

this point, we have labels R, G, and Y and we have completed 5 iterations since the start of carousel
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Figure 7: A second illustration of CG

greedy. With α = 1, in this example, we stop what is essentially an extended Phase II (note that α

controls the degree to which Phase II is extended) after α|S| = 5 iterations and proceed to what is

essentially a short Phase III. In row 8, we start with the partial solution from row 7, apply MVCA

until we obtain a feasible solution, and then stop.

It is important to emphasize several key points. First, CG generates only one feasible solution,

at the very end (we don’t save the greedy solution). Second, it should be clear that early errors can

be easily corrected, because we replace the labels selected in the early iterations using the greedy

algorithm. Third, CG is only slightly more complicated than the original greedy algorithm. In this

example, CG repeatedly calls upon MVCA. Also, in this case, the number of labels is reduced from

5 to 4.

There is another way to visualize and illustrate the carousel greedy algorithm. This second repre-

sentation is the one that gives CG its name and it is presented in Figure 7. There are eight pictures in

Figure 7 and the arrows indicate the sequence from start to finish. Figure 6 and 7 are complementary.

In particular, the ith picture in Figure 7 conveys the same information as does row i in Figure 6.

We can think of each picture in Figure 7 as a carousel which is divided into |S| wedges. The first,

second, and last of these carousels are stationary. The rest are in clockwise motion as the carousel

makes α full turns or passes from iteration 1 to iteration 5 (we assume that α is an integer). A

pseudo-code description of CG is provided in Appendix B.

Before discussing computational experiments, we estimate the computational complexity of CG

with respect to the original greedy algorithm (denoted by G). Let O(I) be the computational com-

plexity of G. Also, let’s assume that each iteration of G takes roughly the same amount of computa-

tional effort. Then, we can say that M = O(I)
|S| represents the computational cost of a single iteration

of G. Assume the cost of removing an element (e.g., a label) from the beginning of a partial solu-

tion (as in Figures 6 and 7) is negligible. The computational cost of CG denoted T (CG) becomes

O(I) + α|S|M + β|S|M . The first term comes from row 1 in Figure 6. The second term comes from

rows 3 through 7. The third term comes from row 8. This yields T (CG) = (1 + α + β)O(I). Since β

is much smaller than α (α ≥ 1, β < 1), we can approximate T (CG) with (1 + α)O(I). The key point

is that, if α is not too large, we would expect CG to have a running time that is not much longer than

that of G.

4 Computational Results

The aim of this section is to verify that CG is able to improve upon the quality of solutions obtained

from the greedy algorithm. In particular, if we increase the computational effort required by the
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greedy algorithm by a factor h, where h is not too large, do we consistently obtain considerably better

solutions?

We will see that, in our experiments, for h ≤ 20, it is possible to achieve this goal. In addition, we

will observe how CG can be applied in order to outperform several well–known metaheuristics.

We point out that all software tested in our work and described in this paper was developed in

Java 1.7 and executed on a 2.6GHz Intel Core i7 machine. Parameter values for α and β have been

obtained by empirical testing.

4.1 Computational Results for the Minimum Label Spanning Tree Problem

There are two parameters, α and β, in the carousel greedy algorithm. Increasing α means increasing the

number of basic iterations (i.e., rows in Figure 6 or pictures in Figure 7) and, therefore, the running

time. The parameter β is related to each partial solution whose size of (1 − β)|S| is maintained

throughout α turns of the carousel within CG.

In order to learn more about the interplay of these two parameters, we conducted an experiment in

which we applied CG to the MLST problem. In particular, we generated 20 random labeled graphs

with 100 nodes, 400 edges, and 100 labels. As before, we know the optimal solution in advance; here it

is 25 labels in all 20 cases. The goal was to test different values of α and β. The results are presented

in Table 1. For example, when α = 5 and β = 10%, CG reduces the average gap between the MVCA

solution and the optimal solution by 75%.

The best results in Table 1 are indicated in bold. There are several important points to make.

First, we see that there are numerous combinations of α and β that reduce the gap by at least 70%.

Second, we observe that α and β can be quite small and still produce excellent results.

Suppose we let α = 5 and β = 10%. Then, if we compare MVCA, CG, and the Pilot method [7]

on this small set of instances, with respect to average number of labels, we find the following : MVCA

has an average of 29.30 labels, the Pilot method has an average of 27.55 labels, and CG has an average

of 26.06.

MVCA is a greedy algorithm and it is very fast. On this small set of instances, running times

averaged 5.25 milliseconds. The Pilot method required 472 milliseconds, on average. The CG running

times are presented in Table 2. As we can see, the running time depends primarily on α, as we

α
β

avg
5% 10% 15% 20%

1 60% 55% 54% 38% 52%

2 72% 71% 60% 47% 63%

3 72% 73% 60% 41% 62%

4 75% 72% 66% 47% 65%

5 74% 75% 67% 52% 67%

6 75% 74% 62% 55% 67%

7 73% 71% 62% 44% 63%

8 73% 72% 64% 55% 66%

avg 72% 70% 62% 47%

Table 1: CG improvements over MVCA

α
β

avg
5% 10% 15% 20%

1 11 10 10 10 10

2 17 16 15 15 16

3 24 22 21 21 22

4 29 27 27 27 28

5 37 35 34 32 35

6 42 39 38 38 39

7 49 46 43 43 45

8 54 54 50 51 52

avg 33 31 30 30

Table 2: CG running time in milliseconds
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Figure 8: The graph indicates the average number of labels in the MVCA solution, with respect to
the number of available labels (20 is the optimal solution for all the instances). The CG performance
is not affected by the available number of labels, in contrast to what happens with MVCA.

anticipated. (As we look down a column in Table 2, the running times increase slightly, rather than

decrease slightly, as our analysis from Section 3 would have predicted. This is due to the fact that

some iterations of MVCA take longer than others and this is influenced by the value of β.) In Section

4.5, we carried out a more extensive analysis of the parameters α and β on a different problem with

more challenging instances and we come to similar conclusions.

Next, we conducted an experiment to see if CG is capable of mitigating the limitation of MVCA

illustrated in Figure 5. We set α = 5 and β = 10%. The results of this experiment are presented in

Figure 8. They indicate that CG can produce excellent solutions for all values of |L|.

Since the first step of CG for the MLST problem is to obtain the MVCA solution, this means

that in Table 1 and Figure 8, we have a direct comparison between the CG final solution and its initial

solution.

The experiments reported on in Tables 1 and 2 are preliminary and involve only 20 instances. A

more comprehensive study is presented in Tables 3 and 4. In Table 3 we focus on “small” instances.

By this, we mean instances in which the number of labels in the optimal solution is relatively small.

In Table 4, we solve “larger” instances.

In Table 3, 20 instances are generated for each row. The numbers reported are averages. The

graphs are Group II graphs from Xiong et al. [35]. They are constructed in order to challenge the

selection strategy of MVCA. We point out that n is the number of nodes, ` is the number of labels, b

is the number of edges with the same label, and “Size” is the cardinality of the solution. Best results

are reported in bold.

In Table 3, CG is compared with MVCA, iterated greedy, and Pilot. Iterated greedy repeats Steps

2 & 3 until 50 iterations with no improvement are achieved. In Step 2, 20% of the labels are removed

randomly and, in Step 3, MVCA is applied to add labels (see Appendix D). The best feasible solution

obtained is reported. CG was run with α = 5 and β = 10% for all instances. (These parameter values

were used in Table 4 also.)

In Table 3, CG outperforms MVCA in every row. CG and iterated greedy each produce the best
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Instance Optimal MVCA Carousel Pilot Iterated Greedy

n, ` b Size Size Time Size Time Size Time Size Time

50 4 13 14.40 0.75 13.00 4.95 13.35 31.55 13.00 8.85

50 5 10 11.65 0.80 11.05 4.20 10.90 28.80 10.80 7.10

50 10 5 6.30 0.35 6.10 3.40 5.80 19.65 5.90 8.00

50 15 4 4.50 0.20 4.30 3.05 4.00 15.90 4.00 10.40

50 20 3 3.65 0.55 3.90 2.80 3.00 13.40 3.00 13.05

75 4 19 21.80 2.40 19.75 13.85 20.40 152.40 19.10 36.75

75 7 11 13.25 2.00 11.90 11.89 12.00 117.35 11.95 17.65

75 15 5 6.70 1.25 6.30 9.35 5.65 82.70 6.00 25.50

75 25 3 4.30 1.10 4.30 7.15 3.00 57.40 3.95 23.95

100 4 25 29.30 5.25 26.00 31.15 27.55 472.25 25.95 79.95

100 10 10 12.85 3.60 11.55 23.40 11.85 310.75 11.75 39.85

100 20 5 7.05 2.60 6.60 18.05 5.85 219.50 6.60 43.05

100 30 4 5.05 2.10 4.90 15.45 4.00 168.25 4.85 42.55

150 4 38 43.90 17.40 38.85 108.10 42.20 2,513.35 38.85 341.60

150 15 10 13.20 9.30 12.05 62.75 12.05 1,269.40 12.40 94.60

150 30 5 7.30 6.65 6.95 46.10 6.05 901.85 7.00 112.70

150 45 4 5.15 5.65 5.05 40.20 4.00 700.80 4.95 123.90

200 4 50 59.00 41.65 51.50 260.20 56.20 7,963.50 52.05 964.95

200 20 10 13.90 18.85 12.95 131.25 13.00 3,474.40 13.20 207.15

200 40 5 7.75 13.55 7.10 98.55 5.80 2,515.55 7.35 214.30

200 60 4 5.75 12.70 5.10 92.15 4.00 2,439.45 5.05 307.65

# best solutions 52 225 310 251

Table 3: MLST results for “small” instances (time is shown in milliseconds)

solution in seven rows. CG is faster than iterated greedy which is much faster than Pilot. On the

other hand, Pilot produces the best solution in 12 rows. When we look at the individual instances,

CG produces 225 best solutions and iterated greedy produces 251 best solutions. However, if we

focus on the larger instances (with 100, 150, and 200 nodes), CG produces more best solutions than

iterated greedy (130 to 106). As instances size increases, CG outperforms iterated greedy and it is

computationally less expensive.

In Table 4, the number of labels in the optimal solution is larger and there are five instances per

row. Pilot is not able to produce the best solution for any row and its running times are large. It is

clear for this table that CG obtains better solutions than iterated greedy and it is considerably faster.

CG, Pilot, and iterated greedy are all based on the MVCA approach. Table 3 and 4 reveal that each

of the three algorithms outperforms the greedy algorithm. CG is, obviously, the fastest of the three.

In addition, Table 4 suggests that, as we increase the size of the problem instance, CG outperforms

Pilot and iterated greedy with respect to both accuracy and running time.

In order to compare solution quality in a statistical sense, we use the non–parametric Friedman test

[18]. First, we compare the results (size of solution) from carousel greedy, Pilot, and iterated greedy in

Table 3. The null hypothesis H0 is that none of the techniques is better than another. The alternate

hypothesis H1 is that there is a difference in solution quality among the three procedures. We obtain

a chi–squared value of 1.4615 with 2 degrees of freedom and a p–value of 0.4815; this means that we

cannot reject the null hypothesis.

Turning our attention to Table 4, we find a chi–squared value of 32.2278 with 2 degrees of freedom

and a p–value of 1.004 × 10−7; this means that we can reject the null hypothesis. Given that CG
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Instance Optimal MVCA Carousel Pilot Iterated Greedy

n, ` b Size Size Time Size Time Size Time Size Time

100 4 25 29.30 0.01 26.00 0.03 27.55 0.47 25.95 0.08

100 8 13 15.40 0.00 14.00 0.03 14.00 0.35 13.60 0.08

200 4 50 57.00 0.04 51.80 0.26 55.20 7.96 52.40 0.90

200 8 25 31.20 0.03 28.00 0.20 28.60 5.66 27.80 0.61

300 4 75 88.60 0.14 77.00 0.91 82.80 40.37 79.40 3.11

300 8 38 46.60 0.10 42.00 0.67 43.60 27.15 40.80 2.84

400 4 100 117.60 0.35 102.40 2.16 111.40 127.78 106.00 8.56

400 8 50 61.40 0.23 55.40 1.58 58.60 86.13 55.80 5.71

500 4 125 147.80 0.71 129.20 4.56 140.60 319.54 133.00 18.02

500 8 63 78.60 0.49 69.20 3.48 73.60 218.39 70.20 14.19

600 4 150 177.60 1.26 154.60 8.29 169.20 681.54 159.60 32.51

600 8 75 91.60 0.83 82.80 6.16 88.40 470.67 85.00 24.85

700 4 175 205.60 2.05 180.40 13.72 197.20 1,380.29 187.00 57.70

700 8 88 108.60 1.46 98.00 10.92 103.40 956.78 98.80 46.52

800 4 200 234.60 3.21 206.80 21.84 225.80 2,565.06 214.40 88.55

800 8 100 123.60 2.28 110.40 17.11 118.60 1,750.07 113.40 91.25

900 4 225 263.40 4.78 232.20 33.06 255.20 4,398.87 241.00 150.16

900 8 113 140.20 3.52 126.00 26.07 133.60 2,964.55 127.20 129.13

1000 4 250 293.20 6.94 258.00 47.83 284.00 6,988.42 269.60 214.23

1000 8 125 155.80 5.05 140.00 37.29 148.80 4,457.36 141.80 159.18

# best solutions 0 86 3 30

Table 4: MLST results for “large” instances (time is shown in seconds)

produces the best solutions in 16 out of 20 rows, CG is clearly the winning approach in Table 4.

Taking both solution quality and running time into account, CG outperforms Pilot and iterated

greedy for small and large MLST instances.

4.2 Computational Results for the Minimum Vertex Cover Problem

Another important problem in combinatorial optimization is the minimum vertex cover (MVC) prob-

lem. In graph theory, a vertex (node) cover of a graph is a set of nodes such that each edge of the

graph is incident to at least one node of the set. The MVC problem is to find the vertex cover of

minimum cardinality (see Figure 9 and Appendix G). This is one of Karp’s 21 NP-complete problems

(see Karp [27]). We compare CG with a greedy algorithm for the MVC problem which we denote by

Greedy. This algorithm selects the node with the largest degree, removes the edges incident to that

node, and repeats until all edges in the graph have been removed. This greedy algorithm was designed

by Chvatal 1979 [9] for the set covering problem which generalizes the vertex cover problem. Later on,

it was used for the vertex cover problem by Hochbaum 1983 [23], and Clarkson 1983 [10].

In Table 5, we report results for the BHOSLIB graphs [28]. The BHOSLIB benchmark instances

were designed to be especially difficult MVC instances. There is one instance per row. For both

Tables 5 and 6, we set α = 20 and β = 1%.

From Table 5A, the gap between the Greedy results and optimality is decreased by 67%, on average,

by CG. For this data set, the greedy algorithm is, again, very fast. CG is able to improve upon greedy

in all rows. We set α = 20 since the running times were so small, although Table 10 indicates that we

could have used α = 10 instead.

In Table 6A, we apply Greedy and CG to MVC instances from the DIMACS graphs [25]. These
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Figure 9: Given the input graph in A, B shows a vertex cover with 3 (dark) nodes and C shows the
minimum vertex cover with 2 (dark) nodes

graphs were originally designed for the maximum clique problem. In Table 6A, when we refer to a

specific graph G from the DIMACS library, we mean the complement graph G (see Harary [21] for

a formal definition). In this table, CG reduces the gap between the Greedy results and optimality

by about 37%, on average. CG produces the optimal solution for 25 instances whereas Greedy finds

the optimal solution for 15 instances. In Tables 5A and 6A, the running times are proportional to

the parameter α, as expected; with α = 20, CG running times are about 20 times as long as greedy

running times.

4.3 Computational Results for the Maximum Independent Set Problem

An independent set in graph theory is a subset of nodes in the graph such that no two of them are

adjacent. In Figure 9C, the dark nodes are an independent set of size 2. In Figure 9B, the dark nodes

form the maximum independent set of size 3. The maximum independent set (MIS) problem is to

find an independent set of the largest possible size (see Appendix G). The MIS problem is one of

the classical NP-complete problems [27] and it is closely related to the maximal clique and minimum

vertex cover problems.

A greedy algorithm for the MIS problem, based on the work of Chvatal [9], is as follows: Find a

node with the minimum degree, remove it and its neighbors from the current graph, and add it to the

solution. Continue until the current graph is empty. We will refer to this procedure as Greedy.

As in Section 4.2, we apply Greedy and CG to the BHOSLIB and DIMACS instances. Since we are

solving a maximization problem here, we refer the reader to Appendix B (maximization form) for the

relevant CG pseudo–code. (We point out that the minimization form and maximization form differ

only in line 7.) We set α = 20 and β = 1%.

In Table 5B, we focus on the BHOSLIB graphs. The gap between optimality and the Greedy

results is decreased by 36%, on average, by CG. In Table 6B, we study the DIMACS graphs. The gap

between optimality and Greedy results is decreased by about 16%, on average, by CG.

With respect to running times in Tables 5B and 6B, we note that they are not proportional to α.

In fact, they are much smaller than expected. The explanation is as follows: The greedy algorithm

selects nodes and removes edges from one iteration to the next. After it has selected a majority of

the nodes that it will select, the remaining graph is small and the work per iteration is substantially

reduced. CG operates in this same environment; each iteration is inexpensive. For this reason, CG

running times are only slightly longer than the Greedy running times.
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A B

Minimum Vertex Cover Maximum Independent Set

Instance Opt. Greedy Carousel
Gap

Opt. Greedy Carousel
Gap

Size Size ms Size ms Size Size ms Size ms

frb30-15-1 420 429 3 424 70 56% 30 25 3 26 8 20%

frb30-15-2 420 431 4 422 76 82% 30 24 3 28 8 67%

frb30-15-3 420 429 3 423 50 67% 30 24 2 26 6 33%

frb30-15-4 420 429 3 424 46 56% 30 25 3 28 6 60%

frb30-15-5 420 430 3 423 62 70% 30 26 2 27 5 25%

frb35-17-1 560 570 5 563 90 70% 35 28 6 30 12 29%

frb35-17-2 560 570 6 564 90 60% 35 30 6 32 10 40%

frb35-17-3 560 571 5 563 92 73% 35 29 5 32 10 50%

frb35-17-4 560 570 4 564 88 60% 35 28 6 32 12 57%

frb35-17-5 560 571 4 564 95 64% 35 30 5 31 10 20%

frb40-19-1 720 737 9 724 175 76% 40 33 11 35 17 29%

frb40-19-2 720 732 9 725 165 58% 40 33 11 34 18 14%

frb40-19-3 720 733 9 724 171 69% 40 34 10 36 17 33%

frb40-19-4 720 732 9 723 168 75% 40 32 10 36 20 50%

frb40-19-5 720 733 9 725 171 62% 40 33 10 36 18 43%

frb45-21-1 900 913 14 906 278 54% 45 37 20 39 31 25%

frb45-21-2 900 916 14 904 275 75% 45 35 18 39 35 40%

frb45-21-3 900 917 14 905 271 71% 45 35 16 39 31 40%

frb45-21-4 900 913 14 906 271 54% 45 38 18 41 28 43%

frb45-21-5 900 917 14 905 273 71% 45 37 18 41 31 50%

frb50-23-1 1100 1118 21 1105 401 72% 50 42 27 44 38 25%

frb50-23-2 1100 1119 20 1105 403 74% 50 41 27 44 42 33%

frb50-23-3 1100 1119 20 1107 399 63% 50 40 29 44 50 40%

frb50-23-4 1100 1116 20 1106 398 63% 50 40 39 43 61 30%

frb50-23-5 1100 1118 20 1106 409 67% 50 42 29 45 44 38%

frb53-24-1 1219 1240 24 1226 496 67% 53 44 38 47 59 33%

frb53-24-2 1219 1240 24 1224 509 76% 53 44 36 48 59 44%

frb53-24-3 1219 1235 25 1224 493 69% 53 46 35 48 48 29%

frb53-24-4 1219 1237 26 1226 513 61% 53 44 39 47 59 33%

frb53-24-5 1219 1239 26 1226 518 65% 53 41 32 46 56 42%

frb56-25-1 1344 1367 30 1350 599 74% 56 46 45 49 73 30%

frb56-25-2 1344 1365 32 1350 603 71% 56 45 46 50 72 45%

frb56-25-3 1344 1363 30 1352 595 58% 56 46 48 50 75 40%

frb56-25-4 1344 1363 31 1350 604 68% 56 45 44 48 70 27%

frb56-25-5 1344 1366 30 1351 599 68% 56 47 41 49 57 22%

frb59-26-1 1475 1494 36 1482 715 63% 59 47 51 50 82 25%

frb59-26-2 1475 1496 36 1483 729 62% 59 49 56 52 84 30%

frb59-26-3 1475 1501 37 1481 732 77% 59 48 54 52 84 36%

frb59-26-4 1475 1496 36 1482 714 67% 59 49 46 55 90 60%

frb59-26-5 1475 1494 36 1483 737 58% 59 49 49 51 70 20%

Average values 67% 36%

Table 5: Minimum vertex cover problem and maximum independent set problem results for BHOSLIB
graphs (ms represents the running time in milliseconds)
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A B

Minimum Vertex Cover Maximum Independent Set

Instance Opt. Greedy Carousel
Gap

Opt. Greedy Carousel
Gap

Size Size ms Size ms Size Size ms Size ms

brock200 1 179 184 4 181 23 60% 21 20 2 20 5 0%

brock200 2 188 192 4 191 58 25% 12 9 1 9 5 0%

brock200 3 185 189 1 187 20 50% 15 12 1 13 6 33%

brock200 4 183 188 1 186 13 40% 17 13 0 14 1 25%

brock400 1 373 382 4 377 52 56% 27 21 3 23 6 33%

brock400 2 371 379 3 377 53 25% 29 21 2 23 5 25%

brock400 3 369 383 3 376 49 50% 31 20 2 22 4 18%

brock400 4 367 380 3 376 53 31% 33 22 3 23 5 9%

brock800 1 777 786 27 781 566 56% 23 18 10 19 19 20%

brock800 2 776 788 26 782 557 50% 24 18 12 19 18 17%

brock800 3 775 786 27 781 565 45% 25 17 11 19 18 25%

brock800 4 774 787 27 781 575 46% 26 17 11 18 17 11%

c-fat200-1 188 188 1 188 19 0% 12 12 1 12 2 0%

c-fat200-2 176 176 1 176 18 0% 24 24 1 24 3 0%

c-fat200-5 142 142 1 142 10 0% 58 58 1 58 7 0%

c-fat500-1 486 486 24 486 578 0% 14 14 4 14 8 0%

c-fat500-10 374 374 12 374 262 0% 126 126 37 126 95 0%

c-fat500-2 474 474 17 474 398 0% 26 26 6 26 14 0%

c-fat500-5 436 436 16 436 348 0% 64 64 16 64 60 0%

DSJC1000 5 985 990 63 987 1355 60% 15 13 18 13 24 0%

gen200 p0.9 44 156 169 1 161 9 62% 44 35 0 44 2 100%

gen200 p0.9 55 145 165 1 145 6 100% 55 39 0 41 1 13%

gen400 p0.9 55 345 371 2 348 26 88% 55 45 2 50 6 50%

gen400 p0.9 65 335 368 2 352 26 48% 65 46 2 47 5 5%

gen400 p0.9 75 325 363 1 350 26 34% 75 44 2 50 7 19%

hamming10-2 512 512 4 512 81 0% 512 512 23 512 58 0%

hamming10-4 984 992 25 988 504 50% 40 36 17 36 23 0%

hamming6-2 32 32 0 32 1 0% 32 32 0 32 0 0%

hamming6-4 60 60 0 60 0 0% 4 4 0 4 0 0%

hamming8-2 128 128 1 128 7 0% 128 128 1 128 7 0%

hamming8-4 240 240 1 240 18 0% 16 16 0 16 1 0%

johnson16-2-4 112 112 0 112 2 0% 8 8 0 8 0 0%

johnson32-2-4 480 480 3 480 48 0% 16 16 1 16 2 0%

johnson8-2-4 24 24 0 24 0 0% 4 4 0 4 0 0%

johnson8-4-4 56 62 0 56 1 100% 14 14 0 14 0 0%

keller4 160 163 1 160 6 100% 11 11 0 11 1 0%

keller5 749 761 18 754 371 58% 27 21 12 23 19 33%

MANN a27 252 261 1 255 14 67% 126 125 1 125 6 0%

MANN a45 690 705 6 705 96 0% 345 342 10 342 34 0%

MANN a9 29 33 0 29 0 100% 16 16 0 16 0 0%

p hat300-1 292 293 4 293 74 0% 8 7 1 7 2 0%

p hat300-2 275 278 3 275 43 100% 25 25 2 25 3 0%

p hat300-3 264 269 1 264 26 100% 36 33 1 36 3 100%

p hat500-1 491 493 16 491 346 100% 9 8 5 8 8 0%

p hat500-2 464 468 11 464 236 100% 36 34 8 36 15 100%

p hat700-1 689 693 32 690 814 75% 11 8 9 9 13 33%

san1000 985 992 60 992 1525 0% 15 9 26 9 42 0%

san200 0.7 1 170 185 1 185 10 0% 30 16 1 16 2 0%

san200 0.7 2 182 188 1 188 10 0% 18 15 0 15 1 0%

san200 0.9 1 130 155 1 154 6 4% 70 47 0 47 2 0%

san200 0.9 2 140 165 0 160 5 20% 60 39 0 41 1 10%

san200 0.9 3 156 176 0 165 5 55% 44 34 0 35 1 10%

san400 0.5 1 387 393 8 393 152 0% 13 9 2 9 4 0%

san400 0.7 1 360 380 4 380 68 0% 40 21 3 21 6 0%

san400 0.7 2 370 385 4 385 65 0% 30 17 2 18 4 8%

san400 0.7 3 378 388 3 387 67 10% 22 14 2 16 5 25%

san400 0.9 1 300 350 1 350 26 0% 100 80 2 100 19 100%

sanr200 0.7 182 184 1 182 8 100% 18 16 0 17 1 50%

sanr200 0.9 158 164 0 159 5 83% 42 37 1 41 2 80%

sanr400 0.5 386 392 7 390 121 33% 14 12 2 12 3 0%

sanr400 0.7 379 384 4 379 58 100% 21 19 2 20 4 50%

Average values 37% 16%

Table 6: Minimum vertex cover problem and maximum independent set problem results for DIMACS
graphs (ms represents the running time in milliseconds)
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Figure 10: Given the input graph in A, with node weights shown, the MWVC solution is indicated
by the dark nodes in B

4.4 Computational Results for the Minimum Weight Vertex Cover Prob-
lem

So far, we have applied CG to problems in which we seek to minimize or maximize the cardinality of

a set. We have focused on this class of problems because we believe that the application of CG in this

setting is natural and intuitive (it corresponds to adding or deleting an element in the carousel). In

this section, however, we show how CG can be applied to more complex combinatorial optimization

problems. For example, suppose we seek to minimize or maximize a weighted sum of selected elements.

In particular, we consider the minimum weight vertex cover (MWVC) problem. This is a straight-

forward generalization of the MVC problem where each node has a positive weight. The MWVC

problem is to find the vertex cover that minimizes the sum of the weights associated with the selected

nodes (see Figure 10 and Appendix G). The MWVC problem is NP-hard since the MVC problem is

a special case in which each node has a weight of one.

The basic greedy algorithm (Greedy) is again derived from Chvatal [9]. The idea is to add the node

v with the minimum ratio w(v)
d(v) to the solution at each step, where w(v) is the weight and d(v) is the

degree of node v. Then, all edges incident to that node are removed from the graph and the process

continues until no edges remain.

The relevant CG pseudo–code is provided in Appendix C. In our experiments, we set α = 20 and

β = 5%.

In Table 8, we compare Greedy and CG with several metaheuristic algorithms developed and tested

in Shyu et al. [32]. In particular, Shyu et al. compared simulated annealing (SA), tabu search (TS),

and ant colony optimization (ACO) on moderate-sized problems in Tables 4 and 5 of their paper.

There are several recent papers [3, 26, 33, 34, 37] on the MWVC problem. These papers introduce

new metaheuristics that improve upon the results in [32] by a small amount. The running times are

comparable to the ACO running times in [32]. The average gap between ACO and the now best-known

solutions is less than the 0.88% .

More specifically, they considered 39 combinations of number of nodes and number of edges. For

each combination, they generated 10 random instances. We followed their protocol and added columns

for Greedy (abbreviated GRDY ) and CG. We used the same random graphs tested in their paper.

The results from Table 8 show that CG outperformed SA and TS, but not ACO. Despite the fact

that α = 20, CG required only about eight times the running time of Greedy. For this experiment
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Nodes Edges GRDY CG SA TS ACO

50

50 0 1 183 175 63

100 0 1 219 212 83

250 0 1 272 266 97

500 0 1 320 319 102

750 0 1 359 358 125

1000 0 1 370 358 117

300

300 2 13 5794 5527 4322

500 2 15 6539 6527 5178

750 4 19 7067 6955 6055

1000 2 18 7391 7222 6231

2000 3 21 8048 8409 6488

3000 5 25 8372 8995 6299

5000 7 30 8762 9122 6558

Table 7: MWVC problem running times in milliseconds

we implement the greedy algorithm and CG; for the other algorithms, we report the results from [32].

Unlike GRDY and CG, SA, TS, and ACO were developed in C++ and executed on a 1.7GHz AMD

machine. Nevertheless, we report the running times for the smallest and the largest sets from the six

sets of instances (from Table 8) in Table 7, in order to contrast running times. The key observation

is that the three metaheuristic approaches (SA, TS, and ACO) require hundreds of milliseconds for

every one required by CG.
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Nodes Edges GRDY CG SA TS ACO

50

50 1343.7 1320.5 1339.4 1339.4 1282.1

100 1858.3 1801.4 1829.6 1826.8 1741.1

250 2416 2329.3 2398.2 2398.2 2287.4

500 2800.8 2742.9 2741.7 2760.8 2679

750 3052.8 3013.2 3032 3032 2959

1000 3234.7 3229.3 3234.7 3234.7 3211.2

100

100 2676.7 2653.8 2663.2 2668.3 2552.9

250 3816.7 3727.4 3765.4 3765.4 3626.4

500 4906.8 4773.6 4791.8 4793.3 4692.1

750 5282.7 5192.8 5227.9 5221.7 5076.4

1000 5749.9 5594.6 5665 5649.1 5534.1

2000 6184.5 6141.9 6159.5 6170.5 6095.7

150

150 3864.1 3808.4 3834.2 3837.4 3684.9

250 5019 4926.7 4953.3 4951.8 4769.7

500 6551.6 6357.5 6449 6452.5 6224

750 7291.3 7131.1 7220.3 7222.4 7014.7

1000 7747.7 7536.3 7623.9 7614.8 7441.8

2000 8900.8 8744.5 8767.3 8767.6 8631.2

3000 9178.9 9033.9 9070.2 9071.7 8950.2

200

250 5892.9 5808.7 5841.7 5841.7 5588.7

500 7620.8 7444.8 7521.4 7518.6 7259.2

750 8721.2 8466.7 8590.9 8604.9 8349.8

1000 9729.2 9432.5 9537.6 9507.7 9262.2

2000 11341 11042.1 11076.8 11076.6 10916.5

3000 12027.5 11803.8 11829.5 11834.7 11689.1

250

250 6508.3 6421.5 6475.8 6475 6197.8

500 8960.3 8796.5 8874.9 8869.4 8538.8

750 10342.4 10125.5 10205.6 10211.8 9869.4

1000 11313 11083.9 11183.4 11165.5 10866.6

2000 13361.7 13081.9 13110.3 13097.4 12917.7

3000 14320 14032.7 14058 14056.9 13882.5

5000 15045.9 14830.5 14957.8 14940.1 14801.8

300

300 7695.6 7579.2 7634.9 7634 7342.7

500 10011.7 9750.5 9844.5 9844.4 9517.4

750 11700.6 11407.9 11570.5 11565.6 11166.9

1000 12825.5 12517.5 12618 12618.7 12241.7

2000 15467.4 15091.3 15211.5 15201.5 14894.9

3000 16495.4 16208.7 16265.5 16243.2 16054.1

5000 17935 17563.4 17681.6 17648 17545.4

Percentage above ACO 4.13% 1.99% 2.82% 2.81% 0.00%

Table 8: Computational results for the MWVC problem (ACO obtains the best results for all the
instances and CG does second best on all instances except for the one in bold)
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4.5 Setting α and β

The meaning of the parameters α and β is widely discussed in the previous sections. In Table 9, we

compile the settings of α and β for each of the four different optimization problems discussed so far.

For each of these problems, we experimentally identified the best parameter values.

Based on Tables 1 and 2 with respect to the MLST problem and our experience with the MVC,

MIS, and MWVC problems, we observe the following:

(i) As α increases from 1, running time increases and so does solution quality, until it stabilizes;

(ii) The parameter β is related primarily to solution quality.

In order to learn more about the interaction of α and β, we designed a small experiment using the

MVC problem. In particular, we focused on the five instances frb30−15 with optimal solution values

of 420. In Table 10, we see average solution size for various settings of α and β. In Table 11, we see

the associated running times.

Problem α β

MLST 5 10%

MV C 20 1%

MIS 20 1%

MWV C 20 5%

Table 9: The settings of α and β in the previous sections

Figures 11 to 14 are drawn from the data in Tables 10 and 11. Figure 11 reveals that increasing

α up to 10 improves the solution quality. Beyond α = 10, solution quality does not improve. Figure

12 shows that a value of β between 0.5% and 2.5% produces the highest quality solutions. Figure 13

illustrates the direct connection between α and running time. In Figure 14, we see that increasing β

has a small impact on running time.

Based on our experience with CG to date, we would recommend that users set α between 5 and

20 and β between 1% and 10%.

It is possible for CG to remove and later select the same element. If this happens for a full turn

of the carousel at iteration i, then the remaining α− i iterations are unnecessary. In this case, we say

that CG produces a loop or a cycle. In future work, we plan to investigate ways to quickly detect and

avoid loops.

5 A Hybrid Carousel Greedy Algorithm

So far, we have shown that CG is a versatile approach to amplify the power of greedy algorithms.

In some of our experiments, we have even shown that CG alone can outperform some metaheuristics

(see Tables 4 and 8). In this section, we demonstrate that CG can be combined with a traditional

metaheuristic to create a powerful Hybrid CG algorithm. This can be accomplished in a number

of ways. However, in this paper, we demonstrate the possibilities by combining CG with the Pilot

method. As an alternative, CG can easily be combined with a genetic algorithm [6, 35], but we leave

that for future work.
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α
β

avg
0.5% 1.0% 1.5% 2.0% 2.5% 3.0% 3.5% 4.0% 4.5% 5.0%

1 427.6 426.4 427.4 426.8 427.6 428.2 428.2 428.0 428.4 428.4 427.7

2 425.6 425.6 424.8 426.2 425.6 427.8 426.0 428.0 426.8 427.2 426.4

3 425.4 425.2 424.6 425.2 426.0 425.6 426.0 426.0 426.6 427.0 425.8

4 424.4 424.8 424.6 425.0 424.8 424.6 425.8 426.2 427.0 426.8 425.4

5 425.2 424.4 424.2 424.6 424.0 425.4 425.8 426.0 426.2 426.6 425.2

6 423.4 424.4 424.4 424.4 424.8 424.8 426.4 425.6 426.6 426.0 425.1

7 424.4 423.8 423.8 424.2 423.6 425.4 425.4 426.2 427.0 425.8 425.0

8 423.2 423.4 424.2 423.6 424.6 424.4 425.6 426.6 425.6 426.0 424.7

9 423.8 423.2 423.4 423.4 423.8 424.6 426.2 426.4 425.6 426.4 424.7

10 423.8 423.4 423.2 423.2 423.6 424.4 425.2 426.0 425.4 425.2 424.3

11 423.6 423.0 422.8 423.8 424.2 425.2 424.6 425.2 424.8 426.0 424.3

12 422.8 423.6 423.2 423.0 423.4 424.0 426.0 425.4 425.8 425.6 424.3

13 423.2 422.8 423.0 423.0 423.6 424.0 425.2 425.2 425.4 425.8 424.1

14 423.4 423.8 423.6 423.2 424.6 424.0 424.8 426.4 426.0 426.6 424.6

15 423.4 423.4 423.0 423.2 423.6 423.6 424.8 425.4 425.2 426.2 424.2

16 423.4 423.2 423.2 422.8 423.4 423.0 425.2 424.6 426.0 426.0 424.1

17 423.0 423.2 423.6 423.0 423.8 423.6 424.0 426.0 425.4 426.0 424.2

18 423.2 423.2 423.2 422.8 423.6 424.2 424.8 426.6 425.6 427.0 424.4

19 423.2 423.4 424.4 423.0 422.8 424.0 424.8 425.6 425.4 426.2 424.3

20 423.4 422.8 423.8 423.6 423.2 424.6 424.8 425.8 425.4 426.0 424.3

avg 424.0 423.9 423.9 423.9 424.2 424.8 425.5 426.1 426.0 426.3

Table 10: CG for the MVC problem: Average solution size for different settings of α and β (in bold
are the values that are ≤ 423.8)

The idea is simple. For the sake of convenience, we will again refer to the MLST problem, in order

to explain how this Hybrid CG algorithm would work. We borrow from the work of Xiong et al. [36].

To begin, we sort all labels by their frequencies in the input graph G, from highest to lowest. It should

be clear that labels that occur most frequently in G are most promising with respect to the MLST

problem. Now, suppose L, List 1 in Figure 15 is this sorted list of labels and we apply CG to this

MLST instance.

We recall that CG selects a number of labels before arriving at a feasible solution. For example,

in Figure 6, CG selected the nine labels B,G,R,Y ,P ,R,G,Y , and P , in sequence.

In Hybrid CG, we begin with an execution of CG. Each time a label is selected in CG, delete it

from List 1. Let’s suppose, on a small instance, CG selects labels a,b,d,e,f ,h, and i. We, then, delete

these labels from List 1 to obtain List 2 (see Figure 15).

We observe that label c is the most promising label on List 2 which CG has not yet encountered.

We can, therefore, restart CG with label c as a first label. This will diversify our search. we can repeat

this for at most k runs of CG (or k − 1 restarts).

Some initial computational results are presented in Table 12, where the numbers in each row are

averages over 20 instances. The Hybrid CG algorithm has three parameters. We set α = 3, β = 10%,

and k = 10. We reduced α to 3 (see Table 9), in order to speed up the Hybrid CG algorithm.

We provide pseudo–code for this procedure in Appendix F. For this specific implementation, the

input parameter ` (depth of search) is equal to one, as in [36].

The Hybrid CG algorithm performs well on the MLST problem instances, as observed in Table

12. First, we can compare Carousel, Hybrid CG, and Pilot in a statistical sense, using the Friedman

test. We obtain a chi–squared value of 19 with 2 degrees of freedom and a p–value of 7.485 × 10−5;

this means we can reject the null hypothesis. So, the three procedures do not share the same solution
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α
β

avg
0.5% 1.0% 1.5% 2.0% 2.5% 3.0% 3.5% 4.0% 4.5% 5.0%

1 59.1 58.8 57.8 57.4 58.0 57.6 56.8 57.4 56.4 57.6 57.7

2 59.2 61.4 61.0 62.0 64.4 64.8 66.4 65.6 65.0 66.4 63.6

3 67.2 67.4 70.0 70.0 71.6 71.6 73.4 74.6 73.8 76.2 71.6

4 73.0 73.0 77.0 77.4 76.2 77.4 83.4 81.6 83.0 83.6 78.6

5 78.2 79.2 81.4 82.4 85.0 86.0 87.6 88.6 91.0 92.4 85.2

6 88.0 88.8 88.0 89.4 91.8 93.0 94.8 98.2 98.2 102.4 93.3

7 90.4 92.8 93.8 96.2 99.2 103.8 103.6 105.2 108.8 110.4 100.4

8 96.6 100.0 99.6 104.0 106.6 109.2 111.0 116.4 116.8 120.8 108.1

9 103.8 99.6 111.2 112.2 115.4 114.4 121.0 124.0 125.6 128.0 115.5

10 109.8 110.6 115.6 118.4 117.4 127.0 128.0 132.4 134.4 136.0 123.0

11 114.4 116.6 121.6 123.4 127.6 130.4 134.6 141.4 142.8 147.6 130.0

12 128.6 127.6 131.2 132.4 136.0 139.6 144.0 149.0 149.2 154.0 139.2

13 128.4 131.2 136.8 137.4 142.6 143.8 150.0 155.2 155.4 163.2 144.4

14 135.2 134.8 140.6 144.2 150.4 158.4 149.8 167.4 167.2 171.2 151.9

15 139.8 144.4 146.6 151.8 155.8 160.8 167.0 172.2 176.2 182.0 159.7

16 151.2 155.8 153.4 160.6 164.2 170.6 173.6 186.2 192.2 192.4 170.0

17 157.8 159.6 163.4 164.4 162.2 172.4 188.6 191.2 194.8 203.6 175.8

18 163.8 164.2 166.4 174.6 180.4 181.8 195.4 201.0 205.6 208.2 184.1

19 166.4 173.6 173.4 183.0 188.6 194.8 196.0 204.8 214.0 217.2 191.2

20 174.0 178.2 184.6 185.6 199.0 204.6 210.2 217.4 225.4 233.0 201.2

avg 114.2 115.9 118.7 121.3 124.6 128.1 131.8 136.5 138.8 142.3

Table 11: CG for the MVC problem: Running times in milliseconds for different settings of α and β

quality.

Upon examination of Table 12, we see that Hybrid CG is much faster than the Pilot method and

it clearly outperforms the Pilot method. More specifically, Hybrid CG outperforms the Pilot method

in 12 of the 21 rows. Pilot outperforms Hybrid CG in only two rows and they tie in seven rows.

In Tables 8 and 7, we saw that CG outperformed two metaheuristics (SA and TS) even though its

running time was much smaller. Although ACO outperformed CG with respect to quality of solution,

CG was hundreds of times faster than ACO. In Table 12, we learned that Hybrid CG was able to

outperform Pilot while taking a fraction of the time required by Pilot. Next, we ask the question: Can

Hybrid CG outperform ACO ?

Since Tables 8 and 7 involve the MWVC problem, we need to focus on implementing Hybrid CG

to solve this problem. For the MWVC problem, List 1 is a list of vertices (instead of labels or colors).

Otherwise, Hybrid CG is, essentially, the same as it is for the MLST problem. We start with the CG

implementation proposed in Section 4.4, with α = 20 and β = 5%, and we again set k = 10. For the

MWVC problem, however, we apply Hybrid CG to a depth of up to l levels (rather than just one).

After the first level, we fix the first node in our solution. After the second level, we fix the second

node, and so on, until a depth of l. See [15] for details. We set l equal to half of the GRDY solution.

In Table 13, we compare ACO and Hybrid CG. The running times are shown in milliseconds and,

in bold, we report the best solution per row. As previously stated, ACO and Hybrid CG were not

developed in the same programming language and the experimental tests were conducted on different

machines. Nevertheless, upon examination of Table 13, we see that running times for Hybrid CG are

less than half the ACO running times. In a practical sense, Hybrid CG seems to outperform ACO

with respect to solution quality. More specifically, Hybrid CG outperforms ACO in 24 of the 39 rows;

ACO outperforms Hybrid CG in only 15 rows.
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Figure 11: Average solution size as α varies
from 1 to 20

Figure 12: Average solution size as β varies
from 0.5% to 5.0%

Figure 13: Average running time (millisec-
onds) as α varies from 1 to 20

Figure 14: Average running time (millisec-
onds) as β varies from 0.5% to 5.0%

Figure 15: Illustration of Hybrid CG algorithm

Next, we applied the Wilcoxon signed rank test in order to test the null hypothesis that Hybrid

CG and ACO have comparable solution quality. The results indicate that we cannot reject the null

hypothesis. We suspect, however, that if we were to give Hybrid CG just a bit more running time, we

would be able to conclude that, in a statistical sense, Hybrid CG outperforms ACO.

Finally, we point out that since Hybrid CG includes both intensification and diversification, it

should be considered a new metaheuristic (see Blum and Roli [2]).

6 Conclusions and Future Work

In this paper, we started by studying the behavior of greedy algorithms and we identified several

limitations. In response, we introduced carousel greedy – a new, generalized greedy algorithm. We

were able to show that CG overcomes some of the major limitations of traditional greedy algorithms,

at least on the problems studied. In addition, it is fast and widely applicable.

We test CG on several well-known problems in combinatorial optimization, including the minimum
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Instance Optimal Carousel Hybrid CG Pilot

n, ` b Size Size Time Size Time Size Time

50 4 13 13.00 4.95 13.00 21.10 13.35 31.55

50 5 10 11.05 4.20 10.60 20.90 10.90 28.80

50 10 5 6.10 3.40 5.85 20.25 5.80 19.65

50 15 4 4.30 3.05 4.00 19.65 4.00 15.90

50 20 3 3.90 2.80 3.00 19.05 3.00 13.40

75 4 19 19.75 13.85 19.15 62.00 20.40 152.40

75 7 11 11.90 11.89 11.60 68.75 12.00 117.35

75 15 5 6.30 9.35 5.65 50.80 5.65 82.70

75 25 3 4.30 7.15 3.00 45.60 3.00 57.40

100 4 25 26.00 31.15 26.00 158.80 27.55 472.25

100 10 10 11.55 23.40 11.00 147.35 11.85 310.75

100 20 5 6.60 18.05 5.50 104.25 5.85 219.50

100 30 4 4.90 15.45 4.00 93.60 4.00 168.25

150 4 38 38.85 108.10 38.25 666.70 42.20 2,513.35

150 15 10 12.05 62.75 11.95 371.75 12.05 1,269.40

150 30 5 6.95 46.10 6.15 277.00 6.05 901.85

150 45 4 5.05 40.20 4.00 241.45 4.00 700.80

200 4 50 51.50 260.20 51.20 1,588.20 56.20 7,963.50

200 20 10 12.95 131.25 12.10 744.35 13.00 3,474.40

200 40 5 7.10 98.55 5.70 579.00 5.80 2,515.55

200 60 4 5.10 92.15 4.00 549.80 4.00 2,439.45

# best solutions 2 19 9

Table 12: Computational results for the MLST problem using Hybrid CG

label spanning tree problem, the minimum vertex cover problem, the maximum independent set prob-

lem, and the minimum weight vertex cover problem. Although we used somewhat different values of

the parameters α and β from one problem to the next, the values were chosen to ensure that the CG

run times were no more than 5 to 10 times as large as the greedy run times. As we can see in Tables

1 and 2, there are different combinations of the parameters α and β for which we are able to obtain

good results for the same problem, but the region of exploration is narrow (e.g., α between 2 and 8

and β = 5% or 10%). Nevertheless, to determine the best combination for a specific problem, some

tuning is required. In future work, it might make sense to apply the automated tuning technique of

Battiti and Brunato [1] to accomplish this goal.

In addition, we have developed a Hybrid CG algorithm which combines CG with the Pilot method

in order to obtain a new metaheuristic. Preliminary computational tests indicate that Hybrid CG is

faster and more effective than the standalone Pilot method.

Finally, in Appendix E, we show that CG is also applicable to statistics. In particular, we demon-

strate how to use CG to improve variable subset selection using stepwise regression.

In future work, there are a number of interesting directions to explore. First, we expect to conduct

more comprehensive computational studies of CG stepwise regression and Hybrid CG. Second, as

pointed out by Glover et al. [20] and others, recent advances in technology have led to new applications

involving very large to huge problem instances in which one–pass heuristics are required. Since CG is

so efficient, we plan to test it on some very large problem (e.g., MLST ) instances.
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Nodes Edges
Hybrid CG ACO

Solution Time Solution Time

50

50 1,290.1 18 1,282.1 63

100 1,762.6 23 1,741.1 83

250 2,281.8 24 2,287.4 97

500 2,669.6 25 2,679.0 102

750 2,962.9 20 2,959.0 125

1000 3,200.0 24 3,211.2 117

100

100 2,576.6 79 2,552.9 273

250 3,646.7 154 3,626.4 367

500 4,641.2 161 4,692.1 433

750 5,070.3 171 5,076.4 502

1000 5,513.7 147 5,534.1 456

2000 6,062.9 121 6,095.7 589

150

150 3,733.8 199 3,684.9 691

250 4,827.8 312 4,769.7 891

500 6,200.7 459 6,224.0 1,194

750 6,997.0 457 7,014.7 1,042

1000 7,397.5 416 7,441.8 1,206

2000 8,564.7 389 8,631.2 1,103

3000 8,915.4 390 8,950.2 966

200

250 5,668.8 581 5,588.7 1,674

500 7,286.0 951 7,259.2 2,160

750 8,352.9 1,052 8,349.8 2,602

1000 9,217.3 1,104 9,262.2 2,221

2000 10,869.0 929 10,916.5 2,437

3000 11,616.7 858 11,689.1 2,497

250

250 6,281.5 882 6,197.8 2,273

500 8,578.5 1,548 8,538.8 4,016

750 9,873.1 1,950 9,869.4 4,047

1000 10,830.7 2,095 10,866.6 3,755

2000 12,831.6 1,867 12,917.7 3,942

3000 13,784.3 1,750 13,882.5 4,276

5000 14,709.5 1,693 14,801.8 3,842

300

300 7,468.8 1,534 7,342.7 4,322

500 9,583.1 2,370 9,517.4 5,178

750 11,146.9 3,022 11,166.9 6,055

1000 12,216.3 3,425 12,241.7 6,231

2000 14,843.9 3,391 14,894.9 6,488

3000 15,933.5 3,191 16,054.1 6,299

5000 17,406.2 2,838 17,545.4 6,558

# best solutions 24 15

Table 13: Computational results for the MWVC problem using Hybrid CG (times are in milliseconds)

Third, suppose we allowed CG to generate a handful of feasible solutions, rather than just one.

If we revisit Figure 6, we see that for each of the five “iteration” rows, we have a partial solution

with three labels. For each of these rows, we can identify the number of connected components when

we add the edges with these labels to the empty graph on n nodes (remember, smaller is better). In

addition to the CG solution, we might apply MVCA to the k most promising partial solutions that

CG encountered. The computational effort would be small, but the payoff may be nontrivial. We plan

to experiment with this idea. Finally, we think there are numerous other problems in combinatorial

optimization and statistics on which CG would work well. For example, it would be very natural to

apply CG to the minimum feedback vertex set problem [5]. In future work, we might try to apply CG

to a different class of optimization problems, like the traveling salesman problem [24], in which the

cardinality of edges is fixed.

24



References

[1] R. Battiti and M. Brunato. The LION Way. Machine Learning plus Intelligent Optimization.

Version 2.0, April 2015.

[2] C. Blum and A. Roli. Metaheuristics in combinatorial optimization: Overview and conceptual

comparison. ACM Computing Surveys, 35(3):268–308, 2003.

[3] S. Bouamama, C. Blum, and A. Boukerram. A population-based iterated greedy algorithm for

the minimum weight vertex cover problem. Applied Soft Computing, 12(6):1632–1639, 2012.
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Appendix A

Description of MVCA

Input: G(V,E, L). (V ,E, and L are the sets of nodes, edges, and labels, respectively)
1 Let C ← ∅ be the set of used labels.
2 repeat
3 Let H be the subgraph of G restricted to V and edges with labels from C.
4 for all i ∈ L \ C
5 Determine the number of connected components when

inserting all edges with label i in H
6 end for
7 Chose label i with the smallest resulting number of

connected components and do: C ← C ∪ {i}.
8 until H is connected.

An MVCA solution is given by any spanning tree built on the connected graph H.
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Appendix B

Pseudo-code description of CG (minimization form)

Input: I, G. (I is a generic input instance, G is a greedy algorithm)
1 Let S ← the solution produced by G

(ordered by sequence of selection, the last selected elements are in the head)
2 R← the partial solution produced by removing from head of S, β|S| elements
3 for α|S| iterations
4 remove from tail of R an element
5 using G, add an element to head of R
6 end for
7 using G, add elements to R to obtain a feasible solution
8 return R.

Pseudo-code description of CG (maximization form)

Input: I, G. (I is a generic input instance, G is a greedy algorithm)
1 Let S ← the solution produced by G

(ordered by sequence of selection, the last selected elements are in the head)
2 R← the partial solution produced by removing from head of S, β|S| elements
3 for α|S| iterations
4 remove from tail of R an element
5 using G, add an element to head of R
6 end for
7 using G, add elements to R as long as the solution remains feasible
8 return R.

In rows 5 and 7, using G, means we select new elements to add to the partial solution R according to

the greedy algorithm G.

Appendix C

Pseudo-code description of CG for minimum weight problems

Input: I, G. (I is a generic input instance, G is a greedy algorithm)
1 Let S ← the solution produced by G

(ordered by sequence of selection, the last selected elements are in the head)
2 R← the partial solution produced by removing from head of S, β|S| elements
3 Let γ ← the objective function value associated with the partial solution R
4 for α|S| iterations
5 remove from tail of R one or more elements until

the objective function value associated with the partial solution R is ≤ γ
6 using G, add an element to head of R
7 end for
8 using G, add elements to R to obtain a feasible solution
9 return R.

In this version of CG, we can remove more than one element from R (line 5). The reason is that this

version of CG takes into account the weights of the elements.
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Appendix D

Pseudo-code description of Iterated Greedy for the MLST problem

Input: G. (G is the input graph)
1 Let S ← the solution produced by MVCA with input G
2 i← 0
3 While i < 50
4 i← i+ 1
5 R← the partial solution produced by removing 20% of the labels from S
6 Apply MV CA to the partial solution R to obtain a feasible solution S′

7 if |S′| < |S|
8 S ← S′

9 i← 0
10 return S.

Appendix E

Stepwise Linear Regression

Multiple linear regression is a widely used statistical tool. The goal is to explain and predict outcomes,

based on the available data. That is, can we use several independent or explanatory variables to predict

a dependent variable? As an example, can we predict salinity in the Chesapeake Bay at any location,

depth, and time of year?

When the number of independent variables in the data set is very large, it is extremely difficult, if

not impossible, to determine the best subset of explanatory variables. A popular technique for selecting

a good subset of variables is stepwise regression. Stepwise regression is an automated procedure for

building a model; it successively adds or removes independent variables based upon F-tests or t-tests

(see Draper and Smith [14] for details). There are three main approaches:

a) Forward selection begins with no variables. The procedure adds the most promising variable at

each step, until additional improvements cannot be found.

b) Backward elimination starts with all of the candidate variables, deletes the variable such that

the model is most improved, and repeats the process until the model can no longer be improved.

c) Bidirectional stepwise regression is a combination of the above two approaches. The procedure

adds or deletes a variable at each step, until additional improvements cannot be found.

The first two approaches are greedy algorithms. Therefore, we introduce a CG stepwise regression

algorithm in this section and compare it against the traditional statistical approach in a small prelim-

inary experiment. We expect to design and execute a more comprehensive computational comparison

in future work.

CG stepwise regression requires that the target number of explanatory variables (n) in the model

be specified as input. A pseudo-code description is provided below.
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Input: I. (I is the set of explanatory variables)
Input: n. (n is the number of explanatory variables you want in the model)

1 Let S ← model containing all the explanatory variables in I
2 R← partial solution produced by removing from S, |S| − n elements

according to the backward selection criteria
3 for αn iterations
4 remove from tail of R an explanatory variable
5 according to the forward selection criteria, add an element to head of R
6 end for
7 return R.

We used the software R for our experiments and we worked with two data sets. For each data set,

we established two target values of n. The two basic sources were Mangold et al. [30] and Hirst et al.

[22]. CG stepwise regression reduced the standard error or increased the R-squared value in each of

the four cases, sometimes substantially. Although preliminary, these results are encouraging.

Appendix F

Pseudo-code description of Hybrid CG

Input: L, k, l (respectively the set of elements, the maximum number of runs,
and the maximum number of levels (depth of exploration))

1 S ← ∅
2 P ← ∅
3 for i = 1 to l
4 S′ ← ∅
5 P ′ ← ∅
6 k′ ← k
7 L′ ← L \ P
8 while(|L′| > 0 and k′ > 0)
9 k′ ← k′ − 1
10 extract x from L′

11 compute the solution S′′ using CG.
CG start with the partial solution P ∪ x
remove from L′ all the elements added to the solution by CG

12 if S′′ is better than S′

13 S′ ← S′′

14 P ′ ← P ∪ x
15 P ← P ′

16 if S′ is better than S
17 S ← S′

18 return S

Line 1: S represents the final solution.

Line 2: P is a partial solution.

Line 3: Start of the main loop (for l iterations). The only difference from one run to the next is the

partial solution P .

Line 7: We remove from the list of candidate elements the elements in the partial solution creating L′.

Line 8: Start of the second loop which continues as long as there are elements in L′ or our stop criteria

has not been reached.

Line 10: Extract the element x from the list L′.

Line 11: We start CG with a partial solution equal P ∪x (the previous selected elements plus the new

30



one). When CG selects a new element to build a solution, this element is removed from list L′.

Line 13: We store in S′ the best solution identified in the second loop.

Line 14: We update the temporary partial solution P ′ by adding x.

Line 17: We store in S the best solution.

Appendix G

Mathematical Model for the Minimum Label Spanning Tree Problem

Let G(N,E) be an undirected graph, where N is the set of nodes or vertices and E is the set of edges.

Let L be a set of labels and assume each edge (i, j) is associated with a label lij ∈ L. For each l ∈ L,

yl is a Boolean variable that indicates if the label l ∈ L is used in the solution. For each (i, j) ∈ E, xij

is a Boolean variable that indicates whether or not edge (i, j) is used in the solution. The objective

function (1) minimizes the number of labels in the solution. Constraints (2) are used to force yl = 1

if an edge with label l is in the solution. Constraint (3) is used to ensure that there are |N | − 1 edges

in any spanning tree. Constraints (4) are subtour elimination constraints.

(MIP) min
∑
l∈L

yl (1)

∑
(i,j)∈E | lij=l

xij ≤ (|N | − 1)yl ∀l ∈ L (2)

∑
(i,j)∈E

xij = (|N | − 1) (3)

∑
(i,j)∈E(S)

xij ≤ |S| − 1 ∀S ⊆ N,S 6= ∅ (4)

xij ∈ {0, 1} ∀(i, j) ∈ E (5)

yl ∈ {0, 1} ∀l ∈ L (6)

Mathematical Model for the Minimum Vertex Cover Problem

Let G(N,E) be an undirected graph, where N is the set of nodes or vertices and E is the set of edges.

For each i ∈ N , xi is a Boolean variable that indicates if the vertex i is in the solution. The objective

function (7) minimizes the number of vertices in the solution. Constraints (8) ensure that there is at

least one endpoint per edge in the solution.

(MIP) min
∑
i∈N

xi (7)

xi + xj ≥ 1 ∀(i, j) ∈ E (8)

xij ∈ {0, 1} ∀(i, j) ∈ E (9)
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Mathematical Model for the Maximum Independent Set Problem

Let G(N,E) be an undirected graph, where N is the set of nodes or vertices and E is the set of edges.

For each i ∈ N , xi is a Boolean variable that indicates if vertex i is in the solution. The objective

function (10) maximizes the number of vertices in the solution. Constraints (11) ensure that at most

one vertex per edge will be selected.

(MIP) max
∑
i∈N

xi (10)

xi + xj ≤ 1 ∀(i, j) ∈ E (11)

xij ∈ {0, 1} ∀(i, j) ∈ E (12)

Mathematical Model for the Minimum Weight Vertex Cover Problem

Let G(N,E) be an undirected graph, where N is the set of nodes or vertices and E is the set of edges.

In addition, we associate a weight w(i) to each vertex i. For each i ∈ N , xi is a Boolean variable

that indicates if the vertex i is in the solution. The objective function (13) minimizes the sum of the

weights of the vertices in the solution. Constraints (14) ensure that there is at least one endpoint per

edge in the solution.

(MIP) min
∑
i∈N

w(i)xi (13)

xi + xj ≥ 1 ∀(i, j) ∈ E (14)

xij ∈ {0, 1} ∀(i, j) ∈ E (15)
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