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We present a method and tool (ePAD) for the detection of design pattern instances in source code. The ap-
proach combines static analysis, based on visual language parsing and model checking, and dynamic analy-
sis, based on source code instrumentation. Visual language parsing and static source code analysis identify
candidate instances satisfying the structural properties of design patterns. Successively, model checking
statically verifies the behavioral aspects of the candidates recovered in the previous phase. We encode the
sequence of messages characterizing the correct behaviour of a pattern as LTL (Linear Temporal Logic) for-
mulae and the sequence diagram representing the possible interaction traces among the objects involved
in the candidates as Promela specifications. The model checker SPIN verifies which candidates satisfy the
LTL formulae. Dynamic analysis is then performed on the obtained candidates by instrumenting the source
code and monitoring those instances at run-time through the execution of test cases automatically gener-
ated using a search-based approach. The effectiveness of ePAD has been evaluated by detecting instances of
twelve creational and behavioral patterns from six publicly available systems. The results reveal that ePAD
outperforms other approaches by recovering more actual instances. Furthermore, on average ePAD achieves
better results in terms of correctness and completeness.
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1. INTRODUCTION

Program comprehension is a key and expensive activity during software maintenance,
which is complicated by many factors such as missing, incomplete, or obsolete doc-
umentation [Pigoski 1996; Bennett and Rajlich 2000]. Reverse engineering [Chikof-
sky and James Cross 1990] and in particular architectural reconstruction techniques
[Koschke 2008] can help during program comprehension and maintenance.

Some studies have highlighted that the availability of documentation about design
pattern instances allows to better comprehend the source code aiming to perform mod-
ification tasks [Prechelt et al. 2002; Vokac et al. 2004; Jeanmart et al. 2009; Gravino
et al. 2011; Krein et al. 2011; Gravino et al. 2012]. According to [Gamma et al. 1995],
a design pattern can be seen as a set of classes, related through aggregations and del-
egations. It represents a partial solution to a common non-trivial design problem, e.g.,
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A:2 De Lucia et al.

to encapsulate command requests, to separate an interface from the different possible
implementations, to use different platforms, and to wrap legacy systems [Gamma et al.
1995].

Reverse engineering design pattern instances from source code can play a crucial
role, when no software documentation is available, by providing software maintain-
ers with considerable insight on the software structure and its internal characteris-
tics. However, recovering of design pattern instances from source code is an extremely
time consuming task if performed manually. As a consequence, in the last decades re-
searchers have proposed several reverse engineering techniques to automate the iden-
tification of design pattern instances in software programs [Wendehals 2003; Kaczor
et al. 2006; Moha and Guéhéneuc 2007].

Design patterns are classified as structural, which concentrate on object composition
and their relations in the runtime object structures, creational, which address object
instantiation issues, and behavioral, which focus on the internal dynamics and object
interaction in the system. In particular, creational and behavioral design patterns are
very difficult to identify automatically in source code since their definition includes
structural information, which defines the role of the participants in the pattern and
the messages each of them can receive, and behavioral information, which describes
the interactions between the runtime entities by detailing the precedence and concur-
rence relationships among the exchanged messages. The existing techniques for au-
tomatically identifying these types of design patterns in source code searches for the
implementation of structural and behavioral properties of design patterns using only
static analysis (e.g., [De Lucia et al. 2009b; ?; Zanoni et al. 2015; Yu et al. 2015; Bafan-
deh Mayvan and Rasoolzadegan 2017]), or by combining static and dynamic analyses
(e.g., [De Lucia et al. 2009a; Wendehals and Orso 2006; Heuzeroth et al. 2003; Ng et al.
2010]). For design patterns that comprise significant behavioral aspects the applica-
tion of static analysis alone leads to the recovery of many false positives, i.e., instances
that satisfies the structural requirements of a pattern, while violating the behavioral
ones. On the other hand, the verification of design pattern behavioral aspects requires
the monitoring and analysis of a high number of object interactions during the execu-
tion of the software system.

In this paper we present an approach able to recover instances of structural,
creational, and behavioral design patterns according to the definitions provided in
[Gamma et al. 1995]. The approach analyzes and verifies the structure and the be-
havior of design patterns in source code by combining static analysis, model checking,
and dynamic analysis in two phases. In the structural analysis phase, the two steps
approach previously proposed in [De Lucia et al. 2009b] is used, which identifies can-
didate instances by analyzing the design structure of the software system using vi-
sual language parsing and static source code analysis. In the behavioral phase, model
checking [De Lucia et al. 2010b] and dynamic analysis [De Lucia et al. 2009a] are
used to verify the behavior of the candidate instances produced as output of the struc-
tural phase. Model checking allows to statically verify whether the interactions among
objects of design pattern candidate instances satisfy the behavioral definition of that
pattern [Bultan and Betin-Can 2008]. This allows to identify and eliminate false posi-
tives obtained as result of the structural analysis phase, thus avoiding to verify them
at runtime through dynamic analysis [De Lucia et al. 2010b; Bernardi et al. 2015]. The
dynamic analysis is performed through the automatic instrumentation of the method
calls involved in the design pattern candidate instances produced as a result of the
structural analysis and model checking steps. The dynamic information obtained from
the execution of test data is matched against the definition of the pattern behavior
expressed in terms of monitoring grammars. The latter are constructed from UML se-
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quence diagrams and used to generate a parser able to recognize the valid sequence of
messages exchanged among the objects participating in the pattern instances.

Since creating test data manually is tedious and expensive, especially when the
static analysis phase detects a high number of instances including many false pos-
itives, we automatically generate test data exercising the design pattern candidate
instances using a genetic algorithm [Goldberg 1989]. To the best of our knowledge, the
approach proposed in this paper is the first automating the generation of test data for
the recovery of design pattern instances.

Our proposal implements a pipeline, which starts by applying an imprecise but fast
program analysis to identify pattern candidate instances, and then it performs a more
precise but expensive analysis to filter them. In the context of design pattern recovery
this kind of pipeline has been adopted by other approaches, e.g., [Wendehals and Orso
2006; Heuzeroth et al. 2003; Pettersson 2005; Guéhéneuc and Antoniol 2008; Huang
et al. 2005; Wendehals 2003; De Lucia et al. 2009a]. This is due to the unsuitabil-
ity of using a recovery process based on dynamic analysis only, and to the easiness
of verifying the structural characteristics of design patterns through a static analysis
[Wendehals and Orso 2006]. The proposed pipeline differs from the ones used by other
design pattern recovery approaches in the use of a model checking step aiming to re-
duce the number of false positives to be verified during dynamic analysis. It is worth
noting that model checking has also been proposed for design pattern recovery [Peng
et al. 2008; Bernardi et al. 2015], but it has not been used in combination with dynamic
analysis to more precisely identify the behavioral aspects of design patterns. With re-
spect to previous approaches which use dynamic analysis for design pattern recovery,
in this paper we (i) define an approach based on genetic algorithms to automatically
generate test data to exercise the design pattern candidate instances identified stati-
cally, (i7) consider a wider range of design patterns, (iii) conduct a thorough evaluation
on six open source projects, and (iv) provide an on-line experimental package with all
the results. Obviously, the dynamic analysis requires that the analyzed system com-
piles without errors and is executable. When this is not the case, the proposed pipeline
can stop after the model checking step. This does not affect the number of recovered
true instances, but can increase the number of false positives.

The retrieval accuracy of the proposed approach has been assessed by implementing
a prototype, named ePAD, that is able to recover design patterns as defined in [Gamma
et al. 1995], and by applying it on six open source software systems (namely, JHotDraw
5.1 and 6.0, JUnit 3.7, JRefactory 2.6.24, QuickUML 2001, and MapperXML 1.9.7). In
this paper we report and discuss only the results obtained for creational and behavioral
design patterns since the results for structural design patterns can be found in [De
Lucia et al. 2009b]. Furthermore, the achieved results have been compared with the
results achieved by other approaches validated on the same software systems. We have
also empirically validated to what extent model checking and dynamic analysis (i.e.,
the steps verifying the behavior of the candidate instances) allow us to significantly
reduce the number of false positives obtained at the end of the structural analysis
phase. Finally, we also provide data about time performances of the different phases
of the design pattern recovery approach and discuss scalability issues.

This paper extends our previous work published in [De Lucia et al. 2009a; 2010b]

by:

— detailing the description of the model checking and dynamic analysis phases of the
proposed design pattern recovery technique;

—introducing a genetic algorithm for the automatic generation of test data to be used
during the dynamic analysis;
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— evaluating the approach and tool on six open source software systems of different
size and a higher number of design patterns;

— providing a comparison with related approaches that have been evaluated on the
same software systems;

— enriching the related work discussion and comparison.

The paper is structured as follows. The recovery process is presented in Section 2, while
Sections 3 and 4 provide details on model checking and dynamic analysis. The design
and the results of the empirical study are described in Sections 5 and 6, respectively.
Section 7 discusses related work, while conclusions and suggestions for future work
conclude the paper.

2. THE DESIGN PATTERN RECOVERY APPROACH

In this section we present an overview of the proposed design pattern recovery ap-
proach. We start by presenting the Visitor behavioral design pattern, which is the
running example used throughout the paper. The Visitor pattern represents a way to
separate an algorithm from the structure of the object on which it operates and is typ-
ically used for traversing trees and similar data structures [Gamma et al. 1995]. The
canonical definition of the Visitor pattern includes two main groups of classes: those
related to the algorithms (their role name is Visitor) and those related to the data
structure elements (their role name is Element). As an example, Figure 1 shows a por-
tion of the JRefactory [Seguin 2002] class diagram highlighting the classes involved in
a Visitor pattern instance. The behavior of this instance is to pretty print a Java source
code by navigating its Abstract Syntax Tree (AST). This is accomplished by iteratively
invoking the visit method of PrettyPrintVisitor class which defines the AST visit crite-
ria. At each iteration, each visited SimpleNode declares through the jjtAccept method
its identity to the PrettyPrintVisitor which in turn runs the appropriate visit method.
The structural and behavioral information of the Visitor design pattern can be de-
fined in terms of UML class and sequence diagrams [Gamma et al. 1995] as shown in
Figures 2 and 3. The class diagram defines a Visitor interface that declares a visitCon-
creteElement operation for each ConcreteElement class in the ObjectStructure. Each
ConcreteVisitor class implements all the Visitor operations by invoking the algorithm
defined for the corresponding object in the structure. ObjectStructure is a class con-
taining all the objects that can be visited and offers a mechanism to iterate through
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all these objects. All the ConcreteElement classes implement an accept operation that
takes a visitor as an argument. The sequence diagram defines the behavior of the ob-
jects involved in the pattern. In particular, when the client creates a ConcreteVisitor
object v then it goes through the object structure, visiting each element using v. When
an element is visited, it calls the visitConcreteElement(element) operation. The ele-
ment supplies itself as an argument to this operation to let the visitor access its state,
if necessary [Gamma et al. 1995].
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Fig. 3. Behavioral information for Visitor pattern.

According to the definition of design patterns [Gamma et al. 1995], the recovery
technique proposed in this paper applies a combination of structural and behavioral
analyses to identify instances of creational and behavioral design patterns from Java
programs. Figure 4 shows the activity diagram describing the phases of the proposed
recognition process, where rectangles represent data and rounded rectangles repre-
sent phases. The process is composed of two phases, namely Structural phase and
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Behavioral phase. The first identifies an initial set of candidate instances by verify-
ing structural properties of design patterns through static analysis. While this phase
might be sufficient to accurately identify instances of structural design patterns [De
Lucia et al. 2009b], an analysis of the behavior of the recovered candidate instances is
required to prune false positives and more precisely identify instances of design pat-
terns. This is the goal of the Behavioral phase, which is composed of a model checking
and a dynamic analysis steps. Dynamic analysis is required because the behavior of
pattern instances can only be accurately verified at runtime. However, dynamic analy-
sis is rather expensive and challenging, as it requires an accurate selection of test data
for each candidate instance. For this reason, we apply a Model Checking step to reduce
the number of candidate instances and consequently the costs of the Dynamic analysis
step. In particular, it allows to statically verify the behavior of the candidate instances
produced by the Structural phase, thus eliminating many false positives. Furthermore,
we employ a genetic algorithm to automatically generate test data exercising the can-
didate instances during Dynamic analysis. The design pattern recovery process has
been implemented as an Eclipse plug-in, named ePAD [De Lucia et al. 2010al].

(Design Pattern Recovery W

: Source : Design Pattern
Code Structural Phase Library

: Structural
Candidate Instances

/Behavioral Phase h

N Model Checking l

: Refined
Candidate Instances

é Dynamic Analysis

N | Y,
\V4

: Recovered Instances }—/

Fig. 4. The design pattern recovery process.

: Bytecode |—

In the following we describe the phases of the process in Figure 4.

2.1. Structural Phase

This phase identifies design pattern candidate instances (Structural Candidate In-
stances in Figure 4) by exploiting structural information only. In order to detect such
instances we employ the two-steps approach proposed in [De Lucia et al. 2009b]. It
takes as input the source code of the software system to be analyzed as Java files and
the Design Pattern Library. The latter contains the specification of both the struc-
tural and behavioral properties of design patterns, which are used during the different
phases of the recovery process. In particular, the structural properties are specified by
textual rules defining structural connections among the classes via call, delegation, or
inheritance relationships [De Lucia et al. 2010a].
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ePAD extracts structural information proper to recover design pattern instances,
such as names and types of classes, class relationships, method declarations and
method invocations, from the input source code and stores it in a repository. Design
pattern instances are then identified by analyzing the class diagram structure in two
steps:

(1) In the first step, the candidate pattern instances are identified at a coarse-grained
level by analyzing through visual language parsing the class diagram constructed
from the source code [Tonella and Potrich 2005]. The visual language parser ana-
lyzes the UML class diagram by searching for groups of classes and relations which
satisfy the structural definitions of the design patterns stored in the Design Pat-
tern Library. The structural design pattern definitions are encoded as eXtended
Positional Grammars (XPG) which drive the search process of the visual language
parser [Costagliola et al. 2004; Costagliola et al. 2006]. In this way, the problem of
identifying design patterns is reduced to the problem of recognizing sub-diagrams
in a class diagram, where each sub-diagram corresponds to an instance of a design
pattern specified by a visual language grammar [Costagliola et al. 2007]. As an
example, the visual language parser for the Visitor pattern identifies the instance
in Figure 1 since the hierarchies JavaParserVisitor and Node match the structures
of Visitor and Element, respectively (see Figure 2), and they are related through
a dependency between JavaParserVisitor and SimpleNode. The latter matches the
ObjectStructure class since it is related with Node through the association children.
The clients of this pattern instance are ExtractMethodRefactoring, PrettyPrintFile,
and LineNumberTool since they use both PrettyPrintVisitor and SimpleNode.

(2) In the second step, source code constraints characterizing the patterns are verified
on the candidate instances. In particular, this is performed by exploiting a fine-
grained source code analyzer that checks at source code level the role of classes
participating in the pattern instances and the method declarations in the delegat-
ing classes [De Lucia et al. 2009b]. The checks are able to verify for the different
types of design patterns (i) if there exists an inheritance relationship between two
classes, and (ii) if there exists a method in a class that delegates a method of an-
other class. As an example, the instance in Figure 1 also satisfies the source code
level checks of the Visitor pattern since there exist the method visi#() (declared
in JavaParserVisitor and implemented in PrettyPrintVisitor) invoked by jjtAccept()
(declared in Node and implemented in SimpleNode) and the method jjAccept() in-
voked by childrenAccept() (declared in SimpleNode).

Figure 5 shows the textual representation of the Structural Candidate Instance
highlighted in Figure 1 and produced as output of the Structural phase. The textual
description is composed of two sections. The first is a list of the classes involved in
the design pattern instance, each associated with its playing role and the list of the
invoked methods enclosed in the curly brackets. The second section provides the list of
classes playing the client role with associated method, which invokes a method of the
objectStructure class, i.e., it might trigger the execution of the pattern instance.

It is worth noting that the definition of a design pattern comes with a canonical form
which includes the elements composing the pattern instances and their relationships
[Gamma et al. 1995]. However, the implemented instances of design patterns can di-
verge from such canonical form for different reasons [Fowler 1999], such as additional
design requirements (pattern variants). The ePAD tool implementing the design pat-
tern recovery process includes an editor allowing to specify the structure of design
patterns to be included in the Design Pattern Library [De Lucia et al. 2010a], in terms
of coarse grained rules defining the relationships between classes or interfaces and
fine grained rules verifying whether the interface extensions, class inheritances, and
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PATTERN Visitor (
objectStructure: SimpleNode { childrenAccept },
element: Node { childrenAccept, jjtAccept },
concreteElement: SimpleNode { childrenAccept, jjtAccept },
visitor: JavaParserVisitor { visit },
concreteVisitor: PrettyPrintVisitor { visit })
CALL_FROM_CLIENT (
LineNumberTool.run,
LineNumberTool.getRoot,
ExtractMethodRefactoring.printFile,
PrettyPrintFile.apply);

Fig. 5. Textual representation of the candidate Visitor pattern instance highlighted in Figure 1.

class delegations identified by the relationships in the class diagram, actually occur
in the source code [De Lucia et al. 2009b]. The rules currently implemented in ePAD
follow the canonical design pattern definition by [Gamma et al. 1995]. Different rules
need to be defined to deal with pattern variants.

For sake of space limitations, in this paper we do not provide further details for the
Structural phase. The interested reader can refer to our previous publication [De Lucia
et al. 2009b] for both the details of the approach and the results of its application to the
detection of structural design pattern instances. Furthermore, our on-line appendix
[De Lucia et al. 2017] includes more details of the Structural phase and the Visitor
pattern grammar.

2.2. Behavioral Phase

This phase consists of two steps: the behavior of a candidate instance is first analyzed
statically through model checking, and then dynamically through program trace veri-
fication. The behavior of a design pattern is expressed in terms of the sequence of the
method invocations defined by the sequence diagram. This kind of analysis allows to
capture the dynamic information needed to unambiguously identify behavioral design
pattern instances, which a static analysis is not able to precisely infer [Wendehals and
Orso 2006]. As an example, the pattern instance shown in Figure 6 is identified as a
Visitor candidate instance from the Structural phase but, in Section 3, we will show
that it does not satisfy the behavioral properties characterizing the Visitor pattern.

The Model Checking step has the goal to statically analyze the behavior of the Struc-
tural Candidate Instances recovered by the Structural phase. This is performed by
verifying for each instance whether there exists an instantiation of its classes whose
interaction satisfies the pattern behavior specified in the Design Pattern Library. This
verification is performed without executing the program. Indeed, by encoding the class
instances and their interactions with the Promela formal language, the behavior of the
obtained specification can be verified by using the SPIN model checker [Leue and Lad-
kin 1997]. The latter verifies, through the construction of an automaton, whether the
objects involved in a candidate instance are able to exchange the sequence of messages
specified in the sequence diagram defining the pattern behavior. It is worth noting that
the verification process of the Model Checking step involves only the portions of the
source code implementing the behavior of the candidate instances resulting from the
Structural phase. The output of the Model Checking step is a set of Refined Candidate
Instances.

The Dynamic Analysis step takes as input a JAR file containing the bytecode of the
software system and the behavioral specifications of the design patterns from the De-
sign Pattern Library. The ePAD tool provides an editor to support the specification of
the behavior of a design pattern in terms of grammar rules describing the sequence
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Fig. 6. A Visitor structural candidate instance.

of messages exchanged by objects [De Lucia et al. 2010a]. The behavioral analysis
checks at runtime whether the actual behavior of the Refined Candidate Instances
complies with the behavioral specifications in the Design Pattern Library. This is per-
formed by monitoring the method invocations performed by the objects involved in the
Refined Candidate Instances at runtime through the execution of a test suite auto-
matically generated by using a search based approach. In particular, the bytecode of
the classes involved in the Refined Candidate Instances is instrumented with Probekit
tool [Eclipse Foundation 2008]. The execution of the instrumented bytecode on the in-
put test cases produces the method trace of the classes. A parser that recognizes the
sequence of method calls defining the design pattern behavior validates the obtained
method traces. The result of the parsing process is the list of design pattern instances
recovered by the approach (Recovered Instances in Figure 4).

In this paper, the structural and behavioral specifications of the design patterns in-
cluded in the Design Pattern Library have been defined according to the design pattern
definitions provided in [Gamma et al. 1995]. In Sections 3 and 4 we describe the two
steps of the Behavioral phase in detail.

3. MODEL CHECKING

Figure 7 shows the phases of the Model Checking step of Figure 4. For each Structural
Candidate Instance the approach generates the sequence diagram describing the in-
teractions among the objects involved in the candidate instance. Such a diagram is
then translated into a Promela formal specification that models an automaton whose
states are the involved objects and the edges are the exchanged messages. In this way,
we can infer the message flows and validate the behavior by using the SPIN tool. The
latter operates as a simulator that follows possible execution paths through the sys-
tem. These execution paths correspond to the behavior that should be satisfied by the
Structural Candidate Instance and are expressed in terms of LTL formulae. In partic-
ular, a LTL formula defines the temporal message sequence that should be exchanged
by the objects involved in a candidate instance. The LTL formulae are obtained by au-
tomatically parametrizing the LTL templates which encode the behavior of the design
patterns and are stored in the Design Pattern Library (see Figure 7). The LTL tem-
plates are parametrized with the names of the methods invoked by the objects involved
in the Structural Candidate Instance and identified through control flow analysis.
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In the following we detail each step of the Model Checking process.

3.1. Constructing Sequence Diagrams Modeling Objects’ Interactions Involved in Candidate
Instances

The goal of this step is to extract from the source code all the information useful
to model the object’s interaction of the Structural Candidate Instances [Tonella and
Potrich 2005]. This is performed through a static control flow analysis on the classes
involved in a pattern instance. This analysis starts from the method invocations in
the client classes, which might trigger the execution of the pattern. To this end, the
Structural phase associates each candidate instance with such methods. The result of
the control flow analysis is a sequence diagram modeling the interactions among the
objects involved in the instance.

The control flow analysis is performed on the AST constructed from the source code
by using the AST parser of the Java Development Tools (JDT) library [Eclipse Foun-
dation 2009]. For each candidate instance, the control flow analysis visits the AST
starting from a client method invocation C;.m;() in order to construct a method invo-
cation tree. The nodes of such a tree represent the classes encountered during the visit
of the AST, while the edges represent the method invocations. To deal with infinite
loop method invocations the tree is constructed by limiting its height to a fixed value.
We analyzed a subset of instances of different types and verified that in general the
height of the method invocation tree was never higher than 3. To be conservative and
make sure that our approach worked also in other cases, in our empirical studies we
set this parameter to 6. However, in the future we will perform further studies aiming
to identify a strategy for selecting this parameter value.

Each node of the method invocation tree is annotated with a pair (id:cname), where
id is the name of the variable on which a method is invoked and cname is the class type
of id, whereas each edge is annotated with a label c:m; /ms, where c is the value of the

:Source | | : Structural
( Code Candidate Instances \
AST Parser
- AST ControI/Dat_a Flow
Analysis
: Call : Sequence
Graph Diagram
: Design Pattern LTL Meta Process
Library Parametrization Translator
(LTL : Promela
Formulae Specification
SPIN
Model Checkin : Refined |

Candidate Instances

Fig. 7. Pattern behavior verification through model checking.
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pp:LineNumberTool

S:run/getRoot 8:run/visit

3:run/new,

[ printer:PrettyPrinterVisitor J [ pp:LineNumberTool H printer:PrettyPrinterVisitor J

6:getRoot/getAbstractSyntaxTree 9uvisit/childrenAccept

[ factory:ParserFactory } [ root:SimpleNode J

ALT:LOOP
10:childrenAccept/jjtAccept

[ s:SimpleNode J

~
N 11:jjtAccept/visit
1

[ s:SimpleNode J[ printer:PrettyPrinterVisitor ]

12:visit/childrenAccept

Fig. 8. The method invocation tree constructed from the Visitor candidate instance highlighted in Figure 1.

method invocation index!, m; and m, are the caller and callee methods, respectively.
As an example, the method invocation tree in Figure 8 is created for the instance in
Figure 5 by starting the control flow analysis from method run() of class LineNumber-
Tool. If the callee method my is polymorphic, the control flow algorithm adds to the
tree the names of all classes belonging to the pattern instance, which implement m..
If a method contains generic parameters, the class type is automatically determined
since the AST parser of JDT supports the type inference of generic types.

In order to determine all the possible object interactions we execute the following
procedure that compacts the nodes referring to the same object identifier:

(1) discard the nodes representing the classes not involved in the Structural Candi-
date Instance. When a node is removed from the tree its father is linked to its
children;

(2) join the nodes of the tree having the same class names and the same object identi-
fiers. Notice that the method counters preserve the temporal order of the method
invocations.

The data structure obtained from such operations is a call graph, which is represented
as a sequence diagram according to the method invocation temporal sequence. In par-
ticular, the edges of the tree constructed during control flow analysis have associated
contextual method information such as alternatives, loops, and object lifelines?. As an
example, in Figure 8 the edge with method invocation index equals to 10 is annotated
with a label indicating that childrenAccept invokes jjAccept in a loop contained in an
alternative. The application of the compaction procedure on such tree generates the
call graph shown in Figure 9, which is represented in Figure 10 as sequence diagram.

The algorithm for constructing the sequence diagrams has a linear complexity with
respect to the number of nodes and edges contained in the call graph.

3.2. Generating PROMELA Specification from Sequence Diagrams

The SPIN model checker uses the Promela language for modeling the system under
verification [Holzmann 2003]. Therefore the sequence diagrams obtained from the pro-

IThe index has been implemented with a counter and it is used to track the order in which the methods are
invoked.

2In case a method m of a class A contains branches, loops, or method invoked in any order a single sequence
diagram is generated from A.m().
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5:run/getRoot

| pp:LineNumberTool

3:run/new
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printer:PrettyPrinterVisitor J

12:visit/childrenAccept

9:visit/childrenAccept 11jjtAccept/visit

[ root:SimpleNode }

s:SimpleNode

10:childrenAccept/jjtAccept

Fig. 9. The call graph constructed from the tree in Figure 8.
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Fig. 10. Sequence diagram generated from the Visitor candidate instance in Figure 5.

cess described in the previous subsection are converted into an equivalent Promela
specification by using the approach presented in [Leue and Ladkin 1997]. A Promela
specification includes processes, variables, and message channels. Processes are global
objects that represent entities of the system. Variables and message channels are de-
clared within a process, with either a global scope or a local scope. The processes inter-
act either by memory sharing, via global variables, or by message passing, via chan-
nels. The latter can either be synchronous (unbuffered) or asynchronous (buffered).
Since our design pattern detection approach is based on the canonical definition of de-
sign patterns provided in [Gamma et al. 1995], the sequence diagram obtained from
the code contains synchronous messages only, so we use an unbuffered channel for
Promela message exchange.
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Figure 11 shows the Promela specification corresponding to the sequence diagram
of Figure 10. The specification consists of variable declarations and a process. The
boolean variables keep track of the events occurring among the objects, whereas the
message types in and out indicate that a method is invoked or is terminated, respec-
tively. The process defines a sequence of states, each one representing an object of
the sequence diagram. A set of decisional statements modeling the transitions among
states is associated to each state. As an example, the fifth statement in state sO models
the method invocation visit(root, data) of PrettyPrintVisitor object from the LineNum-
berTool object. This statement has a pre-condition, that is the method getRoot() of the
LineNumberTool object is terminated. The execution of such statement activates the
state s1.

Note that in the Promela specification we encode the loops as alternatives because
the number of executions of a loop body does not affect the identification of design
pattern instances.

3.3. Generating LTL Formulae for the Pattern Candidate Instances

In order to verify whether the behavior of a candidate instance expressed as Promela
code satisfies the behavioral design pattern definition, the latter has to be specified
as LTL properties [Leue and Ladkin 1997]. The LTLs are mathematical annotated
formulae to make statements on a linearly progressing time. The main LTL operators
are “next p” (indicated as Xp), which means the property p is true at the next time,
“p until q” (indicated as p U ¢), which means that the property p holds for some time
after which the property ¢ holds. The core syntax of an LTL formula ¢ is defined by the
following grammar:

p=lplo&&dlal Xo|pUy| <> ¢

where ! is the negation operator, && is the conjunction operator, a is a property, <> is
the operator meaning “eventually” in the future.

Such LTL formulae allow to specify properties that should (not) hold in a model
of a system. For our purposes, we use LTL to express the order of send and receive
events of messages that occur in a sequence diagram. In particular, for each design
pattern we have defined a parametric LTL formula that is stored in the Design Pattern
Library. For instance, the parametric LTL formula of the Visitor pattern has been
created according to the sequence diagram in Figure 3 and is defined as:

tf =<>(ts &&
(<> client) U
(accept && visitConcrete Element && loperation) U
(visitConcrete Element && loperation) U

operation)

where ¢ f is the defined property, ¢s is the starting condition for verifying the LTL for-
mula, client is a variable instantiated with the method invocations performed by the
Client before the accept method is sent by the Object Structure to the Concrete Element.
The remaining properties model the messages exchanged in the loop fragment of Fig-
ure 3.

The parametric LTL formulae are automatically instantiated by using the informa-
tion on the candidate instances stored in the call graph. In particular, a set of atomic
propositions are defined by considering all the method invocations in the call graph.
Successively, the parametric variables in the LTL formula are instantiated with the
atomic propositions based on the object’s role specified in the candidate instance. As
an example, to validate the behavior of the Visitor pattern instance shown in Figure
5, the previous parametric LTL formula is instantiated according to the call graph in
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bool _run = false, newPrettyPrintVisitor = false, getRoot = false, visit = false, childrenAccept = false, jjtAccept = false;

bool _end = false;

mtype = {in, out}

mtype = { c_run, c_newPrettyPrintVisitor, c_getRoot, c_visit, c_childrenAccept, c_jjtAccept, c_end }

chan flow[10] = [1] of { mtype };

active proctype LineNumberTool_run()

atomic{ printf("Start\n"); flow[c_run]'in; goto s0; }

s0: /* LineNumberTool */
if

:: flow[c_run]?in 2>

:: flow[c_run]?out 2>

run = true; flow[c_newPrettyPrintVisitor]!in;
_run = false; flow[c_end]!in;

:: flow[c_newPrettyPrintVisitor]?out > flow[c_getRoot]!in;

:: flow[c_getRoot]?in >
:: flow[c_getRoot]?out 2>
:: flow[c_visit]?out 2>

fi;

if

:: flow[c_newPrettyPrintVisitor]?in  newPrettyPrintVisitor = true; flow[c_newPrettyPrintVisitor]!out;
:: flow[c_newPrettyPrintVisitor]?out - newPrettyPrintVisitor = false; flow[c_newPrettyPrintVisitor]!out;

:: flow[c_visit]?in >

:: flow[c_childrenAccept]?out >

:: flow[c_visit]?in >

:: flow[c_childrenAccept]?out >
fi;

s2: /*root:SimpleNode */
if
:: flow[c_childrenAccept]?in >

:: flow([c_jjtAccept]?out >
fi;

s3: /*s:SimpleNode */
if
:: flow[c_ jjtAccept]?in >

:: flow[c_visit]?out 2>
:: flow[c_childrenAccept]?in >
:: flow[c_childrenAccept]?out >
:: flow[c_jjtAccept]?out ->

fi;

end:
if

:: flow[c_end]?_ >
fi;

}

s1: /* printer:PrettyPrintVisitor */

getRoot = true; flow[c_getRoot]!out;
getRoot = false; flow[c_visit]!in;
flow[c_run]!out;

visit = true; flow[c_childrenAccept]!in;
visit = false; flow[c_visit]!out;
visit = true; flow[c_childrenAccept]!in;
visit = false; flow[c_visit]!out;

atomic{ childrenAccept = true;
if /*alt*/
11 flow[c_jjtAccept]!in;
:: flow[c_jjtAccept]!out;
fi; }
childrenAccept = false; flow[c_childrenAccept]!out;

atomic { jjtAccept = true;
if /*loop */
11 flow[c_visit]'in;
11 flow[c_visit]!out;
fi; }
flow[c_jjtAccept]!out;
childrenAccept = true; flow[c_childrenAccept]!out;
childrenAccept = false; flow[c_childrenAccept]!out;
jjtAccept=false; flow[c_visit]!out;

_end = true; printf("Accept\n");

gotosl;
goto end;
goto s0;
goto s0;
gotosl;
goto s0;

gotos1;
goto s0;
goto s2;
goto s0;
goto s3;
goto s3;

goto s3;
goto s2;

gotosl;

gotos1;
goto s3;

goto s2;
goto s3;
gotosl;
goto s1;

Fig. 11. Promela specification of the sequence diagram in Figure 10.

Figure 9 and the roles associated to the classes in Figure 5. The instantiated LTL for-
mula is depicted in Figure 12. Here, the atomic propositions ¢s, t0, ..., t4, and ¢ f assert
the state of each global boolean variable defined in the Promela specification and are
used to check whether a method is active or not. In particular, the atomic propositions
t2 and t3 are used to verify whether the methods visit and childrenAccept are active or
not, while the clause ((t2 && !t3) U t3) defines the correct execution of these methods
according to the sequence diagram in Figure 10 and it is true when t3 becomes ac-
tive after ¢2. The Promela specification in Figure 11 satisfies the previous clause when
state sl is activated by the execution of the visit method (i.e., the variable visit is set
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to true) and, successively, the activation of childrenAccept method triggers a transition
to state s3 (i.e., the variable childrenAccept is set to true).

#define ts (_run == true) /* ts is true during the verification */
#define t0 (newPrettyPrintVisitor == true)

#define t1 (getRoot == true)

#define t2 (visit == true)

#define t3 (childrenAccept == true)

#define t4 (jjtAccept == true)

#define tf (_end == true) /* tf is true when a final state is reached*/

tf> <> (ts &&
(<>t0U /* eventually t0 happens */

<>t1lU /* eventually t1 happens */
<>t2U /* eventually t2 happens */
<>t3U /* eventually t3 happens */
(t4&&'t2&&N3)U /* t4 happens but not t2 and t3 */
(t2&&!t3)U /*t2 happens but not t3 */
(t3)) /*t3 happens */

)

Fig. 12. Propositions and LTL formula for verifying the Visitor candidate instance in Figure 5.

3.4. Model Checking UML Sequence Diagrams

The Promela code describing the behavior of the pattern instance and the LTL formu-
lae describing the behavior to be satisfied by the instance are given as input to SPIN,
which creates a finite state model of the system to be checked. Thereafter, this state
space is searched by an automated model checker to verify or falsify (by generating
counterexamples) the LTL properties.

Since we want to verify whether there exists a sequence of messages in a sequence
diagram that satisfies the pattern behavior, we have to specify the LTL properties in-
troduced in the previous section in negative form. In particular, the LTL properties are
specified by using the “never claim” construct, which is a process describing unwanted
behaviors. In this way, the counterexample generated by SPIN corresponds to a correct
behavior of the candidate instance. As an example, for the candidate instance in Fig-
ure 6 SPIN is not able to generate a counterexample since the messages among Con-
creteVisitor (i.e., JBuilderMoveClassRefactoring) and ConcreteElement (i.e., JBuilder-
RefactoringFactory) are not exchanged in the order defined in Figure 3. In particular,
the method ¢ransform in the ConcreteVisitor performs the refactoring operation cho-
sen in the factory without interacting directly with it.

It is worth noting that the verification process is limited to the recovered candidate
instances. Thus, the complexity of the generated models is linear with respect to the
size of the call graph involving the classes participating to a candidate instance.

4. DYNAMIC ANALYSIS

In this section we detail the Dynamic Analysis step of Figure 4, which verifies whether
the Refined Candidate Instances validated by the Model Checking step satisfy the
behavioral requirements specified by the pattern definition. This task cannot be per-
formed statically, but requires the execution of the program under analysis and, in
particular, the analysis of the method invocations performed by the objects involved in
the candidate instances at runtime.

The activity diagram in Figure 13 describes the steps of the dynamic analysis, which
takes as input the source code of the software system to be analyzed, the set of can-
didate behavioral and creational design pattern instances resulting from the Model
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Fig. 13. The Dynamic Analysis step of the recovery process.

Checking step, the specification of the patterns’ behaviors, and the executable pro-
gram. The goal is to verify for each of the candidate instances whether its behavior
complies with the corresponding pattern definition. This is performed for each can-
didate instance through the following steps. First, the Probekit tool [Eclipse Foun-
dation 2008] is used to create the files for instrumenting the classes involved in the
candidate instances (Instrumentation). These files are executed together with the pro-
gram, i.e., the bytecode, to monitor the method calls of the candidate instances on a
suitable set of test data (Monitoring). The latter is automatically obtained from the Re-
fined Candidate Instances and source code by exploiting a genetic algorithm (Test Data
Generation). Finally, the obtained method trace is validated against the specifications
contained in the Design Pattern Library by a parser able to recognize the sequence of
method calls defining the design pattern behavior (Design Pattern Validation). In the
following we detail each of these steps.

4.1. Instrumentation

To instrument the bytecode of the classes involved in the candidate instances we use
the Eclipse plug-in Probekit [Eclipse Foundation 2008], developed within the TPTP
(Test and Performance Tools Platform Project) project [Eclipse Foundation 2008].
Probekit allows users to write Java code fragments, named probes, that can be injected
at specified points in the classes, such as method entry, method exit, class loading, in
order to collect runtime data about objects, instance variables, arguments, exceptions,
and so on. One advantage of using Probekit is that a probe collects data about the por-
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tion of code we are interested in. As a consequence, we can monitor only the Refined
Candidate Instances by generating a set of probe files from them automatically.

4.2. Test data generation

The monitoring of the instrumented bytecode requires the definition of a set of test
data. To reduce the effort of identifying suitable test data, we have defined an approach
based on a genetic algorithm to generate data able to exercise the sequence of methods
in the Refined Candidate Instances.

Although several search-based test generation tools have been developed in the lit-
erature, see for examples [Fraser and Arcuri 2011; Lakhotia et al. 2013; Pacheco and
Ernst 2007], they are conceived to generate test data at unit level according to a cover-
age criterion and are not suitable to solve the specific problem of generating test data
able to exercise the behavior of a design pattern instance. Indeed, in our previous work
[De Lucia et al. 2015; De Lucia et al. 2015], we exploited EvoSuite, a search-based test
generation tool that applies whole test suite generation in order to find test suites
that achieve high code coverage on target units [Fraser and Arcuri 2011]. However, in
several cases EvoSuite was not able to generate test data able to exercise candidate
instances. Even if the generated test data is able to cover all the branches of each
method we cannot be sure that it is able to exercise the sequence of messages char-
acterizing the design pattern. To address this issue, we have implemented a module
that automatically generates test data from the set of Refined Candidate Instances by
exploiting a genetic algorithm.

Figure 13 shows the whole test data generation process consisting of four steps. The
Branch Instrumentation instruments the branches of the Refined Candidate Instances
with the global function BDAL (see details later in this Section), which determines the
approach level and branch distance metrics [McMinn 2004]. These metrics are used in
the fitness function of the genetic algorithm to compute the distance between the path
executed by the input test data and the path exercising the sequence of messages of
the pattern behavior (searched path). The AST parser creates a CFG for each method
involved in a Refined Candidate Instance, while the Targeting phase automatically
identifies the target nodes (statements) to be covered by the searched path. Indeed,
forcing the genetic algorithm to identify an execution path covering the right sequence
of method calls would have been too expensive, so we approximate this by ensuring
that at least all the methods involved in these calls are executed. For this reason the
Targeting phase selects as target nodes the statement following the call from the client
class (this ensure that the first call is correctly performed) and the last statements (e.g.,
a return statement) of the methods involved in the behavior of the design pattern (this
ensure that all involved methods are executed). The final phase is the execution of
the genetic algorithms which search for test data exercising a path covering the target
nodes. More details on the genetic algorithm are provided in the following.

The elementary process underlying a genetic algorithm can be summarized as fol-
lows [Goldberg 1989]. First, a random initial population is generated. New individuals
(offspring) are created by applying genetic operators, and then a selection of the indi-
viduals is performed in order to establish who will survive among offspring and their
parents, taking into account their closeness to the best solution. This is repeated until
some stopping criteria hold. The individual providing the best solution for the prob-
lem under investigation is used. Thus, to accomplish the above process we need to: (¢)
encode the solution and set the initial population, (i:) define the combination of the ge-
netic operators to explore the search space, (ii7) define the fitness function to measure
the goodness of a solution, (iv) define the stopping criteria. In the following we provide
the details about the proposed genetic algorithm to automatically generate the set of
test data.
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Encoding the solution and setting the initial population. The proposed algo-
rithm represents a solution to the problem as an array of objects, i.e., instances of Java
classes belonging to the Refined Candidate Instances.

Genetic operators. New solutions are obtained by modifying the object’s properties
of the population with the operators tournament selection, crossover, and mutation
[Koza 1992].The tournament selector determines the individuals that are included in
the next generation (i.e., survivals) based on the solution quality. In particular, at each
iteration, the tournament selector considers % individuals from the population (tour-
nament) and assigns, to each of them, a probability of p * (1 — p)’ to be selected, where
i indicates the individual’s position in the ranking of each individual tournament (de-
termined according to the fitness function value) and p indicates the probability that
the first individual (the best one) is chosen. Generally, a value less than 1 is assigned
to p in order to reduce the risk of getting into a local optimum.

Crossover and mutation operators were defined to preserve well-formed object in-

stances in all offsprings. To this end, we used a single point crossover which randomly
selects the same point in each array of objects and swaps the subarrays corresponding
to the selected element. Since the two subarrays are cut at the same point, the arrays
resulting after the swapping have the same length as compared to those of original ar-
rays. Concerning the mutation, we employed an operator that randomly selects a node
of the array and changes a field of the corresponding object by applying the operator
‘+’. Crossover and mutation rate were fixed to 0.5 and 0.02, respectively, since for a
population of 100 elements recommended crossover rate ranges from 0.45 to 0.95 and
mutation rate ranged from 0.06 to 0.1 [Cobb and Grefenstette 1993].
Fitness function. Since the genetic algorithm aims to determine test data that al-
lows to execute the methods of the Refined Candidate Instances, the fitness function
measures the distance between the current execution (obtained with the current pop-
ulation) and the one that exercises the methods M; of a Refined Candidate Instance
C;. Each execution is represented as a path S on the Control Flow Graph (CFG) of
the software system, while the execution of C; is represented as a path T containing
the target nodes. The latter correspond to the statement following the invocation of
m, from the client class and the last statements (e.g., return statements) of a method
m; € M; with j # 1. As an example, Figure 14 shows a portion of the CFG for the in-
strumented JRefactory software system, which highlights the methods involved in the
Visitor design pattern of Figure 1 and the target nodes with thick border lines. In par-
ticular, the method run of the client class contains the target node data.flush(), which
is the statement following the pattern invocation performed by the visif() method.

The distance between the execution paths is computed by two metrics: approach
level [McMinn 2004] and normalized branch distance [Arcuri 2010]. The first computes
how many branch statements to get to the target node were not executed by a partic-
ular input (the fewer control dependent statements executed, the ‘further away’ the
input is from executing the branch in control flow terms) [Lakhotia et al. 2013]. The
latter computes the difference between evaluated and required values at the condi-
tion of the decision statement where execution diverts from the target branch [Patrick
2016]. The goal of the genetic algorithm is to minimize the following fitness function:

F(S,T) =Y (AL(S,t;) + BD(S, t;))

ti

where S is the set of statements of the CFG that are executed by current test data,
t; € T is a target node, AL and BD are the approach level and normalized branch
distance metrics, respectively. In Figure 14, the function BDAL computes the approach
level and branch distance metrics for the fitness function.
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3 run() = visit(Si node, Object data) - visit(ASTCompilationUnit node, Object data)

int last =inputList.size(); node.childrenAccept(this, data); PrintData printData = (PrintData) data;

[node .sort(printData.getTopOrde r()):}

[PreltyPrmtVislmr printer = new PretlyPrianlsltor();}

PrintData data = null; loadHeader(node, printData);

= childrenAccept(JavaParserVisitor visitor, Object data)
for(int index = 0; BDAL((index < last) || (index == 0), node.childrenAccept(this, data);
index, last, 1); index++) if(BDAL(children != null, children, nul), 2) /

v v

l

data = getPrintData(index, data); for(inti = 0;

[BDAL(i < children.length, i, children.length, 1); ++i)

Vi v
(return data;] childrenli].jjAccept(visitor, data)]

] Lboolean bl = \oadFooter(printDa(a);J

if(BDAL('b1, b1, 1))

SimpleNode n = getRoot(index);

[node.jﬁAccept(specialTokenVisi(or, )‘J

printer.visit(n, data);

printData.flush();

= jjtAccept(JavaParserVisitor visitor, Object data)

data.flush();

return visitor.visit(this, data);

data.close();

Fig. 14. A portion of CFG for JRefactory 2.6.24. The target nodes are denoted with thick border lines. The
BDAL functions compute the metrics for the fitness function. The nodes corresponding to the first instruction
executed within a method m are labeled with the signature of m.

It is worth noting that when the value of the fitness function F (S, T) is zero then all

target nodes in T are covered by S: this means that all the methods involved in the
definition of a design pattern are exercised. This does not necessarily mean that the
sequence of messages has been invoked in the right order, as we do not consider the
sequence information as part of the fitness function, which would make the generation
process computationally expensive. On the other hand, the candidate instances that
correspond to false positives are detected during the Design Pattern Validation step
detailed in the next Section.
Stopping Criteria. Genetic algorithms are used to solve optimization problems hav-
ing huge search space, and it may happen that an algorithm does not converge to-
wards a solution, e.g., due to loops [Harman and Jones 2001]. As a consequence, they
are equipped with a stopping criteria that, for example, allow to stop the search af-
ter a certain number of generations or after some number of generations that do not
provide an improvement in the fitness value. In our case, we have defined as stopping
condition a maximum number of generations set to 10k.

4.3. Monitoring

The monitoring step consists of the execution of the instrumented Java program on a
set of test data. The output of the monitoring process is the sequence of all monitored
method calls. Table I shows the sequence of method events obtained during the mon-
itoring of an execution of the instrumented bytecode of the Visitor pattern in Figure
1. The method invocations in the traces are described by using the notation “obji: A,
0bj2: B, obj1.M calls 0bj2.N” where obj1 and 0bj2 are instances of classes A and B,
respectively, and M and N are methods of A and B, respectively.

The sequence of methods obtained during the monitoring step is strongly dependent
on the executed test data. As a consequence, the selection of non-representative set
of test data would result in unreliable execution sequences, i.e., sequences that do not
cover the fragments of the program’s behavior including candidate instances. However,
finding a representative set of executions is a problem for dynamic analysis in general
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Table I. An excerpt of the execution trace for the Visitor candidate instance of Figure 1.

Number | ID Caller | ID Callee Method Invocation
101 obj1: LNT | objl: LNT obj1.run() calls obj1.getRoot()
102 obj1: LNT | obj2: FPF obj1.getRoot() calls obj2.getAbstractSyntaxTree()
110 obj1: LNT obj3: PPV obj1.run() calls obj3.visit()
111 obj3: PPV obj4: SN obj3.visit() calls obj4.childrenAccept()
112 obj4: SN obj5: SN obj4.childrenAccept() calls obj5.jjtAccept()
113 obj5: SN obj3: PPV obj5.jjtAccept() calls obj3.visit()
114 obj3: PPV obj5: SN obj3.visit(...) calls obj5.childrenAccept(...)
115 obj5: SN obj6: SN obj5.childrenAccept() calls obj6.jjtAccept()
116 obj6: SN obj3: PPV obj6.jjtAccept() calls obj3.visit()

LNT = LineNumberTool; FPF = FileParserFact(.J.I:y; PPV = PrettyPrintVisitor; SN = SimpleNode;

(Design Pattern Validation A

: XMl file for a %(Sequence Diagram Parser)
sequence diagram

: Monitoring
Grammar

\

: Parser

v

: Method trace %( Pattern Behavior Validator )

: Recovered Design J
Pattern Instances

Fig. 15. The design pattern validation.

and, like any other dynamic analysis based technique, our technique is not immune
from this problem.

4.4. Design Pattern Validation

The goal of this step is to validate the behavior of the monitored candidate instances
by analyzing the sequence of method calls generated by the monitoring step. In par-
ticular, the sequence has to be matched against the pattern behavior described by the
sequence diagram in the Design Pattern Library. To perform the match, we follow an
approach similar to the one proposed in [Xu and Liang 2006] to compare the actual
behaviors and expected behaviors of a software system. In particular, as shown in Fig-
ure 15, we use a compiler that takes as input the XML Metadata Interchange (XMI)
representation of the UML sequence diagram describing the pattern behavior and con-
structs a monitoring grammar expressed in terms of the XPG formalism [Costagliola
et al. 2004]. Such a grammar encodes the sequence of messages exchanged by the ob-
jects as specified in the sequence diagram. In this way, we can construct a Pattern
Behavior Validator able to track the method calls that occur during the execution.

As an example, the grammar in Figure 16 describes the behavior of Visitor pattern as
specified by the sequence diagram in Figure 3. MethodInv defined in production 5 is a
nonterminal used in the monitoring grammars of all patterns since it encodes a method
invocation entry in the trace, i.e., “objl.method1() calls obj2.method2()”. MethodInv
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has associated four attributes: the callee and caller object identifiers, and the callee
and caller method signatures. The A rule associated to the productions initializes the
attribute values of nonterminals on the left-hand side using the attribute values of
the symbols on the right-hand side of the production. In production 4 the nonterminal
A is used to model the sequence of three method invocations occurring between the
objects ObjectStructure, ConcreteElement, and ConcreteVisitor in the loop fragment of
Figure 3. The production alternates nonterminal symbols with relations. The latter
are highlighted in bold and specify constraints between the symbols’ attributes. In
particular, production 4 employs the following relations for defining the constraints on
the method invocations:

(1) S call T holds if

(a) S.id_callee = Tid_caller, and

(b) S.method_callee = T. method_caller;
(2) S same_caller T holds if S.id_caller = T'id _caller
(3) S same_callee T holds if S.id_callee = T.id _callee

where S and T' are two MethodInv nonterminals. As a consequence, production 4 speci-
fies that: MethodInv calls MethodInv’ and the caller of MethodInv is different from the
caller of MethodInv’ (same_caller relation is negated). These constraints are also spec-
ified between MethodInv’ and MethodInv” together with the constraint that Method-
Inv and MethodInv” share the same callee. Notice that the superscript -1 associated
to the relation same_callee indicates that it is defined between the symbol follow-
ing same_callee (i.e., MethodInv”) and the first symbol preceding MethodInv’ (i.e.,
MethodlInv).

In production 1 the VisitorPattern nonterminal defines the behavior of the Visitor
pattern as two MethodInv nonterminals having the same caller (they represent attach
and accept method invocations of the Client object) and a Loop nonterminal. The latter
describes the loop in Figure 3 by defining a recursion on A (see productions 2 and 3),
which is triggered by the callee of MethodInv’ in production 1. Relation call and A rule
in production 3 guarantee that the sequence of methods in A is always triggered by
the same caller.

The parser constructed from the monitoring grammar receives as input the moni-
tored method events and tries to reduce the grammar productions. In case a method in-
vocation does not match any production the parser ignores it, and if the event matches
the first part of the starting event (MethodInv same_caller MethodInv’ in the gram-
mar for Visitor pattern) a new parser is launched. Thus, during the validation a set of
parsers are active and the method invocations are given as input to all active parsers.
If a parser rejects the input its state does not change. A pattern instance satisfies the

(1) VisitorPattern — MethodInv same_caller MethodInv’ call Loop

(2) Loop — A
A: { Loopid_calier = Aid_caller }

(3) Loop — A call Loop’
A: { Loopid_caller = Aid_caller }

(4) A — MethodInv <call, same_caller> MethodInv’ <call, same_caller, same_callee-1> MethodInv”
A: { Aid_catler = MethodInvig_caner }

(5) MethodInv — OB] DOT METHOD_SIGNATURE CALLS OB]’ DOT METHOD_SIGNATURE’
A: { MethodInvig_cater = OBJig; MethodInVmethod_caller = METHOD_SIGNATURE;
MethodInvig_calee = OBJ'ig; MethodInVmethod_callee = METHOD_SIGNATURE'}

Fig. 16. Grammar productions describing the behavior of Visitor pattern.
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Table Il. Some statistics of the software systems considered in the

case study.

Software #LOC | #Files | #Classes Sf ].)elegfitlons
inheritances
JHD5.1 9013 144 155 5767
JUnit 3.7 3129 45 47 2635
JHD6.0 23296 268 300 12936
JRefactory 2.6.24 | 67680 573 572 18158
QuickUML 2001 12780 152 203 4745
MapperXML 1.9.7 | 22942 217 230 8057

pattern behavioral requirements when a parser reduces its starting production, i.e.,
the production with the starting symbol on the left-hand-side. Thus, at the end of the
validation step we obtain all the instances with correct pattern behavior.

From the method events in Table I the parser recognizes a correct behavior of the
pattern instance by reducing production 5 for each method invocation, productions 4
and 2 for method invocations 111, 112, and 113, productions 4, 3, and 1 for method
invocations 114, 115, and 116.

5. EMPIRICAL STUDY DESIGN

In this section, we describe the design of the empirical study we performed to evalu-
ate ePAD, i.e., the tool implementing the proposed approach. The study is presented
following the Goal Question Metric guidelines [Basili et al. 1994].

5.1. Definition and Context

The goal of the empirical study was to assess ePAD as an approach to identify design
pattern instances from source code, by also comparing ePAD with other recovery ap-
proaches. The quality focus was on obtaining better accuracy and the perspective was of
a researcher, who intends to assess the improvements achieved by using the proposed
design pattern recovery approach.

The context of our study is represented by six open source software systems. JHot-
Draw, ver. 5.1 and ver. 6.0 (JHD5.1 and JHD6.0 for short), a Java framework for
drawing two-dimensional graphics in structured drawing editors [Gamma and Eggen-
schwiler 1998], which was originally developed to illustrate the good use of design
patterns for designing and documenting systems [Johnson 1992]. Thus, it is an ideal
candidate to verify the effectiveness of design pattern recovery tools. JUnit (ver. 3.7)
is a simple framework to write repeatable tests [Beck et al. 2011]. QuickUML (2001)
is a tool for designing software, which has been created to build and manipulate class
diagrams based on a core set of the UML notation [Crahen et al. 2002]. JRefactory (ver.
2.6.24) is a system designed to refactor or restructure Java programs [Seguin 2002].
MapperXML (ver. 1.9.7) is a presentation framework for web applications based on the
Model View Controller (MVC) pattern [Phelan 2000]. Table II contains some statistics
on the software systems under analysis. We choose these systems since: (i) they have
been used in several studies to assess the accuracy of other design pattern recovery
approaches proposed in the literature (e.g., [Tsantalis et al. 2006b; Rasool and Méder
2011; Bernardi et al. 2014]), (ii) they can be easily obtained from the web, (iii) statistics
on design pattern instances recovered from these systems are available from the web
(e.g., P-MARt repository [Guéhéneuc 2000] and home pages of researchers working on
this topic [Tsantalis et al. 2006a; Rasool et al. 2011]), and (iv) they are developed in
Java.

Here we report and discuss the results obtained for creational and behavioral design
patterns, which represent the focus of the proposed recovery technique. Note that the
current implementation of ePAD does not recover the Singleton design pattern since
it is very simple causing implementation mistakes difficult to verify [Wojszczyk and
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Khadzhynov 2015]. Results for structural patterns can be found in [De Lucia et al.
2009b].

5.2. Research Questions
The following research questions were defined to address our goal:

RQ1: What is the accuracy of ePAD in recovering design pattern instances?
RQ2: How does the accuracy of ePAD compare with the accuracy of other available de-
sign pattern recovery approaches?

RQ1 allows us to assess the accuracy of ePAD in recovering design pattern instances
while RQ2 was defined to verify the accuracy of ePAD with respect to previous ap-
proaches proposed in the literature.

To respond to our research questions we recovered design pattern instances from the
six software systems reported in Table II. In particular, to answer RQ2, we compared
the results achieved by ePAD with those obtained by Design Pattern Detection (DPD)
tool [Tsantalis et al. 2006b], the tool proposed in [Rasool and Méader 2011] (named RM
in the following), and Design Pattern Finder (DPF) [Bernardi et al. 2014], which are
three approaches based on static analysis. DPD represents the software and the design
patterns to be retrieved as graphs and matrices which are used to represent important
aspects of their static structure [Tsantalis et al. 2006b]. Then, a graph similarity al-
gorithm is employed to detect candidates of design pattern instances. The idea is to
apply the similarity algorithm to class hierarchies restricting the analysis to smaller
subsystems rather than to the whole system [Tsantalis et al. 2006b]. DPF represents
both the software system and the design patterns to be recovered as graphs of source
code elements with associated high-level properties, such as the static relationships
among them and their behavior [Bernardi et al. 2014]. The recovery of design patterns
is performed by matching each pattern graph with the overall system graph and by
annotating the elements of the type hierarchy with information on the roles they play
in the pattern. A domain specific language (DSL) is introduced to define the structure
of both the software system and the DPs. RM integrates multiple search techniques to
obtain more accurate results [Rasool and Mader 2011]. The definition of a pattern is
separated into recurring features describing the structural, relational, and behavioral
parts of a pattern. These features are detected in the source code by using the search
technique most fitting for its characteristics.

We chose these approaches since they made available the software and/or the list of
identified pattern instances. In particular, the statistics for DPD have been obtained
by running the tool on all the software systems considered in our study, while the
statistics on the instances recovered by RM and DPF for the four software systems
JHD5.1, JUnit, JRefactory, and QuickUML have been downloaded from the project
web sites [Rasool et al. 2011; Bernardi et al. 2014]. With respect to the recovered design
patterns, DPD, RM, and DPF consider all the GoF patterns.

We did not compare the design pattern instances recovered by ePAD with those
achieved by design pattern recovery approaches based on dynamic analysis (see e.g.,
[Wendehals and Orso 2006; Heuzeroth et al. 2003; Guéhéneuc and Antoniol 2008; Ng
et al. 2010; Wendehals 2003; Pettersson 2005; Huang et al. 2005]), because (i) the cor-
responding tools are not available for download and (ii) the authors only reported in
their papers precision/recall values without providing an on-line experimental pack-
age including the list of recovered instances, or in some cases they provided results
of a small case study conducted on a system different from those considered in our
experimentation.
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In Section 7 we provide a higher level comparison with the approaches combining
static and dynamic analyses and whose recovery accuracy was assessed by performing
empirical studies.

5.3. Metrics

Let T'P;, be the set of true design pattern instances identified by ¢; (true positives), F' P,
be the set of pattern instances identified by the recovery technique ¢; that are not true
(false positives), and F' Ny, be the set of true design pattern instances not identified by
t; (false negatives). To evaluate the accuracy of ePAD and the baseline techniques DPD,
RM, and DPF we have used the precision and recall measures as follows [Balanyi and
Ferenc 2003]:

Procisi TP,
recitsion;. = ———
“7T TP, +FP,
TP,
Recall, = ———t
ecally, TP, + FN,

The precision denotes the fraction of recovered design pattern instances which are
true. The recall denotes the fraction of true instances in the system which are recov-
ered [Balanyi and Ferenc 2003]. Since the set of true design pattern instances included
in the considered software systems, i.e., TP;, + F' N;,, is not available and its manual
construction is expensive and prone to subjectiveness, we approximate it with a set
True* created using the following procedure:

(1) Set True* to the instances detected by analyzing the software documentation and
source code comments;

(2) Add to T'rue* the instances contained in the P-MARt repository [Guéhéneuc 2000],
which includes the statistics on JHD5.1, JUnit, JRefactory, MapperXML, and
QuickUML employed in our study;

(3) Add to T'rue* the instances detected by DPD, RM, DPF, and ePAD approaches, and
considered as true instances after a manual validation performed by three inde-
pendent PhD students. Observe that when they did not agree on the classification,
a meeting was performed to reach a general consensus. A design pattern instance
was considered as true if at the end of the meeting the three students agreed.

As an example, the Observer pattern instance whose ConnectionFigure class plays
the role of Observer has been discovered during the analysis of source code comments
of JHD5.1 [Gamma and Eggenschwiler 1998], while the Factory Method instance hav-
ing the SelectionTool class as Creator is contained in P-MARt [Guéhéneuc 2000]. The
sets True* obtained by applying the previous procedure to the considered software
systems are reported in the on-line appendix [De Lucia et al. 2017].

We have exploited precision and recall to assess the accuracy of ePAD and to verify
whether ePAD achieved better results than the other considered design pattern recov-
ery approaches, i.e., DPD, RM, and DPF. Furthermore, we have performed statistical
significance tests to verify whether the accuracy of ePAD is significantly better than
those of other approaches, taking into account the statistics achieved for each design
pattern. Consequently, the number of observations corresponds to the number of con-
sidered design patterns, i.e., 12. To this end, for each comparison we considered the
precision and recall values achieved by ePAD and the precision and recall values ob-
tained by a technique T (where 7' = DPD, RM, or DPF) and performed a statistical test
to reject the following null hypothesis:
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H,, : there is no statistically significant difference between the precision /recall values
obtained by ePAD and T.

We applied the Mann-Whitney test (which is the non-parametric version of the
Wilcoxon rank-sum test) due to the sample size and (in some cases) the non-normality
of the distributions [Conover 2006]. The results were intended as statistically signifi-
cant at & = 0.05. In order to provide information about the magnitude of the difference
between two distributions, we also used the Cliffs d non-parametric effect size measure
because it is suitable to compute the magnitude of the difference when a non paramet-
ric test is used [Field and Hole 2003] [Kampenes et al. 2007]. The magnitude of the
effect size can be classified as: negligible (d < 0.147), small (0.147 < d < 0.33), medium
(0.33 < d < 0.474), and large (d > 0.474).

Moreover, to strengthen the comparison between ePAD and the other three ap-
proaches (i.e., DPD, RM, and DPF), we have considered the true instances retrieved
by the three approaches and applied the overlap metrics proposed in [Gethers et al.
2011]:

TP, nTP,|
Ptiﬂtj - W%
- |TPti \TPtJ‘ %

Puve =175, TR, |

Thus, T'P;,~;; measures the overlap between the set of actual pattern instances iden-
tified by ¢; and ¢; while T'P,,\,, measures the actual pattern instances recovered by ¢;
but missed by ¢;. The first metric is able to give an indication of how t; contributes to
enrich the set of actual design pattern instances recovered by ¢;. This information can
be used to analyze the orthogonality of two methods [Gethers et al. 2011].

5.4. Threats to Validity

Some threats could affect the validity of the results of our empirical study and they
should be taken into account in future investigations [Yin 1984; Kitchenham et al.
1995].

A threat that could affect the construct validity is related to the measurement and
the choice of the evaluation criteria. As described when presenting the design of the
empirical study, we tried to mitigate errors in the identification of true design pat-
tern instances by performing manual validation and exploiting public repositories and
results already assessed and made available by other researchers. Indeed, with bench-
mark publicly available and updated over several years, the effect of human mistakes
or bad interpretations are reduced. As for the employed measures, in our analysis
we exploited precision and recall metrics to evaluate and compare the design pattern
recovery tools since they provide indication of correctness and completeness of the
achieved recovery results. In the literature there are other criteria used to assess cor-
rectness and completeness. We decided to choose precision and recall since they have
been widely employed in previous studies investigating the effectiveness of design pat-
tern recovery tools and this allowed us to compare our results with those achieved in
these studies. We complemented the use of precision and recall with overlap metrics
proposed in [Conover 2006] that provide a good indication of the independence of the
true design pattern instances identified by the tools analyzed in our study.

The choice of the software systems employed in our analysis to assess the recovery
tools could affect the external validity. As mentioned in the empirical study design,
from those available on the web we selected the systems developed in Java (since our
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Table IlI. Results achieved by ePAD, DPD, RM, and DPF. A couple denotes the recovered instances and the true
instances.

- 3 K g % Ly
St s | w2 | % gl 5| £ | ¢ & | 3% | &
-5 = S$E S s g Q Q = S )
Design | 28 | 5 | $% | B E | 5| 5| 2 3 g | EE | 3
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Software

True* 0 0 6 3 13 0 0 8 15 15 2 0
ePAD B T 65 | 33 | (1513) B - O,0 | 34,15 | @514 | (I,D B
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RM B - G2 [ 29 ©,8) - - 22) | @749 | @30 | &D -
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means no instance recovered

ePAD implementation works for Java software systems) and employed in previous
empirical studies to assess the effectiveness of other design pattern recovery tools. In-
deed, unlike other approaches that work only on structures abstracting the source code
(e.g., graphs, UML class diagrams), ePAD also perform source code analysis to check
the candidate instances. Furthermore, we are aware that a detailed comparison with
other recovery approaches performing dynamic analysis should be performed [Wende-
hals and Orso 2006; Heuzeroth et al. 2003; Guéhéneuc and Antoniol 2008; Ng et al.
2010; Wendehals 2003; Pettersson 2005; Huang et al. 2005]. However, these tools are
not available for download and we were not able to achieve them. Indeed, the authors
only reported in their papers precision/recall values without providing an on-line ex-
perimental package including the list of recovered instances, or in some cases they
provided results of a small case study conducted on a system different from those con-
sidered in our experimentation.

As for the conclusion validity, we are aware that the number of observations when
performing statistical tests is not high. However, we carefully applied the statistical
tests performed, verifying all the required assumptions.

Concerning threats that can regard reliability validity, we have made available all
the information to use our approach, all the recovered instances, and the comparison
at instance level with the other approaches. The experimental package used in our
study is available in the on-line appendix [De Lucia et al. 2017].

6. EMPIRICAL STUDY RESULTS

Table III reports the results achieved by the recovery tools ePAD, DPD, RM, and DPF.
In particular, for each design pattern and each software system considered in our study
the table contains the number of actual instances (i.e., True*) and the pair (recovered
instances, true instances) achieved by ePAD, DPD, RM, and DPF. Notice that the rows
RM and DPF are not considered in the case of JHD6.0 and MapperXML since they
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Table IV. Comparison of ePAD with DPD, RM, and DPF in terms of Precision and Recall.
ePAD vs. DPD ePAD vs. RM vs. DPF

m Precision/Recall Precision/Recall Performing Better

esign Lattern ePAD DPD ePAD RM DPF Precision | Recall
Abstract Factory 1/1 0/0 1/1 -/- 0.25/1 ePAD =
Builder 1/0.67 0/0 1/0.67 171 1/0.67 = RM

Factory Method 0.94/0.68 | 0.33/0.16 | 0.89/0.57 | 0.5/0.14 | 0.21/0.57 ePAD ePAD
Prototype 1/0.75 | 0.29/0.75 1/0.6 1/04 | 0.38/0.6 = =

Command 0.88/1 | 0.90/0.24 0.86/1 1/0.42 | 0.26/0.42 RM ePAD

Iterator 0.5/1 0/0 0.5/1 -0 0/0 ePAD ePAD
Memento -/- -/- -/- 0/- -/- - -

Observer 0.78/0.64 | 0.73/0.49 | 0.78/0.82 1/0.24 | 0.67/0.24 RM ePAD

State 0.42/0.94 | 0.06/0.38 | 0.39/0.95 | 0.12/0.32 | 0.11/0.53 ePAD ePAD

Strategy 0.38/0.91 | 0.05/0.26 | 0.32/0.90 | 0.04/0.10 | 0.07/0.30 ePAD ePAD
Template Method 0.88/0.47 | 0.14/0.33 103 | 0.11/0.3 0.19/1 ePAD DPF
Visitor 71 1 1 1 171 = =

Aggregated 0.58/0.82 | 0.13/0.33 | 0.54/0.80 | 0.21/0.29 | 0.17/0.49 ePAD ePAD

7-” means that Precision or Recall cannot be calculated
w_»

=" means that ePAD performs similarly to the best of the other approaches

were not applied on these systems [Rasool et al. 2011; Bernardi et al. 2014]. As a con-
sequence, ePAD was compared with DPD on all the considered software systems while
the comparison between ePAD and RM (and DPF) was performed only on JHD5.1, Ju-
nit, JRefactory, and QuickUML. Moreover, the table does not contain statistics about
the design patterns Lazy Inizialization, Chain of Responsibility, Interpreter, and Me-
diator since T'rue* does not contain instances of these design patterns.

We can observe from Table III that ePAD achieved a greater (or at least equal, in
some cases) number of identified true instances than DPD, RM, and DPF for all the
design patterns and software systems considered, except for the following cases: Strat-
egy for QuickUML and Observer for MapperXML, where DPD worked better; Factory
method, Template Method, and State for JRefactory, and Template Method for JHD5.1
and Junit, where DPF worked better. However, in the case of Strategy for QuickUML
the difference is of just one instance and the precision achieved by DPD was very
low (i.e., 0.13) due to the many false positives recovered (i.e., 13). Similarly, for the
case where DPF recovered a greater number of instances with respect to ePAD, DPF
achieved a worse precision.

Based on the results of Table III, we calculated precision and recall values and ag-
gregated them by design pattern, that are reported in Table IV.

In the following we present the results achieved in our study for each of the consid-
ered research questions.

6.1. RQ1: What is the accuracy of ePAD in recovering design pattern instances?

The precision and recall values can be considered very interesting. Indeed, we can ob-
serve that the precision is lower than 0.50 only for State and Strategy and the recall
is greater than 0.60 in all the cases (except for Template Method). The precision val-
ues achieved for State and Strategy depend on several reasons. First, these patterns
have structural definitions that are quite similar. Second, the Model Checking step
identified false positives but it was not able to distinguish between State and Strategy.
Finally, since State and Strategy patterns have a simple behavior definition, the Dy-
namic Analysis step was not effective for them. In particular, most of the false positives
recovered by ePAD are for State and Strategy, i.e., 109 out of 124, i.e., 88%.

It is important to note that for Factory Method, Command, and Observer, which
are implemented in all the analyzed systems, we recovered more instances (see Table
III) and obtained very high precision and recall values. This is due to the peculiarity
features of their structure (e.g., the return message from ConcreteObserver to Con-
creteSubject of the Observer pattern) and behavior (e.g., the invocation of the update

ACM Transactions on Software Engineering and Methodology, Vol. V, No. N, Article A, Pub. date: January YYYY.



A:28 De Lucia et al.

method on a collection of Observer objects) that make the recovery process more effec-
tive. Indeed, ePAD recovered only 1 false positive for Factory Method (JRefactory), 5
false positives for Command (2 from JHD5.1, 2 from JHD 6.0, and 1 from QuickUML),
7 false positives for Observer (2 from JHD5.1, 3 from JHD 6.0, and 2 from JUnit). The
remaining false positives recovered by ePAD include 1 for Iterator (JUnit) and 1 for
Template Method (MapperXML).

From the analysis of the results reported in Table V, we have also observed that
most false positives (i.e., 109 out of 124) are obtained by ePAD for the patterns char-
acterized by a simple behavior (i.e., State and Strategy) than those with a non-trivial
behavior. Regarding the remaining 15 false positives, the model checking found (stat-
ically) a sequence of method invocations that corresponds to the behavior definition
provided in the library. This was confirmed by the dynamic analysis that found test
data that (dynamically) verify the requested pattern behavior. To alleviate this issue,
in the future we could investigate the introduction of further constraints in the defi-
nition of the patterns’ behavior. As said in Section 4, the effectiveness of the Dynamic
Analysis step could depend on the test cases that verify the behavior of the candidate
instances. Indeed, when the behavioral requirements of the candidate instances are
not validated by test cases the Dynamic Analysis step could remove true positives.
However, the experimental results showed that our strategy did not remove any true
positives.

To better analyze the accuracy of ePAD we also verified the impact of model checking
and dynamic analysis on the accuracy (false positive reduction) of ePAD. To this end,
we have reported in Table V the candidates obtained at the end of the Structural phase
(Sp), and the pattern instances obtained as result of applying the two steps of the
Behavioral phase, i.e., Model Checking (MC) and Dynamic Analysis (DA). This allows
to analyze the impact of the Behavioral phase on the accuracy achieved by ePAD.

We can observe that MC considerably reduces the number of candidates for the DA
without eliminating true pattern instances. In particular, the model checker removed,
on overage, 68% of false positives for all design patterns and software systems consid-
ered in our study. For design patterns Prototype and Template Method the percentage
was very high, 85% and 91%, respectively. This is due to their simple structural defi-
nition, which allows Sp to identify many Structural Candidate Instances. This result
demonstrates the usefulness of MC in the recovery process reducing the effort for the
next step and allowing engineers to considerably save time for the validation of the
candidate instances. As for the impact of DA, this step eliminated on average 34% of
false positives obtained as output of the MC step. As in the case of MC, the highest per-
centage was obtained for the design patterns Prototype and Template Method, namely
78% and 56%, respectively. Thus, the behavioral phase has allowed us to eliminate
many false positives obtained from Sp, which is based on a static analysis only.

We also verified whether there is significant difference between the number of in-
stances achieved executing Sp and the number of instances obtained as results of MC
and DA. To this aim, we formulated the following null hypothesis (that is, the condition
that the study wants to reject):

H,, : there is no statistically significant difference between the precision /recall values
obtained by ePAD at the end of the Structural and Behavioral phases.

To test H,,,, we have performed Mann-Whitney test and the result (p-value = 0.037)
revealed that MC and DA (i.e., the Behavioral phase) significantly reduced the number
of false positives, with a large effect size (Cliff d = 0.515). Thus, we can conclude that
the Model Checking and Dynamic Analysis steps impact on the accuracy of ePAD by
significantly reducing the number of false positives.
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Table V. Number of pattern instances recovered by ePAD during the phases of the recovery process.

. JRefactory | QuickUML | MapperXML
Do Software JHD5.1 JUnit 3.7 JHD6.0 2.6.24 2001 1.9.7

Pattern Sp/MC/DA | Sp/MC/DA | Sp/MC/DA | Sp/MC/DA Sp/MC/DA Sp/MC/DA
Abstract Factory 3/0/0 1/0/0 3/0/0 1/0/0 2/1/1 2/2/1
Builder 0/0/0 4/0/0 0/0/0 12/4/72 0/0/0 0/0/0
Factory Method 9/5/5 3/1/0 15/8/8 5/4/4 0/0/0 2/2/1
Prototype 26/13/3 104/0/0 30/14/3 12/0/0 12/0/0 0/0/0
Command 17/15/15 0/0/0 27/21/21 27/1/0 25/9/7 0/0/0
Iterator 0/0/0 8/3/2 0/0/0 0/0/0 0/0/0 0/0/0
Memento 0/0/0 0/0/0 0/0/0 0/0/0 0/0/0 0/0/0
Observer 20/12/9 15/3/3 13/13/12 7/5/3 6/3/3 5/3/2
State 54/45/34 104/23/8 61/47/30 29/2/1 13/6/3 7/2/1
Strategy 54/45/45 104/23/11 61/45/44 29/2/0 13/4/1 77272
Template Method 12/4/1 15/2/1 15/5/1 132/1/0 19/2/1 5/4/4
Visitor 5/2/0 0/0/0 1/1/1 8/3/2 0/0/0 0/0/0

Table VI. Comparison between ePAD and DPD, RM, and DPF using Mann-Whitney test and

effect size.
Criterion Compared Significant Difference Effect Size
Approach (p-value) (Cliff d)
ePAD vs. DPD Yes (0.003) Large (0.752)
Precision ePAD vs. RM No (0.745) Negligible (0.091)
ePAD vs. DPF Yes (0.005) Large (0.682)
ePAD vs. DPD Yes (0.002) Large (0.760)
Recall ePAD vs. RM Yes (0.011) Large (0.645)
ePAD vs. DPF No (0.133) Medium (0.380)

6.2. RQ2: How does the accuracy of ePAD compare with the accuracy of other available
design pattern recovery approaches?

In order to answer RQ2, we have compared the accuracy of ePAD with the one achieved
by DPD, RM, and DPF. From Table IV we can note that on average DPD (RM and
DPF, respectively) achieved precision/recall values equal to 0.13/0.33 (0.21/0.29 and
0.17/0.49, respectively) that are less than those obtained by ePAD, i.e., 0.58/0.82
(0.54/0.80, respectively).

Focusing on the results in terms of precision, we can observe that ePAD outperforms
DPD, RM, and DPF for all the design patterns, except for Observer (where RM is
better) and Command (where both DPD and RM are better). ePAD and RM achieved
the same results for the design patterns Builder, Prototype, and Visitor. ePAD and
DPF achieved the same results for the design patterns Builder and Visitor. Notice that
no instance of Memento was recovered by ePAD and DPD. Differently, RM and DPF
recovered some instances of Memento but they were false positives.

Regarding the results in terms of recall, ePAD outperformed DPD and RM except for
the design pattern Builder (where RM worked better). ePAD achieved the same results
as DPD (RM, respectively) for Visitor and Prototype (for Visitor, respectively). ePAD
performed worse than DPF only for Template method. The recall values of ePAD and
DPF were equal in the cases of Abstract Factory, Builder, Factory Method, Prototype,
and Visitor patterns. In the remaining cases, ePAD outperformed DPF. We want to
highlight that the better Recall values achieved by ePAD w.r.t. DPD, RM, and DPF de-
pend on the Structural phase that was able to identify more true instances. Indeed, the
Behavioral phase did not affect the number of recovered true pattern instances. More-
over, we have applied two overlap metrics, i.e., TP, and TPF;,\;, [Conover 2006],
which can help to understand the differences between ePAD and DPD, and between
ePAD and RM, obtaining the results shown in Table VII. We can observe that the over-
lap between actual patterns recovered by ePAD and DPD (RM and DPF, respectively)
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Table VII. Overlap metrics between ePAD and the compared approaches DPD, RM, and DPF.

Comparison ePAD vs. DPD ePAD vs. RM ePAD vs. DPF

ePAD | ePAD | DPD | ePAD | ePAD RM ePAD | ePAD | DPF

Design N \ \ n \ \ N \
Pattern DPD DPD | ePAD RM RM ePAD | DPF DPF | ePAD
Abstract Factory 0% 100% 0% 0% 100% 0% 100% 0% 0%
Builder 0% 100% 0% 67% 0% 0% 67% 0% 33%
Factory Method 8% 60% 8% 14% 43% 0% 21% 36% 36%
Prototype 63% 13% 13% 40% 20% 20% 40% 20% 0%
Command 24% 76% 0% 42% 58% 0% 42% 58% 0%
Tterator 0% 100% 0% 0% 100% 0% 0% 100% 0%
Memento - - - - - - - - -
Observer 23% 41% 26% 24% 59% 0% 24% 59% 0%
State 35% 59% 3% 32% 63% 0% 47% 47% 5%
Strategy 23% 67% 5% 10% 80% 0% 25% 65% 5%
Template Method 27% 20% 7% 30% 0% 0% 30% 0% 0%
Visitor 100% 0% 0% 100% 0% 0% 100% 0% 0%
Aggregated [ 26% | 56% | 8% | 28% | 52% | 1% | 35% | 45% | 13%

b

means overlap metrics cannot be calculated

is not so high, i.e., on average 26% (28% and 35%, respectively). Moreover, the percent-
age of true instances recovered by DPD (RM and DPF, respectively) and not by ePAD
is very low, i.e., on average 8% (1% and 13%, respectively). Furthermore, for some de-
sign patterns only ePAD is able to identify actual instances, e.g., Abstract Factory and
Iterator.

In order to provide details about those design pattern instances recovered by DPD
(i.e., 20 instances), DPF (19 instances) and RM (1 instance), and not by ePAD (i.e., false
negatives), in Table VIII we have reported for each instance: i) its design pattern type;
ii) the main classes characterizing (and used to retrieve) it; iii) an explanation of the
reason why ePAD missed it; iv) the software system containing it; and v) the tool (DPD
or RM) able to recover it. As an example, we did not identify 10 Observer instances
since ePAD missed the data type in a Vector/ArrayList container (and the iteration is
performed through the next() method). Notice that all the instances in Table VIII were
missed by ePAD during the Structural phase. We can also observe that ePAD missed
9 out of the 11 Observer instances included in MapperXML, while for the remaining
software systems ePAD recovered almost all the actual Observer instances.

From the analysis of the missed instances, although they satisfy the canonical GoF
definition, we were not able to identify a common reason about why ePAD failed to
recover them. We think that this issue deserves further investigations in the future.
In particular, we can investigate the possibility of extending the structural analysis
phase of ePAD with metrics based heuristics used in DPD. However, the analysis of
the results in terms of overlap metrics has confirmed that ePAD was better than DPD,
DPF, and RM in recovering pattern instances.

As designed in Section 5.3, we also analyzed whether there was statistically sig-
nificant difference between the precision/recall achieved by ePAD and precision/recall
obtained by DPD, RM, and DPF, by performing the Mann-Whitney test. The results
reported in Table VI reveal that ePAD gained significantly better precision than DPD
and DPF since Hn; can be rejected (i.e., there is no statistically significant difference
between the precision values obtained by ePAD and T, where T= DPD or DPF), with
a large effect size. On the other hand, we could not reject Hn; when analyzing the
precision values achieved by ePAD and RM. Furthermore, Table VI suggests that the
difference in terms of recall in favour of ePAD was significant (with a large effect size)
with respect to RM and DPD. Differently, we could not reject Hn; when analyzing the
difference between ePAD and DPF. Thus, the analysis and the results presented above
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Table VIII. Design pattern instances missed by ePAD and recovered by DPD, RM or DPF.

Design Missed instance . Software
Pattern (main classes) Explanation System Tool
. . . . 1) only one builder in the Director
Builder BuildAction, CodeBuilder 2) it does not implement the interface Creator RM
The Object clone is not executed through the
Prototype | Figure, ClipboardTool clone() method, but an instance of this object .
is passed as a parameter QuickUML DPD/DPF
The use of .class clause does not allow to detect
St DiagramUI, FigureRenderer the relationship between the Context and the
rategy St
rategy classes
Figure, PeripheralLocator No client/No Context JHD5.1
DrawingView JHD6.0 DPD
Handle The method in charge of creating an object is i
Factory FileSettings implemented in the ConcreteCreator but it is
M LocalVariableSummary not defined in the interface Creator
ethod TypeDeclS
ypeDecIlSummary
LabelSizeComputation No Creator
Eienf:gcszﬁlegFactory No client/No Creator JRefactory
PrintData No AbstractClass DPF
SegmentedLine
Template | RefactoringFactory No client
Method UMLLine No ConcreteClass
TestSetup No client/No ConcreteClass JUnit
R R AttributeFigure extends AbstractFigure that
AttributeFigure is a Template Method JHD5.1
Dispatcher
OpenFormListener, Form
InputListener, Component
CloseFormListener, Form DPD
InitContextListener, Form The data type in a Vector/ArrayList container MapperXML
Observer InitFormListener, Form is missed (and the iteration is performed
ParameterListener, Component through an iterator method)
RecycleListener, Component
RenderListener, Component DPD/DPF
TriggerListener, Component
ViewChangeListener, DrawApplication
s UndoableTool, Tool A class having arole in _the pattern instance is JHD6.0 DPD
tate present in an external library
SummaryLoaderState The class playing the role State is not extended JRefactory DPF

allowed us to highlight that the accuracy of ePAD is in the majority of cases better than
the accuracy of the other baselines.

6.3. Time Performance

In this Section we discuss the time performances of the different phases of our de-
sign pattern detection approach and issues related to scalability. It is worth noting
that only the Structural phase analyzes the whole system by reverse engineering the
class diagram and applying visual language parsing techniques to identify a first set
of candidate instances. Then, the second step of the structural phase only statically
analyzes at a finer grained level and validates the candidate instances of the visual
language parsing phase. Similarly, the two steps of the Behavorial phase only analyze
and validate the different instances coming from the previous phase and discard false
positives. Thus, the performances of the model checking and dynamic analysis depend
on the size and other characteristics of the classes involved in the candidate pattern
instances, besides the number of instances.

Table IX shows the execution times required by ePAD for each of the analyzed sys-
tems®. The table reports the total times, the times for accomplishing the structural
phase together with the size of the input class diagram, the times for model check-
ing and dynamic analysis together with the number of input candidate pattern in-
stances. Note that for the dynamic analysis we separately report the times for test
data generation and the times for instrumentation, monitoring, and validation. We
can observe that in the worst cases ePAD needed 2.3 and 2.7 minutes for Sp (i.e.,

3ePAD was executed on an Intel i7 with dual-core 2.2GHz and 8 GB RAM running Ubuntu
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JHDG6.0 and JRefactory), while 1.1, 1.2, and 1.3 minutes for MD (i.e., JRefactory, JU-
nit, and JHD6.0). In the other cases both Sp and MC required less than 1 minute. As
for DA, the Instrumentation, Monitoring, and Validation steps needed 3.3, 4.5, and
1.4 minutes for JHD5.1, JHDG6.0, and JUnit, while for the remaining systems these
steps needed less than 1 minute. As expected a greater amount of time is required to
generate test data by applying the genetic algorithm.

As mentioned above, the time needed to accomplish the structural phase depends on
the number of classes/relationships of the considered software systems. On the other
hand, the time needed for the model checking depends on the number of pattern can-
didates resulting from the structural phase and on the number of method invocations
from the client classes, which might trigger the execution of the pattern candidates. In
our case studies, we have noted that the number of client method invocations for each
candidate instance ranges between 1 and 5. So, the number of method client calls is
not an issue for the scalability of the proposed approach. In addition, in case the Model
Checking phase identifies a candidate pattern instance for one client call, it does not
proceed further with the other client calls. Similarly, the time needed for the dynamic
analysis depends on the number of pattern candidates resulting from the model check-
ing. Thus, the results in Table IX show that ePAD exhibits good scalability in terms of
execution times as the size of the analyzed software systems increases. Moreover, the
execution times of the different phases of ePAD increase approximately linearly with
respect to the number of candidate instances.

The test data generation is largely the most time consuming step of our approach. In
particular, the time spent by ePAD to execute the genetic algorithm, for all the consid-
ered software systems, is about 19 hours (on average 2-3 minutes per candiate pattern
instance) and the improvement in the precision is about 34%, i.e., 116 false positives
have been removed. It is worth noting that while this automatic test data generation
phase might seem expensive, the manual definition of test cases able to exercise the
behavior of a candiate pattern instance or the manual validation of candidates to dis-
card false positives might require much more than 2-3 minutes required on average by
our approach to generate test data for a candidate instance.

As for the comparison with the other approaches in terms of execution time, no
information can be obtained for RM and DPF for the software systems included in
our analysis and the tools are not available as described in Section 5.1. Regarding the
comparison with DPD, its execution times are slightly better than those required by
structural phase and model checking of ePAD. However, the precision achieved by DPD
(i.e., 0.13) is considerably worse than the one obtained by ePAD at the end of the model
checking phase (i.e., 0.42).

Table IX. Execution times of the design pattern recovery process.

Sp MC DA
#classes/ #candidat Time #candidat
Software . classes . cancicate Instrumentation cancicate || mogal
Time | #delegations & || Time instances Test Data Monitori instances
. . . onitoring
inheritances from Sp Generation P from MC
Validation
JHD5.1 0.6 155/5767 0.8 200 350.2 3.3 141 355.0
JUnit 3.7 0.3 47/2635 1.2 358 125.7 14 55 128.6
JHD6.0 2.3 300/12936 1.3 226 484.0 4.5 154 492.1
JRefactory 2.6.24 2.7 572/18158 1.1 262 73.2 0.6 22 77.6
QuickUML 2001 0.4 203/4745 0.4 90 70.4 0.7 25 71.9
MapperXML 1.9.7 0.7 230/8057 0.2 28 33.3 0.4 15 34.6

Times are expressed in minutes

7. RELATED WORK

The automatic recovery of design pattern instances in source code has been the subject
of a considerable amount of previous work. Early work performed structural analysis
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to find design patterns in source code [Kramer and Prechelt 1996; Keller et al. 1999;
Tsantalis et al. 2006b; Philippow et al. 2005]. These approaches identify structural
design pattern instances with a good accuracy, but have limitations in finding patterns
with behavioral properties.

Other approaches verify the structural and behavioral properties of the patterns
through a static analysis [Dong et al. 2007; Park et al. 2004; Shi and Olsson 2006;
Peng et al. 2008; Dong and Zhao 2007; Rasool and Méader 2011; Bernardi et al. 2014;
Binun and Kniesel 2012; Alnusair et al. 2014; Di Martino and Esposito 2016; Bernardi
et al. 2015; Zanoni et al. 2015; Yu et al. 2015; Bafandeh Mayvan and Rasoolzadegan
2017]. For example, the approach proposed by [Park et al. 2004] detects design pat-
terns by implementing a static reference flow analyzer for Java that approximates the
runtime behavior among pattern participants, while the approaches proposed by [Peng
et al. 2008] and [Bernardi et al. 2015] formally verify the design pattern behavior by
using model checking. Also these approaches obtained bad recovery results when used
to identify behavioral and creational pattern instances, as shown in Section 6.2 for
RM [Rasool and Méder 2011] and DPF [Bernardi et al. 2014]. This is mainly due to
their inability of determining the responsibilities and the collaborations among the
objects involved in the patterns at runtime. To address this issue several approaches,
including our approach, identify pattern instances through static and dynamic analy-
ses [Wendehals and Orso 2006; Heuzeroth et al. 2003; Guéhéneuc and Antoniol 2008;
Ng et al. 2010; Wendehals 2003; Pettersson 2005; Huang et al. 2005]. It is worth to
mention that dynamic analysis is a time consuming task, mainly due to the produc-
tion of the test cases needed to exercise the candidate instances, and our approach is
the first one embedding a module for the automatic generation of test cases.

In the following we discuss the existing approaches that exploits static and dynamic
analyses and compare them against our proposal. In particular, in Section 7.1 we pro-
vide a comparison with the approaches that also carried out empirical studies (i.e.,
[Guéhéneuc and Antoniol 2008; Ng et al. 2010; Huang et al. 2005]), while in Section
7.2 we discuss the remaining approaches.

7.1. Comparing ePAD with Empirically Evaluated Approaches

In this section we perform a comparison between ePAD and the approaches that com-
bine static and dynamic analyses and whose recovery accuracy was assessed by per-
forming empirical studies. In particular, we compare ePAD with DeMIMA [Guéhéneuc
and Antoniol 2008], MoDeC [Ng et al. 2010], and PRAssistor [Huang et al. 2005]. As
highlighted in Section 5.2 we could not perform a comparison at the instance level
since the results of these approaches are not publicly available, except for MoDeC
that provided the instances for JHD5.4b1. However, MoDeC was evaluated through a
preliminary study employing only five scenarios to perform the dynamic analysis on
JHD5.4b1, probably due to the cost of manually selecting test data. As a consequence,
we did not compare recall values since the list of recovered instances were not reported
in [Guéhéneuc and Antoniol 2008; Ng et al. 2010; Huang et al. 2005].

DeMIMA is a tool that constructs a model of the system by extracting programming
idioms [Guéhéneuc and Antoniol 2008], which correspond to specific characteristics
of classes or relationships between them. The relationships are derived by executing
static and dynamic analyses, by exploiting information on the recovered UML class
diagram, and by using the trace-analysis technique presented in [Guéhéneuc et al.
2002]. The design pattern instances are recovered from the constructed model by us-
ing explanation-based constraint programming and constraint relaxation. Thus, the
design pattern recognition process is based on a static analysis limiting the dynamic
analysis to disambiguate composition relationships from aggregations. Table X com-
pares the number of recovered instances (R), the number of true instances (C), and the
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Table X. Results achieved by ePAD and DeMIMA on shared

patterns and systems.

Design ePAD DeMIMA

Pattern R/C/Prec R/C/Prec
Abstract Factory 27271 383/3/0.01
Factory Method 8/7/0.88 339/5/0.01
Prototype 3/3/1 472/0.5
Command 20/17/0.85 71/2/0.09
Observer 20/16/0.8 24/5/0.21
State/Strategy 104/34/0.33 81/9/0.11
Template Method 7/6/0.86 134/6/0.05
Visitor 2/2/1 6/2/0.33
Aggregated 166/87/0.52 | 1042/38/0.04

De Lucia et al.

“average” calculated considering the instances obtaine:
for all the patterns and systems (for DeMIMA those reported
in [Guéhéneuc and Antoniol 2008])

precision (Prec) achieved by DeMIMA and ePAD on the design patterns and software
systems (JHD5.1, QuickUML 2001, JRefactory 2.6.24, JUnit 3.7, and MapperXML
1.9.7) that the empirical study in [Guéhéneuc and Antoniol 2008] and our study share.
We can observe that ePAD obtained better precision than DeMIMA for all the design
patterns.

MoDeC was introduced to improve the low precision achieved by DeMIMA for behav-
ioral and creational patterns [Ng et al. 2010] through the addition of a dynamic analy-
sis. In particular, the dynamic analysis reduces the design pattern recovery process to
a constraint satisfaction problem by verifying whether the set of constraints, derived
from the scenario diagram of a behavioral or creational design pattern, is satisfied
by the scenario diagram instantiated from the program execution trace. Approximate
pattern instances are identified by relaxing or removing the constraints manually or
automatically. However, this is an iterative process that produces a high number of
instances, most of which are false positives. Conversely, our approach adopts a model
checking technique that reduces the number of candidate instances before verifying
their behavior. MoDeC [Ng et al. 2010] and ePAD were compared taking into account
the results obtained for Command, Builder, and Visitor patterns on JRefactory and
QuickUML 2001. Note that MoDeC was also ran on JHD5.4b1, a version different
from the ones we employed, obtaining no instance for the Builder pattern. Thus, to
perform a further comparison we ran ePAD also on JHD5.4b1 for retrieving Command
and Visitor patterns. In Table XI we have reported the precision achieved by ePAD and
MoDeC on these systems. The statistics on the recovered and true instances of MoDeC
are not available in [Ng et al. 2010]. The analysis of the results reported in Table XI
suggests that ePAD performed in general better than MoDeC in terms of precision.

PRAssistor is a tool that exploits predicate logic combined with Allen’s interval-
based temporal logic to specify both structural and behavioral properties of design
patterns [Huang et al. 2005]. To recover pattern instances the formal specifications are

Table XI. Results achieved by ePAD and MoDeC.

Design Syst ePAD MoDeC
Pattern ystem Precision | Precision
QuickUML 0.80 0.33
Command | JRefactory - -
JHD5.4b1 0.90 0.33
QuickUML - 0.50
Builder JRefactory 1 -
JHD5.4b1 - -
QuickUML - 1
Visitor JRefactory 1 0.84
JHD5.4b1 1 0.50

»»

means no instance obtained
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converted into Prolog code and executed on the facts extracted statically, by the struc-
ture parser, and dynamically, by the behavior parser. The structure parser exploits the
reflection mechanism of Java to get class structures and internal relationships among
classes, while the behavior parser uses the JVMPI to capture the events issued by
JVM at runtime. In order to improve the precision achieved by this logic-based ap-
proach the authors introduced naming conventions analysis. Conversely, our approach
is independent from the names used by developers during coding. Another limitation
of this approach is due to the fact that it is not able to access the instance information
at runtime. As a consequence it cannot be used to recover instances of several design
patterns, such as Command, State, and Memento. Conversely, our approach is able to
identify all design patterns since it starts the analysis from source code. The empirical
study reported in Section 6 does not share software systems with the study conducted
in [Huang et al. 2005]. Indeed, PRAssistor has been evaluated on two systems: JUnit
3.8.1 and JHDA5.2. On the first, it retrieved no instance of creational and behavioral
patterns, whereas for JHD5.2 it recovered 1 instance of Factory Method, 2 instances
of Observer, and 3 instances of Strategy, declaring an overall precision of 0.92 since 1
instance of Strategy is a false positive. In order to perform a higher level comparison
between ePAD and PRAssistor in terms of precision we ran ePAD on JHD5.2 that were
analyzed in [Huang et al. 2005]. For this version of JHD, ePAD recovered 5 instances
of Factory Method (precision of 1), 9 instances of Observer (precision of 0.78), and 45
instances of Strategy (precision 0.29). We observed that PRAssistor recovered fewer
instances for all patterns than ePAD. This is probably due to a strict definition of de-
sign patterns that also allowed to obtain good precision. On the other hand, this leads
to worse recall results since we manually verified that more actual instances of those
patterns are present in JHD5.2 (e.g., 13 actual instances of Strategy).

7.2. Other Related Work not Empirically Evaluated

The approach proposed in [Wendehals and Orso 2006] combines the static analysis
used in [Wendehals 2003] with a dynamic analysis, which exploits automata to rep-
resent the pattern’s behavior and validate the relevant method calls monitored at
runtime. The automata are manually obtained from the behavioral requirements and
present several limitations in the verification of runtime object properties. In partic-
ular, since the automata have no memory besides their states, they are not able to
keep track of the relationships among object’s messages exchanged at runtime. As an
example, in the Observer pattern, the getState message sent by an Observer object to
a Subject object is related to an update message previously sent by the Subject to the
Observer. In this case, an automaton is not able to verify that the same Subject object
is involved in these two messages. Conversely our approach exploits the parsers auto-
matically generated from grammars to verify the pattern’s behavior, and these parsers
are able to keep track of objects’ interactions.

The approach presented in [Heuzeroth et al. 2003] combines a static analysis based
on predicate logic and a dynamic analysis based on test actions that verify whether
the candidate instances monitored at runtime satisfy the behavioral rules of the de-
sign patterns. However, both steps of the approach suffer of drawbacks and limitations,
which affect its applicability. In particular, the static analysis produces many false pos-
itives due to the conservative approximations of the objects possibly assigned to each
reference variable during execution. This produces quite poor results in terms of pre-
cision and causes a higher complexity in dynamic analysis. Moreover, the information
extracted during the monitoring phase does not allow test actions to identify pattern
instances whose method invocations involve classes not playing a role in the pattern
instances. Conversely, our approach embeds in the static analysis a model checking

ACM Transactions on Software Engineering and Methodology, Vol. V, No. N, Article A, Pub. date: January YYYY.



A:36 De Lucia et al.

step, which allows to remove many false positives, while the monitoring grammars are
able to model method invocations involving intermediate objects.

The approach proposed in [Pettersson 2005] performs a static analysis by querying
the information extracted from source code with the Crocopat tool [Beyer and Lew-
erentz 2003] and then a dynamic analysis that collects behavioral information by in-
strumenting the runtime environment and processes them with the aim of detecting
false positives. In particular, for each candidate instance a dynamic analyzer object is
created to verify violations to the dynamic protocol of the pattern. As a consequence,
the approach does not exclude from the candidate set the tuples never covered during
the dynamic analysis. Further limitations of this approach include the impreciseness
of the static analysis constraints specified as logic formulas, the performance issues
of the Crocopat queries and the runtime instrumentation, and the low precision re-
sults also due to the difficulty of verifying the large set of false positives obtained from
static analysis. Our approach does not suffer these drawbacks since the static analysis
allows to specify precise pattern definitions, e.g., including negative constraints, and
the candidate instances are validated by model checking before performing dynamic
analysis.

The recovery technique proposed in [Wendehals 2003] exploits graph-rewriting-rules
for both static and dynamic analyses. In particular, a set of pattern candidate instances
is retrieved by applying graph-rewriting-rules to the abstract syntax graph represent-
ing the input program. A debugger is used to collect dynamic information, which is rep-
resented as an attribute call graph. In order to verify the compliance with the pattern
behavior, the graph-rewriting-rules built from the sequence diagram of the pattern to
be recovered are applied to the call graph. Moreover, in order to identify implementa-
tion variants of patterns fuzzy values are associated to the pattern candidate instances
and presented to the software engineer, who provides feedback on the obtained results.
Unfortunately, the choice of good fuzzy beliefs to be assigned to rules represents an
open challenge. Indeed, they should represent the ratio of the correct matches to all
matches of the rule including false positive, which can only be determined at runtime,
during the analysis of a system.

8. CONCLUSIONS AND FUTURE WORK

In this paper we have described a recovery approach and a tool, named ePAD, for
behavioral design patterns. The approach combines static analysis, based on visual
language parsing and model checking, and dynamic analysis, based on source code
instrumentation and automatically generated test data. In particular, we have intro-
duced a genetic algorithm to automatically generate test data to exercise the design
pattern candidate instances identified statically. We have also performed an empiri-
cal study to assess the proposed recovery approach by applying ePAD on six software
systems.

The results of the empirical study show that ePAD is able to achieve a good accu-
racy, generally better than other approaches. This is also due to the more sophisti-
cated pipeline of ePAD with respect to approaches based on structural analysis only,
like DPD, RM, and DPF. Indeed, the analysis has revealed that the Behavioral phase
significantly reduces the number of false positives. Furthermore, the Structural phase
of ePAD allowed to recover more actual design pattern instances than DPD, RM, and
DPF thus obtaining a significantly better recall.

As future work we intend to assess the current implementation of ePAD by con-
sidering other software systems, also with the aim of further analyzing the reasons
that did not allow ePAD to recover the instances reported in Table VIII. Moreover, we
could improve the ePAD recovery process in different ways. As highlighted in Section
6, we could enhance the Structural phase by integrating heuristics based on structural
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metrics and text mining. We could also extend it to deal with network-based systems,
which interact with external applications, and GUI-based tools, which need interaction
and are triggered by external events. Finally, we considered creational and behavioral
patterns as defined in [Gamma et al. 1995]. Thus, we did not consider the case of par-
allel execution when specifying the possible behavior of a given design pattern. This
can represent an aspect to investigate in the future, together with the possibility of
dealing with variants of design patterns. Indeed, currently our approach would re-
quire that rules are defined (and anticipated) for each different variant we want to
deal with. In the future, we aim at defining rules for a more approximate specification
of design patterns, which would be able to identify (possibly unanticipated) variants
of design patterns, without the need for defining specific rules for each different vari-
ant. Of course, future work will be also devoted to empirically analyzing the benefits
of such an approach in terms of higher recall with the possibility of recovering more
false positives, thus penalizing the precision.
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