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ABSTRACT

Publish/subscribe services represent the key choice to glue together the huge amount of heterogeneous devices available within the Internet of Things,
by making them interoperable at a large scale through mediation systems and facilities available in the cloud. In such a scenario, several optimizations have
been introduced in the architectural layout by pushing parts of the service intelligence away from centralized points to the logical extremes, namely the
edge, of the infrastructure, according to the edge computing paradigm. Such services can establish tree-based overlays among the involved nodes, and are
used on top of unreliable networks, where packets have a non-negligible probability to be lost. In order to reduce such losses affecting wide area
communications, the need to move data towards the cloud has been reduced by placing more frequent computations at the edge of the infrastructure,
nearer to data sources, according to the edge computing paradigm. However, this is not enough and, in order to provide resilient and reliable
communications, publish/subscribe implementations have been equipped with means to achieve loss-tolerance, which unfortunately have been proved
to be ineffective (by lacking having end-to-end guarantees) and inefficient (by compromising the communication performance). In this paper, we
identify Forward Error Correction as a suitable method to have efficient and effective loss tolerance within multicast trees, and describe how dealing with
its issues by having the interior nodes within the multicast trees to generate spatial redundancy in addition to the one produced by the root. The decision
of which nodes on the network edge must generate the additional redundancy and how many additional packets must be forwarded has been approached
by using a Single-Leader Multi-Follower Game. Such an approach has been empirically assessed and compared with a centralized one, represented by a
genetic algorithm, and with gossiping, so as to show the achievement of optimal decisions.
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1. Introduction over wide geographic areas, that continuously produce and con-
sume significant amounts of data, and are mutually interconnected
according to several communication paradigms and technologies
grouped under the Internet of Things (IoT) umbrella. In this sce-
nario, the flexibility of cloud-based architectures, together with
the recent advancements in the area of distributed computing and
data storage give the opportunity of shifting the more computa-

The Internet is progressively transforming into a huge-scale
complex ubiquitous and pervasive computing ecosystem, inte-
grating billions of fixed and mobile networked objects deployed
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tionally expensive and storage-demanding operations to the cloud
in order to benefit of scale economies, as well as increased flexi-
bility and elasticity in the resource management. However, such a
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shift introduces several challenges affecting traditional network-
centric architectures, ranging from the astonishing demand for
processing and storage resources, often exceeding the capability
of traditional cloud solutions, to the impossibility of collecting
the large volumes of data generated by millions of sensing de-
vices in a central location for timely processing and analysis or
conveying continuous flows of control information back to these
devices. The edge-computing paradigm has been developed to face
these challenges, by pushing intelligence, processing power and
communication capabilities within specialized devices located on
local area networks serving IoT nodes, thus as closer as possible
to the data producers/consumers. Such devices can also perform
message brokering and assume a fundamental role in reducing the
potentially large volumes of control traffic returning back from
centralized applications and systems located within the cloud, by
using optimized communication techniques mainly for multicast-
ing within the context of IoT-specific information exchange service
paradigms, such as the publish/subscribe one.

Publish/subscribe services [ 1] are middleware solutions imple-
menting flexible message passing, where events associated to a
node assuming the role of publisher are notified to other observing
nodes, known as subscribers, according to their specific interests
(explicit subscriptions) by means of decoupled and asynchronous
interactions. These event notifications are mediated by brokers,
which are special nodes properly routing incoming notifications in
order to pass them towards the interested subscribers, i.e., those
that have previously expressed some subscriptions satisfied by
these notifications. Brokers can run on special edge nodes with
enough computing and storage resources, in order to perform some
kind of in-network processing actions on notifications [ 2], that may
also assume the role or publishers and/or subscribers, depending
on the underlying architecture and data exchange patterns. Several
kinds of communication protocols and transport facilities can be
adopted by publish/subscribe services to realize the distribution of
notifications from publishers to the interested subscribers through
the brokers. Specifically, such services can be realized by exploiting
the communication capabilities of traditional unicast transport-
level protocols, such as TCP; but they can also use transport- or
network-level multicast and/or broadcast facilities as the ones
offered by UDP or raw IP. When scalability is a must, the typical
strategy is to establish a proper overlay among publishers, sub-
scribers and brokers [3], which forms a multicast tree, so as to
have a decentralized architecture for distributing notifications in
an optimized way. Due to the high degree of scalability and flex-
ibility provided by their intrinsic decoupling and decentralization
features, these services have been extensively used within many
industrial projects aiming at realizing large-scale IoT infrastruc-
tures, spanning across different application domains, ranging from
health information systems or smart cities, to air traffic control or
monitoring railway signaling systems.

Several use cases where publish/subscribe services have faced
increasing interest within the IoT arena are characterized by not
only a strong demand for scalability and flexibility guarantees, but
also by other non functional properties [4], among which reliability
is of pivotal importance. With respect to the reliability, such ser-
vices are strictly required to always deliver published notifications
to all the interested subscribers, or to none of them, so as to provide
a consistent and coherent event delivery service tolerating the pos-
sible faults that can occur within the nodes or along the network.
The last aspect related to networking failures and anomalies is
particularly serious for large-scale systems due to the use of the
Internet, where packet loss events may have a non negligible loss
probability and length (in terms of the number of consecutively
lost packets) depending on the network conditions [5]. In fact,
when working with the Internet, even if the involved traffic is
assigned to the most privileged QoS class, we have to assume that

the underlying network infrastructure is inherently dynamic and
unreliable, due to the lack of a unique administration/management
authority that ensures the availability of communication paths,
connectivity resources and devices. Moreover, publish/subscribe
services are mainly based on connectionless transport protocols,
such as UDP, directly relying on the bare packet delivery mech-
anisms provided by IP at the network-layer. Despite the undeni-
able gains in terms of performance and scalability, such a choice
has to deal with a “best effort” delivery that is not able to cope
with network error conditions. For this aim, most of the available
solutions realizing reliable event notification within the IoT have
been equipped with a proper application-level scheme to recover
from packet losses due to the above network problems [6]. All
the widely applied schemes are based on acknowledgments and
retransmissions [7], ensuring a high degree of reliability in the
whole delivery process.

Despite being able to provide a high degree of success rate in
delivering notifications, independently of the loss patterns exhib-
ited by the network, such a solution is not efficient in terms of
experienced performance, and things get worse when the scale
grows. Some use cases of publish/subscribe service do not only
impose a guaranteed delivery under any possible network condi-
tions, but also consider keeping message delivery within proper
time constrains as a demanding endeavor. For a concrete exam-
ple, a flight controller receiving an outdated notification with the
position of an aircraft can lead to a wrong decision and the false
positive detection of a collision. For this reason, it is important
to realize the needed trade-off between reliability and timeliness
within event notification, and to adopt solutions able to achieve
it also in IoT domains characterized by a huge number of devices.
Forward Error Correction (FEC) [8] is potentially a good candi-
date for such purpose due to its independence from the network
conditions and the possibility of having a bounded worsening
of the communication performance. However, such a solution is
typically not scalable, since applied in a centralized manner with
a single node generating the FEC redundant data used to recover
the lost packets without triggering a retransmissions [9]. In [10],
a decentralized approach has been proposed as a trade-off be-
tween the traditional centralized deployment, and a distributed
one represented by network coding, where all the brokers generate
additional redundancy. Such a solution is the perfect trade-off
between the fine-grained control over the FEC redundancy (pro-
vided by a distributed approach) and the bounded costs (offered
by a centralized approach). However, to concretely adopt such a
solution it is crucial to deal with the problem of deciding which
broker has to be a codec within a specific multicast tree, in order
to optimize the usage of edge nodes, and how many FEC packets
are needed to guarantee the delivery. In [11,12], such a problem
has been approached by means of typical game theory techniques,
which demonstrated to be quite effective. However, the unordered
strategy decision taken by each node, may cause a considerable
transitory before reaching the stable solution represented by the
Nash Equilibrium. In this work, we adopted a different approach
by leveraging the sequential nature of the problem, so as to use
a Single-Leader Multi-Follower Game. The obtained solution will
be compared with the one obtained with a centralized resolution
method based on a genetic algorithm so as to prove the reach of
optimal decisions that can reveal to be crucial in large scale edge-
[oT architectures.

The remaining of the paper is structured as follows. Section 2
provides the needed background on resilient publish/subscribe
services, and introduces the problem of providing timely and
resilient notification delivery by tolerating the loss patterns ex-
hibited by the network with the use of the spatial redundancy
produced by some of the interior nodes within a tree. Section 3
describes the solution to the introduced problem by using a cen-
tralized and distributed approaches, while Section 4 shows results



obtained from the experimental assessment of the introduced so-
lutions. The paper ends with Section 5 presenting the lesson learnt
and a plan for future work.

2. Background and related work

A publish/subscribe service is made of several types of appli-
cations: publishers that produce notifications about the occurred
events (i.e., a change in their internal state or received information
from environmental monitoring), and subscribers that consume
notifications of their interest. The work of joining publishers and
subscribers is done by a set of brokers [6], which can be run at the
same nodes where the publishing and/or subscribing applications
have been deployed, or even being hosted on special machines,
such as edge nodes within a modern IoT infrastructure. We can ab-
stract such a case by assuming that the infrastructure is composed
of a set N of nodes, which are interconnected by a proper set of
directed links from the set L, where ;; indicates the link from the
i-th node to the j-th one. Each interior node, i.e., a node with an in-
coming link (e.g. the uplink coming from the uppermost part of the
hierarchy) and a certain number of outgoing links (e.g. reaching its
served devices), is characterized by hosting a broker that receives
notifications from the incoming link, duplicates and forwards them
along the outgoing links to the other nodes. A leaf node, ie., a
node with no outgoing links, and hence a terminal IoT device,
such as a controllable sensor or actuator, is the one that does not
present any broker, but models a subscriber. In the overlay, nodes
represent subscribers and brokers, but not publishers, since any
publishing operation consists in sending notifications to a specific
node so that they travel throughout the overlay and reach all
the nodes [13]. The links among the nodes are established based
on the mutual interest of the subscribers; in this work, we are
interested in topic-based publish/subscribe schemes, which are
simple to implement, exhibit stable and good performance and
have found a wide acceptance in the current practice. In particular,
all the subscribers interested to the same topic establish an overlay
thanks to the mediation role of the brokers.

The node overlay can assume two kinds of topologies. On the
one hand, there are tree-based approaches [ 14], which are charac-
terized by a structured organization of the nodes realizing a tree,
where each node can implicitly define its parent, from which it re-
ceives the incoming messages, and children, to which it dispatches
the incoming messages. On the other hand, there are mesh-based
approaches [15], which expose a less structured organization let-
ting each node to employ a swarming delivery mechanism to a cer-
tain subset of nodes. Mesh-based approaches are more resilient to
process crashes and network disconnections since they do not have
arigid structure and can more easily adapt to changing conditions.
However, they are more complex to be built and maintained than
trees since nodes need to have knowledge of some of the other
ones, which is challenging to obtain within Internet-scale systems.
For this reason, in this work we have focused on a tree-based
publish/subscribe service, whose concrete example is Scribe [13],a
large-scale and decentralized publish/subscribe solution based on
the Plaxton-based DHT capabilities of Pastry [16] to construct and
maintain a multicast tree among the subscribers interested to the
same topic.

The Internet is characterized by a non-negligible probability to
lose a packet, namely Packet Loss Rate (PLR), and when a packet
is lost it is possible to also lose some of the subsequent ones,
whose average proportion is named Average Burst Length (ABL).
We intend with loss pattern the pair of PLR and ABL charac-
terizing the lost packet process along a link [;;, namely 1;; =
{PLR;j, ABL;;}. The link quality degradation and the consequent
intensification of the loss patterns are mainly caused by physical
problems on the networking infrastructure and by the consequent

BGP updates [17,18]. In addition, the augmented loss rates can
be due to bulk message delivery [19], inducing network-wide
congestion, and routing malfunctioning or communication carrier
errors [20]. A resilient publish/subscribe service is able to tolerate
the loss patterns within the multicasting tree and to deliver the
published notifications to all the subscribers within the tree [6].
The naive solution of using TCP in order to have a resilient message
delivery is not acceptable, since, despite of the scalability and
flexibility issues [6], such a solution is only able to offer link-by-
link guarantees, i.e., the message forwarded by an end-point of a
single link of the overlay is guaranteed to reach the other end-
point, but not end-to-end guarantees across the whole tree, i.e.,
a published notification is guaranteed to reach all the designed
subscribers by traversing the overlay multicast tree. Therefore, a
set of proper application-level solutions have been designed and
realized on top of connectionless transport protocols, such as UDP.
The rich literature of these solutions can be divided in two main
groups based on the type of redundancy introduced: the ones
using temporal redundancy or retransmissions with a reactive
behavior, i.e., detecting a loss and recovering it with a consequent
retransmission, and the ones using spatial redundancy where the
behavior is more proactive by sending additional data so as to
reconstruct what missed by a packet loss without triggering any
retransmission. Within the first class, we find the widely-known
Automatic Repeat-reQuest (ARQ) scheme [7], which is used by
TCP for reliable unicast communications, and the gossiping [21],
where there is no single node responsible for storing messages
and managing the retransmissions, as the tree root or the parent
node in the ARQ, but such an operation is distributed among all
the nodes of the overlay. Despite the reactiveness of these solutions
allow them to achieve a high degree of resiliency, they also exhibits
a degraded throughput and increased latency, as shown in [9].
There have been attempts to improve them in order to reduce
their costs and drawbacks [22,23], especially within the context of
sensor networks. However, when timeliness matters, the solutions
using spatial redundancy are a better option, however, they lack of
offering strong resiliency guarantees: if not properly tuned, they
are not able to guarantee the successful delivery of notifications
to all the interested subscribers within the tree since the applied
redundancy is not able to reconstruct what has been lost. Exam-
ples of the aforementioned solutions are Forward Error Correction
(FEC) [8], where additional packets are obtained by encoding the
notifications to be exchanged and are used to reconstruct the lost
packets, as well as path redundancy [24], where multiple paths
are established, so that the notifications to be exchanged can take
more than one route to reach a subscriber. Path redundancy is
very effective in circumventing node and link failures, but it is
not similarly effective in the case of packet losses, i.e., losses on
different paths cannot be uncorrelated with each other [25] since
it is hard to have multiple paths that do not share any networking
device. In addition, path redundancy is more successful in wireless
sensor networks rather than in the Internet-based hybrid com-
munication infrastructures, due to the difficulty of guaranteeing
path diversity [26]. Internet-based large scale IoT architectures are
characterized by plenty of redundant paths in the core, but few
paths to be exploited at the network edge, even in the case of multi-
homed LANSs, so that diversity is not fulfilled. For this reason, in our
specific reference scenario, we have investigated the use of FEC-
based solutions.

FEC-based solutions can be implemented according to central-
ized and distributed schemes, with one or more nodes generating
the additional packets, namely codecs, and the redundancy tuned
according to the demands of the subscribers. In a centralized
scheme, the only codec is the root of the multicast tree, namely
r, which applies a redundancy equal to the worst loss pattern
experienced when reaching one of the destinations:

Pr = iilgaxs Aris (1)



where S is the total number of subscribers within the tree, p, is the
redundancy introduced by r and A, ; is the loss pattern between
r and the ith destination. Such a solution is simple to realize, but
ineffective, due to the poor scalability and control of the applied
redundancy. Specifically, when the loss patterns of the links along
the multicast tree are not balanced, with a portion of the tree hav-
ing heavy losses and the other portion experiencing limited losses,
the generated redundancy by the central codec must be tailored
on the heavy losses, causing a large number of unneeded packets
to flow throughout the portion with limited losses. This problem
is named as “the boat unbalanced by the heaviest” (BUH), and
requires a more fine-grained control of the introduced redundancy.
More distributed schemes, as the Network Coding [27], consist in
all the interior nodes, i.e., those nodes in the tree to have at least
one child node, being codecs and generating a redundancy equal to
the worst loss pattern along the links towards its children:

Pi = MaX Ajj — Pin, (2)
jeGCN
where C; is the set of nodes directly reachable by the i-th node with
its outgoing links, and p;, is the redundancy that the i-th node has
received from the previous node, i.e., its parent. While being able
to deal with the BUH problem, this solution is not efficient since it
implies a high performance worsening. A different solution is the
one named as Network Embedded FEC [ 10], where only a subset of
interior nodes are selected as codecs, with a redundancy generated
by considering the worst loss pattern along the paths towards the
other codecs or subscribers in the lower levels of the multicast tree,
and the received redundancy from the previous codec, namely p;,:

0i = MaxAij — Pin, (3)
JjeU;

where U; is the set of the underlying codec in the tree with respect
to the i-th node. This solution allows a fine-grained control of the
applied redundancy and do not incur in the BUH problem, at the
cost of a moderate performance burden. However, it is not a simple
task to properly decide which interior nodes should be selected as
codecs. This issue has been formalized as an optimization problem
known as the P-Median Problem, with the exception being the
number of median which has not been fixed a priori, where the
objective is to find the number of needed codecs and their locations
by minimizing the applied unneeded redundancy and the costs to
set up a codec:

min Z Z d,',jX,',j + Z oj, (4)

ieU jelL jeL

subject to:

> xij=1, Vi, (5)
JeL

Xij <y, Vij, (6)
> yi=p<n=]L, (7)
JeL

xij, y;j € {0, 1}. (8)

where the transportation cost d; ; is the redundancy that the codec
in location j has to generate according to Eq. (3), and «; represents
the costs of placing a codec in the jth location. This is the problem
for which we study a scalable solution in large scale edge-loT
environments.

3. A distributed approach to codec placement for scalable IoT
scenarios

The solution of the codec placement and tuning problem can be
centralized at a single node of the tree, or distributed among all the
nodes. Different existing solutions are described in the remaining
of this section and a novel game theory-based fully distributed
approach is proposed in order to achieve the needed scalability and
applicability in the reference IoT scenario.

3.1. Defining an upper bound: A centralized greedy solution imple-
mented with a genetic algorithm

Within the multicast tree, one node, e.g., the root, is responsible
of planning the placement and tuning the codecs by collecting the
demands of the subscribers, resolving the optimization problem
in Eq. (4), and instructing the other nodes based on the obtained
solution. Such an operation can be done once, at the beginning,
or continuously based on the dynamics of the loss patterns ex-
perienced by the links of the tree. Moreover, this P-Median opti-
mization problem is known to be NP-Hard on general networks
for an arbitrary p (where p is a variable) and polynomial when
the network is a tree [28]. Therefore, heuristics are often used
in practice when dealing with large problem instances. We have
examples of this approach within the current literature, such as
in [10], where a greedy algorithm is used by the decision node.
Such an algorithm starts with an empty solution, and adds a codec
at atime, until all the codecs have been placed within the multicast
tree. However, recent approaches for solving a P-Median problem
tend to use meta-heuristics, since with the classic methods of local
searches the solution quality may deteriorate rapidly together with
the problem size [29].

Clearly, a centralized solution is able to achieve better perfor-
mance (i.e., returning a solutions lying on the Pareto front of the
set of the admissible solutions, or very close to it) than any kind
of distributed scheme, due to its specific nature, essentially char-
acterized by a immediate and total availability of network status
information. However such a kind of solution is not realistically
deployable in a large scale scenario, since a single node is not able
to collect a complete and clear view of the network information
within a large-scale system, the scale of the optimization problem
can be extremely overwhelming, and the time for converging to
an optimal solution can be large. Accordingly, in order to obtain
a baseline/upper bound to be used as a reference for evaluating
the performance of distributed solutions, we implemented the
greedy approach proposed in [10] by using a genetic algorithm.
Genetic algorithms [30] represent a class of metaheuristics widely
adopted in the literature of Operational Research, since they are
fast search mechanisms due to the possibility of considering more
than one solution at a given iteration. Genetic algorithms are based
on the concept of evolution, and they are structured in three cyclic
steps, as shown in Fig. 1(b): evaluation, ranking, and evolution.
Specifically, the algorithm builds an initial set of solutions Z, called
population; then, it evaluates their quality (defined as fitness).
Solutions are ranked based on their assigned fitness value, and the
best ones are selected and saved within an archive. If a termination
condition is not reached, a new population is obtained by applying
evolutionary operators to the current population. Specifically, a
chromosome is the representation of a solution to a given opti-
mization problem solved by a genetic algorithm. The structure of
a chromosome for the codec localization problem is depicted in
Fig. 1(a) and composed of a binary part and a permutation one. The
binary part indicates the number of codecs to be placed within the
multicast tree, namely v; while, the second part contains all the
possible locations where a codec can be placed. In particular, the v
codecs in the given solution are collocated in the first v locations
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Fig. 1. Representation of a chromosome for solving the codec finding problem and schematic overview for a genetic algorithm.

contained in the permutation part of the chromosome. Having two
different parts in the chromosome means that we need to have two
different definition for the typical evolutionary operators: one for
the binary part, and one for the permutation one:

e Mating — given two starting solutions, they can be combined
to generate two novel solutions:

- One-point cross-over for the binary part: A single cross-
over point, namely 7, is selected. All binary digits
beyond that point in both chromosomes are swapped
between the two parent chromosomes;

- OX cross-over for the permutation part: Two cross-
over points, namely 71 and 75, are randomly selected,
and everything between the two points is swapped.

e Mutation — a solution is altered so as to obtain a new one:

- Bit-flip for the binary part: a point of mutation, namely
W, is randomly selected, and the binary digit in that
place is changed to the opposite value, according to a
given probability;

- Reciprocal exchange for the permutation part: two
points of mutation, namely «; and u,, are randomly
selected. The order of everything between the two
points is inverted, according to a given probability.

The typical termination condition is a maximum number of iter-
ations, or the impossibility of finding a new solution that outper-
forms the ones already stored in the archive within a given number
of iterations. In our work, we have assumed the second one as the
termination condition by setting up a threshold on the number of
iterations when an update of the archive has not been done from
the best solutions from a given population. Last, an update of the
solution archive does not only consist in storing the best solutions
of a population, but also to check if the novel solution does not
have a dominance relationship with the old ones. Specifically, a
given chromosome dominates another one if it holds an higher
fitness value. Then, when updating the archive, the new solutions
are inserted, afterwards all the solutions within the archive are
ordered based on their fitness value and the ones with a lower
value than the highest one are removed. This allows to keep in



the archive (and to return to the user after the termination of
the approach) only the best solutions found during the algorithm
iterations.

Although a centralized solution allows simplifying the problem
resolution and taking optimal decisions, as above mentioned, it
is unfeasible in a large-scale distributed system, as the one ad-
dressed by this work, since collecting global information is ex-
tremely difficult, if not impossible in such a context. In addition,
even if assuming possible to acquire any global knowledge about
the infrastructure, it still exhibits serious scalability limits that
prejudice its usage for systems composed by a large number of
nodes. In fact, the time to collect loss statistics in a centralized point
linearly increases with the number of nodes within the multicast
tree. Moreover, the memory required to store all the collected data
and/or the load to resolve the optimization may overwhelm the
resources of the central decision node, making impossible to find a
solution.

3.2. Adistributed solution with a single-leader multi-follower game

A distributed approach has the strength to overcome the ap-
plicability issues of the previous solution for large-scale systems,
since codec placement is performed by using local computations at
each node of the multicast tree; hence avoiding turning to a central
decision maker with global knowledge of the system. However,
this advantage is paid at the expenses of obtaining a placement that
is slightly far away from the optimal one (i.e., the found placement
is characterized by a non-negligible distance from the Pareto front).
The authors of the above mentioned centralized solutions with
a greedy algorithm have extended their previous work in a dis-
tributed manner, as presented in [31], by using local decisions and
negative acknowledgments, namely NACKs, to elect new codecs
and/or to adjust the redundancy degree applied by the chosen
codecs. When disseminating a message between two nodes, the
destination has to forward a NACK message to notify the source
that the message has not been correctly delivered. Specifically,
a message cannot be delivered if the number of lost packets is
greater than the correcting capacity of the adopted FEC techniques
or the destination has received packets belonging to a message
with an identifier greater than the expected one. Such a message is
also used to indicate the number of lost packets. Each node in the
tree is characterized by a variable named UNREACHED_KIDS, which
indicates the number of its children that could not receive the pub-
lished message, and another variable called LOSS_LENGTH, which
contains the maximum number of the consecutively-lost packets
communicated by each of its children. When a node receives a
NACK message, it increases the current value of UNREACHED_KIDS
and update LOSS_LENGTH (as specified in rows 4-5 in the algo-
rithm). When an interior node, able to decode the received mes-
sage, is not acting as a codec and has the UNREACHED_KIDS not null,
it becomes a candidate to be a codec. Such candidate is chosen as
a codec if its UNREACHED_KIDS is greater than a given threshold o,
otherwise it notifies its codec with its value of LOSS_LENGTH and
asks to increase the applied redundancy. In case the node has been
elected as codec, it starts applying to the incoming messages an
additional redundancy degree equal to LOSS_LENGTH, and it can
even ask the previous codec to reduce its redundancy. A node also
monitors if the redundancy degree applied by its codec is a waste,
in this case it can issue an UPDATE message with a negative value in
the field length, so that when the codec makes the update, it would
result in a decrease of the applied redundancy.

The decision of a codec placement with the previously-
described distributed method is made only considering the num-
ber of the reached nodes and not on the generated redundancy.
To this aim, the codec placement is not optimized by considering
Eq. (4). As a practical example, let us consider the multicast tree in

Fig. 2. Example multicast tree.

Fig. 2, where the losses experienced along each edge is indicated.
Consider the application of the solution from [31], with o equal to
1 and opening costs of a codec equal to the maximum loss pattern,
i.e.,, 7. At the first iteration, no redundancy is applied and all the
interior nodes miss the message. At the second iteration, the tree
root becomes a codec (since the number of unreached children is
greater than 1), and applies a redundancy equal to 3. However,
with such a situation, some children of the interior nodes still miss
the message. At the third iteration, all the interior nodes becomes
codecs, since all of them have more than one unreachable child.
Therefore, the algorithm reaches the final placement, where both
the root and the interior nodes acts as codec, with a cost of 35
(computed by summing the redundancy received by all the nodes).
Let us consider a different placement, where the root applies more
redundancy than the one needed by its direct children, e.g., 4, and
having only the interior nodes 1 and 3 acting as codec. In this case,
the total cost is minor, and equal to 31. Such a simple example
showed us the inefficiency of the previous algorithm in finding the
best solution for our codec placement problem.

To deal with this issue, a better solution is to map the problem of
placing codecs onto a multi-agent system [32]: the multicast tree
is populated by agents that receive inputs from the environment
and react according to a proper strategy and certain local infor-
mation so as to collectively solve the problem. The cooperation
and self-organization capabilities of the agents allow the resolution
of the codec placement problem and result suitable to approach
distributed optimization problems without requiring any global
control [33]. During the last decades, several multi-agent systems
have been proposed and some of them have been applied for
the resolution of location problems, which have been an active
research topic within the context of game theory [34], leading to
the so-called facility location games. Within a multi-agent system
with game theory inspired heuristics, the agents pursue well-
defined exogenous objectives by considering their knowledge and
expectations of the behavior of the other agents. In [11,12], the
non-cooperative formulation has been applied as follows. There
are n players (where n is the number of interior nodes within
the multicast tree), whose strategy is represented by a binary
decision to play the role of codec or not. If the node has to act
as a codec, Eq. (3) is applied to determine the redundancy to be
generated. In order to drive the players towards a solution, the
global cost function specified in Eq. (4) is decomposed in a set of
local cost functions assigned to each player [35]:

G(Si)) =i - Si+ (pi + I}g?’?()»j) (15, (9)

where p; is the redundancy received by the i-th node, A;  is the loss
pattern experienced by the j-th node having the i-th node as parent



Table 1
Codec Placements for the example in Fig. 2.

Placement Codec id Applied redundancy

Root

Interior node 1
Interior node 2
Interior node 3

Solution from [31]

Root
Interior node 1
Interior node 3

Improved solution

WU bl =0 Ww

within the multicast tree, and «; is the cost to pay if the player
has chosen to act as a codec. Specifically, the game starts with
players picking up their strategy at random from their admissible
strategy set, and evolves over the time where each player changes
its strategy so as to minimize its costs. Such an evolution continues
until none of the players is willing to change its strategy, so that the
game reaches a stable codec placement represented by the Nash
Equilibrium (NE). The existence of NE solutions has been shown
in [11] by referring the work in [36] and indicating two conditions
to be guaranteed:

JieYst p+maxi <o (10)
JjeU
AieYst p <o —maxh; (11)
JjeUi

Despite having tried to better formalize this solution by using
distributed strategic learning in [37,38], it is known that a non-
cooperative formulation is not optimal, due to the lack of coor-
dination among the players within the game (see Table 1). An-
other source of error in such a formulation is that all the players
potentially take their decisions in the same instance, however, in
our problem we can notice a leader-follower scenario, where the
node at the higher level within the tree, or leader, should have
all the knowledge about the reaction of the underlying nodes and
take its decision before the nodes in the lower level, which are
called the followers. The followers see the decision of the leader
and based on it determine which strategy to implement. According
to such a vision, the overall multicast tree can be decomposed
into a series of overlapping local groups formed by a leader and
multiple followers, as shown in Fig. 3. In addition, the nodes should
not take their decisions only once, but the overall decision process
must be repeated over multiple time periods by considering the
changing demands. The possible resolution method is derived from
the classic Stackelberg game [39], which involves a single leader ad
a single follower for just one period. In our case we have multiple
followers, that play a Nash game with each other as indicated
within the work presented in [11,12], while the leader plays a
Stackelberg game with the followers based on their expected reac-
tions, as indicated in [40]. More specifically, the cost of the leader
to be minimized is equal to the cost underlying its decision (i.e.,
associated to following the selected strategy), added to the cost
given by the best response functions of the follower according to
the two conditions in the Egs. (10) and (11) (i.e., the redundancy
applied by the i-th node added to the maximum demands of its
children is greater than «) and indicated with f, (j, S;) for the j-th
node when its parent decides for the strategy S;. Formally, we can
model the decision process of the leader as the minimization of the
following augmented cost function:

CG(S)=G(S)+ max G(fs_r(, Si)), (12)

The leader will perform a local search within the set of its ad-
missible strategies by looking for the one with the minimum cost
according to the previous Equation. Such a formulation has the
ambition of achieving better solutions than the ones achievable

Local Group
G

Fig. 3. Segmentation of the multicast tree.

by the non-cooperative formulation in [11,12], since it introduces
a sort of collaboration among the nodes since the leader of each
local group predicts the response of the followers by considering
their possible selected strategies. Such a methodology is more
effective than a cooperative re-formulation of the solution in [12]
by means of a Nash Bargaining Solution (NBS) [41], where initially
all the players follow the non-cooperative game, and only after a
certain timeout (when the NE is eventually reacher) an iterative
bargaining is started. In fact, right from the beginning a sort of
indirect cooperation among the nodes is promoted, so that the
convergence to a cooperative solution is obtained before the NBS.

4. Experimental evaluation

The main goal of this section is to present some experimental
results to compare the effectiveness of the proposed distributed
algorithm against the baseline centralized scheme proposed in [10]
and described in Section 3.1. Specifically, we have implemented an
ad hoc Java program that builds up a multicast tree, and simulates
the delivery behavior and the loss patterns along the links among
the nodes. We have explicitly decided to avoid implementing a
real prototype to be run on a real testbed like PlanetLab [42,43],
in order to have a more controllable testing platform and achieve
easily reproducible results. The root of the tree has to pass along the
multicast tree messages with a size of 23 KB, properly fragmented
in packets with a size of an Ethernet MTU (1472 bytes), so that a
single event is fragmented in exactly 16 packets. The links among
the nodes are characterized by a 50 ms link delay, a 0.02 PLR, and
a 2 ABL (all the X;; values are set equal to (0.02, 2). The coding
and decoding times have been imposed equal to 5 ms and 10 ms,
respectively. Finally, without loss of generality, we considered a
system with 1 publisher and 39 subscribers, all subscribed to the
same topic, i.e., members of the same multicast tree. We have pub-
lished 1000 events for each experiment, executed each experiment
3 times and reported the average results.

In the first set of experiments with 40 nodes within the multi-
cast tree, we have compared the best effort guarantees provided
by (i) the tree with a bare solution providing no resiliency, (ii)
the codec planning scheme proposed in [10] implemented with a
centralized GA running at the root as presented in Section 3.1, (iii)
the non-cooperative game formulation proposed in [11,12], and,
finally, (iv) the novel formulation presented in this work with the
single-leader multi-follower Stackelberg game.

During the experiments, three metrics of merit have been con-
sidered: (i) Resiliency, obtained as the mean ratio of successfully
received notifications over the total number of published noti-
fications; (ii) Latency, determined as the mean time needed by
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the notifications to move along the tree from the root to each
interested subscriber; (iii) Overhead, computed as the mean ratio
of exchanged packets along the links over the total number of 16
packets needed to convey each message with a size of 23 KB.

Fig. 4 shows the resilience achieved by the 4 approaches, and
in contrast with the severe losses experienced by the best-effort
delivery mode, all the other solutions are able to increase their
resiliency, with the optimal placement obtained by the centralized
GA being the best one since its result is very close to the value of
1, indicating that all the interested subscribers have received all

the published notifications. Presumably, the lack of the complete
resiliency is caused by the high variability of the loss patterns
so that the optimal tuning based on the measured losses may
be not valid in the following time period since losses may have
been increased slightly. However, it should be considered, that a
centralized scheme is not practically applicable in a large scale
edge-IoT scenario, due to the motivations presented in the previ-
ous sections. If we consider the other two approaches, our single-
leader multi-follower Stackelberg game-based approach is able to
obtain a better value of resiliency, since the obtained placement



0.9
—~ 0.8
[8)
807
§ 0.6
@ 05
T
- 0.4
o 0.3
X o
E 02 /;4
<01
0 ——— | |
8 36 64 128 256
Number of Subscribers
ess=mNetwork Embedded FEC ~e==mBest Effort Gossiping
Fig. 7. Latency comparison with varying number of nodes.
120.006
100.006 /
- 80.006
®©
7] /
< 60.006
[
6 40.006 /
20.006 - _—
0.006 T T r )
8 36 64 128 256
Number of Subscribers
e Network Embedded FEC e Gossiping Best Effort
Fig. 8. Overhead comparison with varying number of nodes.
1.206
1.006 +— —

Resiliency
© o o
B D [
o o o
()] ()] ()]

8 36

64 128 256

Number of Subscribers

es=mBest Effort

esmm etwork Embedded FEC

Gossiping

Fig. 9. Resiliency comparison with varying number of nodes.

is of higher quality respect to the one of the non-cooperative
game formulation. Such a difference is also noticeable in Fig. 5
and Fig. 6, where the better performing solutions are able to lower
respectively the mean latency and the overhead.

In the second set of experiments characterized by an increasing
number of nodes within the multicast tree, we have compared the
best effort delivery strategy with our single-leader multi-follower
Stackelberg game for codec placement and the gossiping. From
Fig. 7, we can notice that gossiping with pull-based mode, (i.e.,
when a node receives a notification, it randomly selects some
nodes, different than its children, to forward a list of the received

notifications in order to detect losses and trigger retransmissions)
is the one implying a strong performance worsening due to the
delay of detecting losses and requesting retransmissions. Our ap-
proach has a latency closer to the reference one, due to the use
of best-effort delivery. From Fig. 8, gossiping with push-based
mode (i.e., when a node receives a notification it randomly select
some nodes, different than its children, to forward the received
notification), exhibits a severe overhead, able to cause congestion
phenomena. On the contrary, our solution is more effective by
implying a more bounded overhead, slightly influenced by the
scale of the service. Last, Fig. 9 indicates the resiliency, where



gossiping shows the highest degree possible, despite the particular
mode being used. Our approach is close to achieving such a high
resiliency degree, but some packets can be still lost, due to the loss
patterns variability and unpredictability.

5. Concluding remarks

This paper has presented the problem of providing resilient
event notification within the context of a tree-structured topic-
based publish/subscribe without incurring excessive performance
worsening. The proposed approach has been to adopt a decentral-
ized FEC scheme, where a subset of the interior nodes within the
multicast tree performs coding operations to generate FEC spatial
redundancy. Such an approach requires the optimal placement and
tuning of the codecs, which consists in a P-median optimization
problem to be centrally approached with a genetic algorithm and
in adistributed manner by using game theory. We have showed the
effectiveness of our proposed solutions by means of preliminary
experiments by simulating a multicasting tree and comparing the
illustrated solutions. For a future work, we aim at continuing the
investigation of the single-leader multi-follower Stackelberg game
by introducing the uncertainty in the announced experienced loss
patterns, due to the volatility of the network behaviors and the
possibility of having unstable loss patterns over the time.
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