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ABSTRACT

Accurate and real-time methodologies for a non-invasive three-dimensional repre-

sentation and reconstruction of internal patient surfaces is one of the main research

fields in computer-assisted surgery and endoscopy. Mono and stereo endoscopic im-

ages of soft tissues and observable organs are converted into three-dimensional rep-

resentation by the estimation of depth maps. In this Thesis, I developed and tested

self-supervised stacked and Siamese encoder/decoder neural networks suited to work

during a minimally invasive surgery, while respecting the constraint of real-time and in

mono and/or stereo configurations. Computed depth-maps from monocular and stereo

endoscopic images are tested with three different test sets known in literature and with a

new challenging test set generated through simulated environments. I introduced also a

fuzzy adaptive algorithm to fine tune depth estimations perturbed by specular reflection

and other artifacts. The models I present outperform mono and stereo depth estima-

tion obtained by state-of-the-art models on similar researches. Extensive robustness

and sensitivity analyses on more than 30 000 frames are performed. This Research

Thesis leads to important results and improvements in monocular and stereo real-time

depth estimations of soft tissues by showing, also, their efficacy and applicability in real

surgical workd-flows.

Keywords: Unsupervised depth estimation, Unsupervised 3D soft-tissue and surface

reconstruction, Fuzzy adaptive depth post processing, 3D laparosopocy, Computer-

aided medicine.
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(University of Cambridge - United Kingdom), Prof. Humberto Bustince (University

of Navarra - Spain) from whom I was able to learn several aspects of applied scien-

tific methodologies in disparate research fields and with whom I published important

researches during my PhD period. I would like to thank the SCAI CINECA group for

their confidence in my project and for providing me with access to the MARCONI100

supercomputer.

I am grateful to Doctor Antonello Forgione, Ing. Renzo Zaltieri (MILANO

Value Biotech) and Prof. Luigi Troiano (University of Salerno) for their help in provid-

ing me with essential elements for studying the application domain and the key aspects

in which to focus my research.

I express my sincere thanks to Prof. Valerio Antonelli, Coordinator of my PhD

Course, for his kind words of support and encouragement.

I like to acknowledge the support rendered by my colleagues in several ways through-

out my research work.

I wish to extend my profound sense of gratitude to my parents (Prof. Maria Con-

siglia Montanino, Ing. Luigi Giacinto Bardozzo, and Prof. Lavinia Angela Bardozzo)

for all the sacrifices they made during my research and also providing me with moral

support and encouragement.

Last but not the least, I would like to thank my partner Dolores Durante for her con-

stant encouragement and moral support along with patience, understanding and love.

Domicella (Avellino) Italy

02/02/2021 Francesco Bardozzo

ii



TABLE OF CONTENTS

ABSTRACT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . i

ACKNOWLEDGEMENT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . ii

LIST OF FIGURES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vi

LIST OF TABLES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xi

LIST OF TERMS AND ABBREVIATIONS . . . . . . . . . . . . . . . . . . . xiii

1 Introduction 2

1.1 Application Domain . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 Research challenges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.3 Research objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.4 Research advances and Thesis organization . . . . . . . . . . . . . . . . 8

2 Related work and some insights 9

2.1 Dense depth estimation models . . . . . . . . . . . . . . . . . . . . . . . 9

2.1.1 Depth-map reconstruction with monocular images . . . . . . . . . 10

2.1.2 Depth-map reconstruction with binocular images . . . . . . . . . 11

2.2 Pre- and post-processing models . . . . . . . . . . . . . . . . . . . . . . 12

2.3 Model proposal positioning . . . . . . . . . . . . . . . . . . . . . . . . . 13

3 Datasets 15

3.1 Training set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3.2 Test sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.2.1 Test set without ground truth . . . . . . . . . . . . . . . . . . . . 16

3.2.2 In Silico and In Vivo test sets with ground truth . . . . . . . . . . 16

3.3 Simulated test set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.3.1 Initial setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.3.2 Video tipologies and artifacts simulations . . . . . . . . . . . . . 22

iii



3.3.3 Implementation details and configurations . . . . . . . . . . . . . 23

4 Unsupervised models for Mono and Stereo Depth Estimation 25

4.1 Mono depth CNN architecture . . . . . . . . . . . . . . . . . . . . . . . 26

4.2 Stereo depth CNN architecture and Stereo depth pipeline configurations . 28

4.3 Unsupervised loss functions . . . . . . . . . . . . . . . . . . . . . . . . . 28

4.3.1 Mono depth CNN loss . . . . . . . . . . . . . . . . . . . . . . . . 28

4.3.2 Stereo depth CNN loss . . . . . . . . . . . . . . . . . . . . . . . 29

4.4 Training configurations . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

4.5 Mono depth CNN and Stereo depth CNN implementation details . . . . . 31

4.6 Training time performances . . . . . . . . . . . . . . . . . . . . . . . . . 32

4.7 Prediction time performances . . . . . . . . . . . . . . . . . . . . . . . . 33

5 Depth map corrections with fuzzy post processing. 34

5.1 Computation of the fuzzy integral image CF12 . . . . . . . . . . . . . . . 35

5.1.1 Computation of non-fuzzy integral image S with SAT . . . . . . . 35

5.1.2 Algorithm 1: Fuzzy integral image computation with Fuzzy-SAT . 36

5.2 Adaptive binarization based on fuzzy integral images . . . . . . . . . . . 39

5.3 GPU optimization of CF12-algorithm (Algorithm 1 and Algorithm 2) . . . 42

5.4 Fuzzy post-processing of depth map estimations . . . . . . . . . . . . . . 42

6 Results and Applications 44

6.1 Experimental setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

6.1.1 Evaluations on datasets with ground truth . . . . . . . . . . . . . 45

6.1.2 Results reported previously . . . . . . . . . . . . . . . . . . . . . 45

6.2 Evaluation without Ground Truth . . . . . . . . . . . . . . . . . . . . . 46

6.3 Evaluation with Ground Truths . . . . . . . . . . . . . . . . . . . . . . . 47

6.3.1 Comparisons on Test Set B . . . . . . . . . . . . . . . . . . . . . 47

6.3.2 Comparisons on Test Set C . . . . . . . . . . . . . . . . . . . . . 47

6.4 Evaluations on the simulated Test Set D . . . . . . . . . . . . . . . . . . 51

6.4.1 Experiment 1: Change-ligth-fix-position vs fix-position-change-

light . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

6.4.2 Experiment 2: Scene ensemble vs Scene ensemble with smoke . . 51

6.4.3 Experiment 3: Normal condition vs three levels of smoke . . . . . 52

iv



6.4.4 Additional samples and comparisons also with fuzzy pre processing. 55

6.5 Visual results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

7 Conclusions 59

REFERENCES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

LIST OF PUBLICATIONS . . . . . . . . . . . . . . . . . . . . . . . . 72

Appendices

Appendix A Insights on Chapter 4 75

A.1 Additional collection of visual and numerical results on Test Set D. . . . . 75

A.2 Visual results: additional information. . . . . . . . . . . . . . . . . . . . 75

A.3 Learning of the stereo displacement function . . . . . . . . . . . . . . . . 75

Appendix B Insights on Chapter 5 77

B.1 Fuzzy Theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

B.1.1 Fuzzy measure . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

B.1.2 Uniform fuzzy measure . . . . . . . . . . . . . . . . . . . . . . . 77

B.1.3 Aggregation function . . . . . . . . . . . . . . . . . . . . . . . . 77

B.1.4 Sugeno integral definition . . . . . . . . . . . . . . . . . . . . . . 78

B.1.5 Generalized Sugeno integral . . . . . . . . . . . . . . . . . . . . 78

B.2 GPU-oriented implementation in python/numba ofCF12-optimized-algorithm 79

v



LIST OF FIGURES

3.1 In this Figure left-right channel of In Vivo samples for unlabeled training

and test set are provided. These scenes are publicly accessible on the

Hamlyn Center Vision repository and in particular are provided by Ye

et al. (2017) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3.2 In this Figure left-right channel samples with In Silico ground truth for

different scenes are provided. These two scenes are publicly accessible

on the Hamlyn Center Vision repository and in particular are provided

by Pratt et al. (2010). . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3.3 In this Figure three left-right channel In Vivo samples with structured-

light-based ground truth for different scenes are provided. This dataset

is under gentle concession of MICCAI Endovis Grand Challenge 2019. 19

21figure.caption.4

3.5 In this Figure three left channel samples with ground truth for LIGHT

challenge scenes (at three different endoscopic light positions) of Test

Set D are provided. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

4.1 In Figure 4.1 show the Mono depth CNN architecture. The input layer

(IX), where X could be the left or right channel image is shown in gray.

The Convolutional layers Cn are shown in violet for the (a) encoder,

in blue for the (b) boottleneck and in red for the (c) decoder. The Max

Pooling layers (M1, M2, M3) are shown in yellow. The upsampling

layers (U1, U2, U3) are shown in orange. The variable F corresponds

to the number of filter and is equal to 32. The two two skip connections

C1 ⊕C9 and C2 ⊕C8 are shown with dotted arrows. . . . . . . . . . . 26

vi



4.2 Stereo depth CNN is designed with two encoder/decoder networks in a

siamese configuration (SN1) which are connected with a stereo match-

ing module (SM). The encoder/decoder network has the shape of the

Mono depth CNN described in Figure 4.1. Instead, the SM is an ad-

ditional architectural module composed of fully connected layers and a

convolutional layer C12 at the end (in orange). The Stereo depth CNN

takes in input two depth maps (Dl) and (Dr) for left and right channel

respectively. The left branch Cl
10 and right branch Cr

10 concatenation

⊗ is shown in red. The fully connected layers (FC1,FC2 FC3) are

indicated in violet. The output depthmap is indicated in gray as DS. . . 27

4.3 In Figure 4.3 Stereo depth pipeline is shown. In particular, two Mono

depth CNNs are both disposed in a siamese configuration (SN1) and

stacked on the Stereo depth CNN (SN2 + SM - see also Figure 4.2).

In this way the Stereo depth pipeline takes the form of SN1 + (SN2 +

SM)). At the prediction time the Stereo depth pipeline takes in input (Il)

and (Ir) for left and right channel providing in output (Ds). . . . . . . . 27

5.1 Overview of the complete pipeline from the original depth map to the

binarized depth map by going through the Algorithm 1 (Box (a)) and

then Algorithm 2 (Box (b)). In Figure 5.1 Box (b), the k-th local search

window wn used for the locally adaptive thresholding is shown. It is

important to underline that, as it is described in Algorithm 2, only the 4

values in the orange rectangles are used for binarization. These 4 values

are not necessarily adjacent like in the j-th operative window of Figure

5.2. The dashed red arrows show the local window sliding directions,

from up to down, from left to right. The local window has a fixed size

of na ∗ na. The binarized depth map in output will be used for original

depth map post processing as it is described in Section 5.4. . . . . . . . 35

vii



5.2 Overview of Algorithm 1. From the original Depth Map in input (Box

(a)) the algorithm computes both the non-fuzzy integral image S and

dynamically transforms it into a fuzzy integral image (F(CF12) (see Sec-

tion 5.1.1 and 5.1). The blue square in Box (a) represents current value

of p(x, y) ∈ I (in red) and its neighboring pixels defined in j-th op-

erative window. For each pixel p(x, y) and for every j-th operative

window (yellow box), the 4 values in S are mapped with the associ-

ated fuzzy measures through FCF12(x, y) = fi( ~ov, ~m). The output of

fuzzy-based integral functional computation is saved in the fuzzy inte-

gral image FCF12 . This computation is described in formula 5.3. In the

j-th operative window, the fixed values of min v1 and max v4 are repre-

sented in violet and blue. For the decision of v2 and v3, the green arrow

indicates the Pswap action as described in Procedure 5.5. . . . . . . . . 37

5.3 In Figure 5.3 - Box (a), the left reference image Il is shown. In Box (b),

its ground truth is reported. The Stereo depth pipeline depth estimation

DS is shown in Box (c). In Figure (d), the dashed black square shows

a set of features which are classified with value 0 on the binary mask

Mk. In Figure (c), the same set of features is indicated with the dashed

black square. While, in f(DS), according to the procedure described

in Section 5.4, these features are lowered in intensity (Dashed black

square of Box e). In Box (f), the 3D Mesh of the window depicted in

the red dashed square of Box (a)(e) is shown with two different rotation

degrees. In detail, this Mesh is obtained from the depth estimation of

Box (e). While, the pixel colours of Box (a) are remapped into the

Mesh in Box (f). In this case fuzzy-post processing is able to completely

remove specular reflections. . . . . . . . . . . . . . . . . . . . . . . . . 43

viii



6.1 Visual comparisons on a sample of Test set B: In this Figure a sam-

ple of depth estimation for my models are in comparison with Ye et al.

(2017)’s M1, M2, M3 and M4. Box (a): Test Set B left/right input sam-

ple. Box (b): the ground truth of the input sample . Box (c): the depth

estimation in output from Mono depth CNN. Box (d): the depth map in

output from Stereo depth pipeline. Box (e): the depth map estimated by

the Stereo depth pipeline is post-processed. Box (f): Mono and stereo

depth estimation in output from the models of Ye et al. (2017). . . . . . 48

6.2 Visual comparisons on a sample of Test set C: In this Figure a sample

of depth estimation for my models are in comparison with Ye et al.

(2017)’s M1, M2, M3 and M4 models. Box (a): Test Set B left/right

input sample. Box (b): the ground truth of the input sample . Box

(c): the depth estimation in output from Mono depth CNN. Box (d): the

depth map in output from Stereo depth pipeline. Box (e): the depth

map estimated by the Stereo depth pipeline is post-processed. Box (f):

Mono and stereo depth estimation in output from the models of Ye et al.

(2017). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

6.3 In this Figure three different levels of noise (smoke) are added to three

samples of Test Set D. Stereo depth pipeline predictions are computed

with two different trained Stereo depth CNNs. In particular, depth pre-

dictions are provided with Stereo depth CNN trained until epoch 30

(its depths predictions are indicated with D30
s ) and another one it is

trained until epoch 60 (its depth predictions are indicated with D60
s ).

The depths are without fuzzy post processing. In Table 6.6 an analyt-

ical comparison between depth predictions D30
s and D60

s is provided.

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

ix



6.4 Visual comparisons on a sample of Test set D with SMOKE challenge

pertubations and evident specular reflections: In this Figure a sample

of depth estimation for my models are in comparison with Ye et al.

(2017)’s M1, M2, M3 and M4 models. Box (a): Test Set B left/right

input sample. Box (b): the ground truth of the input sample . Box

(c): the depth estimation in output from Mono depth CNN. Box (d): the

depth map in output from Stereo depth pipeline. Box (e): the depth

map estimated by the Stereo depth pipeline is post-processed. Box (f):

Mono and stereo depth estimation in output from the models of Ye et al.

(2017). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

6.5 In Figure 6.5, the estimated 3D surface reconstruction of a frame from

DEFORM challenge set is provided. The estimated 3D reconstruction

is shown with different 45 rotation degrees from right-to-left (a) and

letf-to-right (b). The original left-right image and their ground truths

are in box (c) and (d) respectively. The 3D reconstructed surfaces on a

black background were taken directly from the tool I developed. Their

brightness and shading are dependent on the 3D Mesh reprojection, so

there are no further modifications to the 3D model in post-processing

or color adjustments. Moreover, it is not applied fuzzy post-processing

on their estimated depths. The pitted holes on the borders and on 3D

models are the missing or incorrect triple of points that the tool was

unable to reconstruct from the depth map. A finer 3D reconstruction

could address these holes by paying for additional computation time. . . 58

A.1 In Figure A.1 - Box (a), the stereo images (left and right channel) are

shown for the blue point displaced. In Figure A.1 - Box (b), the intu-

itive process of learning the displacement function is shown. The dis-

placement function fδ is shown with the black arrow across the learning

epochs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

x



LIST OF TABLES

4.1 . In Table 4.1, Mono depth CNN parameters, connections and layer

shapes are shown. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

4.2 . In Table 4.2, Stereo depth CNN parameters, connections and layer

shapes are shown. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

5.1 I provide for each test set with ground truth described in Chapter 3 -

Section 3.2.2, the CF12-hyper-parameters table used for Stereo depth

CNN post processing (f(DS)). The fuzzy kernel size is determined by

Equation 5.9 on parameters a1 and a2 (see Section 5.2), in this case a1

= a1. The sensitiviy parameter is t. Further, π is the percentage of depth

intensity reduction and ρ is the Gaussian kernel filter size. . . . . . . . 42

6.1 Table 6.1 shows comparisons via SSIM and PSNR on Test Set A for

different traditional and deep learning models (see Chapter 3 - Section

3.2.2). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

6.2 Comparisons on Test Set B (See also Chapter 3 - Section 3.2.2). The

best results both for mono and stereo models are in bold. . . . . . . . . 49

6.3 Table of comparisons on Test Set C - MICCAI 2019 EndoVis Grand

Challenge dataset with SfM-based GT. The best results both for mono

and stereo models are in bold . . . . . . . . . . . . . . . . . . . . . . . 51

6.4 Comparisons on Test Set C - NAVI and LIGHT challenge between my

models and those of Ye et al. (2017). The best results both for mono

and stereo models are in bold. . . . . . . . . . . . . . . . . . . . . . . 52

6.5 My models are compared to those one of Ye et al. (2017) on an ensemble

of challenging scenes from Test Set D (NAVI,LIGHT,DEFORM - see

also Section ??). The scene ensemble (SE) is analysed with and without

SMOKE perturbations. For mono and stereo analyses the best results

are in bold. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

xi



6.6 Table of comparisons between depth estimations D30
s ad D60

s on sam-

ples with smoke of Figure 6.3. . . . . . . . . . . . . . . . . . . . . . . 55

xii



xiii



According to the Italian tradition, this doctoral thesis is written as a monograph,
therefore many concepts, theories, experimental results although they have been re-
ported in the respective publications, in this work will be deepened and, where possible,
rearranged in order to produce a document as much homogeneous as possible. Further-
more, as shown in the list of publications, my research work did not stop only at the
contents described in the thesis but also embraced other themes such as the research and
discovery of spatial multi-omic oscillations within bacterial metabolic networks, etc ...
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CHAPTER 1

Introduction

My thesis is oriented on a specific research field which is aimed at improving method-
ologies and applications for depth estimation and non-rigid 3D reconstruction of soft-
tissues and organs in 3D laparoscopy. This topic falls into the main category of applica-
tions related to computer assisted medicine (CAM). In general, CAM aims to improve
several aspects in surgery for what is concerning patient/surgeon clinical work-flow.
CAM and also, computer-aided diagnosis, interact in all their procedural steps with
human features which have specific and personalized characteristics. If on one hand,
every step in an surgery work-flow (for example, the way in which a surgeon plan an
operation, the type of cancer to be removed, the surgical tools) have some common
points, on the other hand, every surgery work-flow is patient specific and deeply dif-
ferent at several application levels. This is the main reason why computer-assisted
medicine presents several still open challenges. Currently, due to the intrinsic and pe-
culiar difficulties of modern surgery, such as minimally invasive surgery, the extraction
of depth maps observing soft-tissues and organs and their possible 3D reconstruction is
an open challenge. Although, several solutions have been produced, none appear to be
the definitive one. Far it is from me to think that the solutions I am about to propose
are the definitive ones, however, as I will explain, they will lead to significant research
advances. Studying and deepening this work, given its possible application to human
health and the benefits that patient and surgeon could derive, made me reflect a lot on
its underlying importance. In my thesis I focused my attention on laparoscopic surgery
for multiple reasons related to a targeted data collection and by following common and
well-known research lines. Laparoscopic surgery is like E. Coli for biologists and bioin-
formaticians; it is a complex case study with its intrinsic difficulties but also with a large
collection of researches to be compared which are produced by thousands of research
groups during the years. However, I urge the reader to do not consider the choice of
laparoscopic application domain as a limiting factor due to limited intervention area
(abdomen and pelvic cavities). In fact, I will describe some applications and strategies
that could be generalized on different minimally invasive surgeries guided by depth es-
timations and non-rigid 3D reconstructions. The first question that might intrigue the
reader is: why depth estimations and non-rigid 3D reconstructions are so important in

2



minimally invasive surgery? The answer tells a little about the history of surgical inter-
ventions and their evolution over the years that goes beyond this thesis. However, the
need of minimally-invasive surgery embraces the why of computer-assisted medicine
for depth estimation and 3D reconstruction cause of several aspects related each other.
I can find a simple explanation by making the following differences: (i) In traditional
surgery, open interventions require major cutting of skin and underlying tissues to reach
the region of interest (ROI). An operation of this type would not require additional in-
struments for the calculation of the depth because it would work through the direct
observation of the surgeon on ROIs, but on the other hand it could cause many post-
operative problems for the patient and a long hospital stay. (ii) In minimally invasive
surgery (MIS) the access to ROIs is indirect and mediated by laparoscopic instruments
or robots. Thus, MIS procedures requires minimal incisions to insert instruments and
abdominal gas insufflation to provide an adequate internal working volume without
additional cuts. In this way, MIS generally avoids excessive bleeding and reduces op-
eratory risks, recovery time, pain and complications due to infections. The indirect
surgical access with robotic arms or handlheid instruments is guided by a visual device
(endoscopic camera) that project the intervention areas and ROIs on monitors installed
in operation rooms. Without additional instruments (like controlled light projectors
or additional sensors (i.e. Time-Of-Flight Sensors), it is possible to leverage the two-
dimensional information provided by the endoscopic images (in mono or stereo) to
produce depth estimations and 3D reconstructions. On the other hands, MIS has several
surgery limitations, including reduced spatial awareness, field of view, and lack of hap-
tic feedback. Furthermore, the surgeon works with very few degree of freedom (DoF)
(Bensignor et al. 2016) and with a reduced depth perception (Bogdanova et al. 2016).

In Section 1.1, the application domain is specified and the problem context is sum-
marized. The main research challenges are described in Section 1.2. Furthermore,
research objectives are described in Section 1.3. The research advances introduced in
this work are summarized in Section 1.4. The thesis structure is reported in Section 1.4
*

1.1 Application Domain

In the following list of points I have collected the main application domains oriented
to improve the clinical work-flow and contextually support the surgeon in safeguarding
the patient:

• 3D measurements: The environment of minimally invasive surgery is limited by
space, so 3D exploration and measurements (anatomical zoom, roto-translation,
focus on particular details, etc.) can cope with the few degrees of freedom in-
duced by the use of handheld instruments or robotic arms. Once the laparoscope
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is inserted, for example in the abdominal cavity, the depth information can help
to optimally choose the access points of the other robotic arms (Park et al. 2016,
Mahmoud et al. 2016). 3D information is not only used passively. For example, it
is possible to improve and guide certain automatic actions such as suturing a spe-
cific area of the soft-tissues (Lu et al. 2019). Obviously, this can help in speeding
up the suturing time avoiding additional complications.

• 3D surgical planning in real-time: Despite all the preoperative process and the
traditional surgical planning oriented by MRI or CT, a series of unexpected vari-
ables can coexist during an operation and can lead the surgeon to make very im-
portant and timely choices. In these cases, an enhanced sensory feedback related
to ROI volumes Wagner et al. (2018) as well as for evaluating the proximity and
distance between structures (Foti et al. 2020, Luo et al. 2020) helps in obtaining
quantitative and qualitative information. For example, depth information can help
to track organs in a perturbed environment (Collins et al. 2016) and to prevent the
accidental robotic arm collisions on surfaces (Jo et al. 2019).

• 3D depth perception and surface reconstruction: Patient tissues and organ dis-
eases have different features, volume and locations, thus increasing the need for
accurate, adaptive and personalized 3D representations (Collins and Bartoli 2012,
Sinha et al. 2017). The reconstructed 3D surface allows for a better perception of
spatiality and intervention objectives (Maier-Hein et al. 2013, Westebring-van der
Putten et al. 2008). The more accurate is the depth information, the more reliable
is the 3D surface reconstruction .

• Pre-operatory or intra-operatory 3D registration: In augmented reality (AR)-
guided surgery, 3D surface information allows performing a surface-to-surface or
surface-to-volume registration of pre-operative or intra-operative models (Bern-
hardt et al. 2017, Chhatkuli et al. 2014). These type of registrations support ac-
curate and patient-specific operations, allowing the surgeon to both evaluate and
plan strategies in real-time (Prevost et al. 2019, Leonard et al. 2018). In this case,
registration to pre-operative/intra-operative models requires accurate depth recon-
struction which, often, is achieved by exploiting multi-view methods. The latters
are based on fusing depth maps (Lo et al. 2008), structure-from-motion (Malti
et al. 2011) or simultaneous localization and mapping (SLAM) (Mahmoud et al.
2016) approaches. In general, traditional models require various preliminary in-
formation on the adopted camera that weighs on the clinical workflow (Garg et al.
2016, Prevost et al. 2019).
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1.2 Research challenges

In a certain sense, CAM has sought to overcome problems described in Section 1.1
by increasing the surgeon’s visual perception with a certain accuracy (Luo et al. 2020,
Chadebecq et al. 2020). From this point of view, my research work points to this main
objective: how to improve this accuracy? Although, on one hand, I have already hinted
that in MIS the least invasive tool for obtaining 3D information comes from laparo-
scopic images, on the other hands, this approach is medically and technically challeng-
ing. The main reasons come from the different conditions/perturbations and hadware
limitations that could invalidate the depth maps and make the 3D reconstruction com-
pletely dysfunctional and erroneous; I have found four main challenging typologies that
could affect depth estimations: (Type A) - Intrinsic, (Type B) - Extrinsic, (Type C) - In-
duced, (Type D) - Technologic. In Type A there are all the conditions and perturbations
observed by the laparoscope and derived from intrinsic organs/soft-tissues properties.
In Type B there are all the conditions and perturbations generated during the images ac-
quisition and caused by the nature of the laparoscope for example: type of optics, lens
distortions and different light systems adopted. In Type C are collected all the actions
performed by the surgeon or external factors that could induce additional perturbations
in the different way laparoscope acquires images with respect standard conditions. In
Type D the are all the technical constraints and challenges emerged both from the algo-
rithmic and engineering point of view.

Perturbations of Type A, Type B, Type C and Type D could be mixed generating
combined challenges. It is possible to verify that for each of these 4 different types of
challenges there are different classes of algorithms, research fields and research lines
(Maier-Hein et al. 2014, Bernhardt et al. 2017, Ali et al. 2021). However, going into
detail, it is not possible to list all the specific perturbations and technical challenges,
however below I will synthesize the most common ones found the Literature with some
brief comments on some recent proposed solutions:

• Non-rigid tissues and organs - (Type A and C) Presence of organ and soft tissue
deformations is the biggest challenge in depth estimation for 3D reconstruction
and registration (Bernhardt et al. 2017). Deformations can be defined according
to different scales. They can be induced by the surgeon and range from the simple
displacement of an internal element (eg hepatic flap) to the complete removal of
one of the ROI parts (eg tumor resection). Furthermore, the same tissues and
organs are not rigid, for example due to the gas insluffment their arrangement with
respect to an initial state (such for example recorded in a pre-operative image)
moves and expands. Additionally, both tissues and organs show varying degrees
of motion due to pulsations and spasms (Maier-Hein et al. 2014). Recently several
papers have come to the conclusion that for a non-rigid registration a non-rigid
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3D reconstruction is mandatory (Kajihara et al. 2019).

• Specular reflections and other artifacts - (Type A): The endoscopic light is not
reflected homogeneously due to the intrinsic characteristics of the surfaces and
organs (eg wet and irregular). Many depth estimation algorithms work on an
exemplification of this problem by considering the light reflected equally on all
the points of the surface (Lambertian reflectance) (Maier-Hein et al. 2013). In
general the typical surface reflectance in real endoscopic video generates specular
reflections. In my opinion this is one the most relevant artifacts that could be
found in an endoscopic video. A concrete classification of other possible artifacts
is provided in Ali et al. (2021). However, as I will show in Chapter 2, there are
few works in the Literature that combine deep learning for depth estimation and
artifact removal directly on depth maps.

• Poor lighting - (Type B): In Vivo problems in acquiring accurate depth maps can
arise from a lack of homogeneous distribution of light on the surface (Maier-
Hein et al. 2013). This can be derived from poor lighting conditions, which are
generated due to the limited working-volume and hadware miniaturization. Some
works are introduced to solve this specific issue, for example in Liu et al. (2017)

• Mono or stereo laparoscope characteristics - (Type B): In general, stereo 3D
depth estimation is more reliable than mono depth estimations, providing both
a wider field of view and a greater stability (Mayer et al. 2016, Lin et al. 2016,
Stoyanov et al. 2010). However, advances in laparoscopy robotic engineering
both tend to reduce lens distortions (Qin and Hua 2016) and to miniaturize in-
struments and camera. A limited baseline (distance between the left and right
camera) could affect traditional stereo matching algorithms and depth predic-
tions, however, some valid solutions based on subpixels accuracy are introduced
in yhe literature (Maier-Hein et al. 2013, Sabater et al. 2011). In most neural
network models, similarly to traditional models, a sufficiently large baseline, in
widening the field of view, carries more information increasing accuracy (Bran-
dao et al. 2019). However, an increasingly smaller baseline leads these models to
converge towards a mono-based deep learning model. Generally, the latter works
better than mono-based traditional models (Zhou et al. 2020, Laga et al. 2020)

• Blood covering, occlusion and smoke - (Type C): In general, as a consequence
of the surgical intervention in the different operative phases, the internal scene
and the consequent estimation of the depth map is perturbed by three main condi-
tions: (i) the haemorrhages (which alter the observability both of target surfaces
and the ends of surgical tools ), (ii) the total or partial occlusions (due to poor
maneuverability, some elements of the surgical scene can be placed between the
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camera and the ROIs for a reasonable amount of time), (iii) the smoke generated
by electrocautery. From the removal of smoke to the estimation of depth in partial
occlusion conditions, the literature is very wide for what concerns traditional al-
gorithms and models based on neural networks, for both stereo and mono images
(Vishal et al. 2020, Wang et al. 2016, Heiselman et al. 2017, Maier-Hein et al.
2014).

• Real-time and other technical limitations or constraints- (Type D): In addition to
the accuracy problems, which are very challenging in CAM, real time constraint
must be respected (Maier-Hein et al. 2013, Mahmoud et al. 2016). Algorithms
that estimate depth, during the surgical workflow, cannot slow down the surgical
work-flow and cannot provide deferred information while the surgeon operates
for obvious practical and functional reasons. Current technological advances in
the use of neural networks paired with next-generation graphics cards (such as
the NVIDIA RTX generation), are approaching in real time even on mid-budget
GPUs, when optimized and balanced software solutions are adopted.

1.3 Research objectives

During my research I found a clear diachronicity between the research carried out in
the medical field and the same type of research carried out, for example, in the auto-
motive field. Neural networks applied for real-time depth estimation are de facto the
most promising reality in the automotive field for various topics like autonomous ve-
hicles navigation, pedestrian collision detection, etc. (Laga et al. 2020). While, in the
endoscopic (and laparoscopic) field, there are very few neural networks-based depth
estimation models in the Literature, which become fewer if we focus on encoders/de-
coders (and autoencoders) self-supervised and / or unsupervised approaches (a complete
overview is provided in Chapter 2.) The main reason is that there are no comprehen-
sive datasets with ground truth that can allow unsupervised models to be tested on
large-scale samples. On the other hand, in the automotive field there are wide dataset
collections with ground truth (for example KITTI Vision Benchmark Suite (Menze and
Geiger 2015, Fritsch et al. 2013, Geiger et al. 2012, 2013)). After all, in the automo-
tive field it is much more difficult to find all the complications that we might encounter
in a surgical environment and if there are they are very small. The lack of exhaustive
datasets in the surgical laparoscopic field derives from the intrinsic nature of the prob-
lem: it is not possible for ethical and moral reasons to create ground truth of internal
surfaces on living or dead patients. Generally, the datasets available in the literature
are without ground truth and in the most part of the cases are built on animal experi-
mentations (like pigs), for example in Ye et al. (2017). Recently, always on pigs, some
research centers, under strict restrictions and controls, are trying to create datasets with
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ground truth (or fiducials) (Modrzejewski et al. 2019). However I focus more on that on
Chapter 3. For the reasons above, my research can be divided into three related research
objectives:

• (1): The first objective is characterized by the development and evaluation of
unsupervised neural network models (stereo and mono) capable of estimating the
depths of soft tissues and organs. Consequently, it is possible to obtain a non-rigid
3D reconstruction.

• (2): The second objective is focused on leveraging a fuzzy local adaptive thresh-
olding algorithm (optimized on GPUs) to improve the neural network depth esti-
mations in post-processing. The algorithm has two functions in the pipeline, (i)
the first is to be able to identify errors on the depth map which are generated by
specular reflections or similar artifacts and (ii) the second is to locate the elements
closest to the laparoscopy and weigh them accordingly.

• (3): The third objective is focused on creating a close to reality and more exhaus-
tive simulated dataset to benchmark the models found in the literature or proposed
by me.

1.4 Research advances and Thesis organization

In pursuing the research objectives described in Section 1.3 and facing the research
challenges described in Section 1.2, I achieved some important research advances, with
respect to the state of the art, both in theoretical models and in their applications which
can be summarized in the following highlights:

• An advanced deep learning based model able to produce very accurate and close-
to-real-time depth estimations.

• A precise procedure for correcting depth maps with respect to specular reflections
and luminous objects proximal to the camera;

• The creation of a comprehensive and challenging simulated dataset for perform-
ing reliable model benchmarks

• Finally, the testing of models in close-to-real-time situations to evaluate their ef-
fectiveness within a surgical workflow. In this video YouTube Video it is possible
to see my model working in simulated and real surgery scenarios.

In Chapter 2 traditional and neural-network related works are introduced. In Chapter
3, the datasets used for training and evaluations are described. In Chapter 4 the models
designed in this Thesis are shown. In Chapter 6, the results achieved in this project and
several comparisons are described. Finally, the conclusions are in Chapter 7.
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CHAPTER 2

Related work and some insights

As explained in Chapter 1, there are different research branches and thousands of meth-
ods applied over the years for the depth estimation, for example, based on the calcula-
tion of the distance of the markers / fiducials (positioned in specific areas of the ROI)
or on the estimation of the three-dimensionality of surfaces and organs, etc. In Chapter
1 - Section 1.1 several possible applications were described. Instead, in this chapter, in
Section 2.1, the depth estimation related works are discussed. Furthermore, in Section
2.2, some artifact removal models are described because related to my depth map post
processing procedure.

2.1 Dense depth estimation models

The most immediate organization of this section could be achieved through the sepa-
ration of the methods based on the extraction of features from the methods based on
feature learning. But this type of separation would not be able to grasp the differences
and potential of the various methods proposed.

The idea is therefore to use a better known separation in the medical imaging com-
munity, that is to separate methods that produce dense depth maps from those that
produce sparse depth maps. The sparse methods are not completely comparable with
my models and so they will be treated only marginally. Subsequently, within the dense
methods, a further separation of the models is performed considering those for monocu-
lar and stereo images and keeping the traditional algorithms separate from the methods
based on supervised, semi-supervised and unsupervised learning. In detail, only en-
coders/decoders (and autoencoders) methods are enumerated. This choice is driven
by the application domain and the number of related works found in the Literature.
However, throughout the text we will also marginally discuss deep learning based ap-
proaches that do not necessarily involve autoencoders or encoder / decoder architec-
tures. Importantly, much of the text in Sections 2.1.1, 2.1.2 is from Bardozzo et al.
(2021). This paper has been submitted to Medical Image Analysis - Elsevier .
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2.1.1 Depth-map reconstruction with monocular images

2.1.1.1 Traditional methods

In the literature, traditional methods are considered, for example, SLAM, SfX, where X

could be a shading, motion, texture visual cues, Bayesian methods and classical vari-
ational methods from computer vision. An example of the latter group it the paper
of Stoyanov et al. (2010), where the authors propose a semi-dense reconstruction ap-
proach, where sparse points are found with a traditional approach and considered as
diffusion points; then, from these points the disparity information is propagated with
a region growing method. In Mahmoud et al. (2016), real-time endoscope position
in 3D space, with respect to an estimated 3D point cloud for soft tissues and organs
(also textureless), is obtained leveraging ORB features Chien et al. (2016) and SLAM

methodology combined with dense multi-view stereo depth maps.

2.1.1.2 Supervised and semi-supervised DL-based methods

Recently, promising methods have been introduced in several computer vision fields
and, in particular, in industrial and automotive applications, by combining traditional
methods with deep learning. For example, Kobler et al. (2017) designed a model to
combine variational methods with deep learning. Moreover, in most cases, traditional
monocular methods are used in the training phase as proxy labels to replace unlabeled
data (compensating for the lack of ground truth), or in pre- or post processing for more
accurate predictions (Tateno et al. 2017, Duan et al. 2019, Bahraini et al. 2019, Tosi et al.
2019). For example, the DL-based method of Hager et al. (2018) is semi-supervised and
it improves depth estimations by leveraging the information obtained with a Structure-
from-Motion based method (Leonard et al. 2018).

2.1.1.3 Unsupervised/self-supervised DL-based methods

A well-known unsupervised model based on autoencoders (AE) is proposed by Garg
et al. (2016); in this case, adjacent frames at time ti and ti+1 in a mono video are viewed
as displaced stereo pairs (IL and IR). IL is considered as input image, IR is considered
as target. The AE reconstruction loss (photometric error) leverages the displacement
field obtained by backward warping the predicted depth map with respect to the target
image. In detail, a displacement field is defined as the direction (backward/foreward)
and the distance that every pixel has to warp to match the target image (Garg et al. 2016,
Schwarz 2007). Later, Godard et al. (2017) introduced a similar work for AE depth es-
timation with left-right consistency loss. In a similar way, Yusiong et al. Yusiong and
Naval (2019) introduced an Inception-like stacked AE for monocular depth estimation.
In general, single or stacked AE could be considered as the building blocks for stereo/si-
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amese networks. Given the lack of stereo information that can be exploited at least in
the training phase (Tosi et al. 2019), a mono depth estimation problem is often defined
ill posed and leaves some challenges opened.

2.1.2 Depth-map reconstruction with binocular images

2.1.2.1 Traditional methods

Traditional methods leverage techniques like block matching, graph cuts, semi-global
matching, Bayesian methods and variational methods (Hamzah and Ibrahim 2016). For
example, Geiger et al. (2010) proposed a Bayesian method for an efficient stereo match-
ing and sparse reconstruction. Furthermore, in Wang et al. (2018), endoscopic depth
maps are reconstructed through an estimate of variational disparity in a multi-resolution
pyramidal representation of stereo images. The disparity estimation method goal is to
minimize a modification of the global energy cost function. In Yamaguchi et al. (2014),
the depth maps are estimated by developing a semi-global block matching algorithm
based on the joint evidence of the stereo and video pairs. In general, if these traditional
monocular and stereo models provide sparse disparity estimations, on the other hand
they also provide possible solutions to their sparsity.

2.1.2.2 Supervised and semi-supervised DL-based methods

A first attempt of a deep neural network-based 3D non-rigid organ reconstruction can
be found in Antal (2016, 2017). The approach is based on training a six layer deep
neural network with heart beating stereo image pixel intensities combined with three-
dimensional information (Pratt et al. 2010, Stoyanov et al. 2010). The network pro-
vides the 3D coordinates of each pixel. Unfortunately, for the reasons above explained,
three-dimensional and/or depth map GT is often unavailable leading to the need of
unsupervised/self-supervised or semi-supervised models. For example, Luo et al. (2019)
cope with the lack of ground truth by replacing it with proxy disparity labels to improve
AE depth predictions (Tosi et al. 2019). Pseudo labels are computed with different tra-
ditional algorithms and used in the supervised training phase as a sort of loss driver.
In particular, Luo et al. (2019) adopted some transformations of the ad-census stereo
algorithm originally designed by Zabih and Woodfill (1994)..

2.1.2.3 Unsupervised/self-supervised DL-based methods

Ye et al. (2017), inspired by Garg et al. (2016), introduced the first work on binocu-
lar laparoscopic depth estimation based on self-supervised Siamese networks (Ye et al.
2017). In their work, two equal AE with shared weights (defined as Siamese) are de-
signed. Xu et al. (2019) introduced further advances exploiting a Siamese-like structure
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with the addition of skip connections as in a ResNet-like architecture. Furthermore,
Goldman et al. (2019) introduced additional improvements by adapting a ResNet-like
approach to a Godard et al. (2017) architecture to learn stereo and infer mono. Sim-
ilarly to models described in Laga et al. (2020), most of the models compared in this
work and in other application domains have some limitations that should be addressed:
for example, these models are too sensitive to complex lighting conditions and surface
reflectance properties. Moreover, as will be discussed in Section 6, estimated depths are
often smoothed, noisy and show incorrect or deformed object positions. Morever, these
related models (Ye et al. 2017, Luo et al. 2019, Xu et al. 2019, Godard et al. 2017) show
low-depth resolutions, non-continuous depth levels on continuous surfaces, and gener-
ate artifacts. For example, the depth maps of Ye et al. (2017) have black bars on the left
or right side, as shown in Figure 6.4. In the same Figure, it is possible to observe that
the black bars induce distortions in adjacent areas, displacements of the object positions
with respect to the original scene and narrowing the field of view for depth estimation.

2.2 Pre- and post-processing models

Artifacts generated by specular reflections and other types of artifacts in traditional and
deep learning models are generally removed in during the pre-processing with the aim
of improving final results. Recent deep learning encoder/decoder and autoencoder ar-
chitectures are quite stable to different types of perturbations induced by the presence
of artifacts. For this reason many of the deep learning models described in Section 2.1
are able to make reasonable depth estimations in low light conditions, specular reflec-
tions, occlusions, smoke, bleeding, etc... without the need for pre- or post-processing
for artifacts removal. See also Ye et al. (2017), Xu et al. (2019), Luo et al. (2019), Laga
et al. (2020). This does not mean that they are infallible: in my Thesis I will show that
in some conditions a soft post-processing can ”slightly” improve the depth estimates
done by my models. The literature is very extensive in this regard and goes beyond the
scope of this Thesis. Moreover, although the removal of artifacts is a much-discussed
topic in the literature, the same removal of artifacts has been frequently applied to orig-
inal images and not to depth maps as in this Thesis. I proceed by following some key
points and showing what kind of depth map post-processing I have chosen to improve
depth accuracy. A first example could be found in Barbalata and Mattos (2014). In
this case, a specular reflection removal algorithm based on filters and binary masks is
introduced to improve the classification of laryngeal tumours. From this work, I got the
idea of applying an additional filter and obtaining a binary mask to be superimposed on
the depth map for its correction but, in my case, the procedure had to be further refined.
Recently, Mahmood and Durr (2018) used digital image painting as pre-processing to
improve depth estimates obtained with adversarial neural networks. Few years later, Ali
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et al. (2021) introduce generative adversarial networks that are trained both to isolate
artifact typologies and to apply video endoscopy restoration. In this case, the artifacts
are separated into different types and consequently processed in different ways. In
general, modern and deep learning based techniques have shifted the focus from pixel
colour distribution analyses and image painting to more affordable feature driven meth-
ods focused on deterministic adaptive algorithms and/or, only partly, on gradient-based
models. This because some transformations induced by traditional models, such as the
impainting ones, or deep learning models, cause the alteration of the original content of
the image by inducing a sort of reconstruction/estimation of the corrupted parts.

In Li et al. (2019) and Tan et al. (2017), the specular reflections are removed with
a model based on adaptive robust principal component analysis. Furthermore, in Asif
et al. (2020) specular reflections of human colorectal endoscopic images are detected
by using the intrinsic image layer separation model oriented to the extraction of high
gradient area. Always in 2020, I published a paper in Information Fusion Journal that
is capable of foreground/background segmentation with a very high accuracy. This
method is based on adaptive fuzzy integral-based images obtained from the general-
izations of Sugeno and Choquet integrals (Bardozzo et al. 2020). I found this work
very interesting also for its important applicative contribution to this Thesis. In fact,
with a correct parametrization, this novel algorithm is able to detect proximal elements
to the endoscopic camera and specular reflections. This can help in post-processing
to fix depth estimations. The fuzzy algorithm works on gray scale depths instead of
pre-processing RGB images by recognizing the brighter area affected by specular re-
flections or with a relevant proximity to the camera. I omit the part of the related works
for the specific background/foreground segmentation present in the literature because
they have already been published in Bardozzo et al. (2020). However I will provide
specific details on the implementation of this algorithm and its results combined with
my deep learning model in Chapter 5.

2.3 Model proposal positioning

In this work I propose two mono and stereo models (deep learning networks) that are po-
sitioned in the class of the unsupervised ones (see also Section 2.1.2.3). Although they
may take theirs cue from Siamese autoencoders of Ye et al. (2017), Xu et al. (2019),
they are more oriented in the encoder / decoder classes by taking advantage of the learn-
ing of the displacement field (left-right consistency loss) used in Godard et al. (2017,
2019). Compared to the previous state-of-the-art autoencoders (mentioned above), the
encoder/decoder models I propose present a reduced number of convolutional layers, re-
sulting in a certain sense, wider than deep. They do not present batch normalization like
the previous ones and exploit, in an engineered way, a specific positioning of the skip
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connections between encoders and decoders. The same loss in both stereo and mono
models has been changed with respect to previous architectures and empirically config-
ured following an extensive series of experiment grids on Marconi100 (supercomputer
of SCAI CINECA). The Siamese configuration (especially in the stereo model) not only
presents (in late integration) parameter sharing, but converges by stereo correspondence
into a single image (depth estimation). For this task, I designed a specific combined loss
function oriented to minimize typical reconstruction error functions and to obtain more
stable solutions on the edges. The concept of late integration is inspired by the X-CNN
Cross-modal convolutional neural networks of Veličković et al. (2016) (even if left and
right channels in cross-relation are not effectively different modalities.) Moreover, the
encoders / decoders in the stereo pipeline and along the stereo model have been arranged
in a stacked structure which ends with the application of an advanced stereo matching
layer consisting of a series of concatenation and dense layers which is inspired but not
equal to Žbontar and LeCun (2016). There are several works on the use of stacked
autoencoders or encoders / decoders, but the ones that have particularly aroused my
interest are those of Maimaitimin et al. (2017), Yusiong and Naval (2019). As I will
describe in the following chapters, many novelties in terms of model configurations and
design can be located not only in the architectural choices with respect state-of-the-art
but, also, in those oriented to the specific application domain. Finally, the interaction
with the fuzzy algorithm to correct the depth map estimations, although it falls within
a specific range of models described above, is completely innovative due to its configu-
ration and within this application domain. Many details and comparisons can be found
directly in the Chapters dedicated to models (Chapter 5) and to the processing (Chapter
4).
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CHAPTER 3

Datasets

The major part of laparoscopic and surgical depth estimation models have been usu-
ally designed to work on datasets without ground truth showing unsupervised or semi-
supervised characteristics. This is because, as I described in the Introduction 1, the
acquisition of datasets with ground truth is very limited on humans (and often on an-
imals). The unlabeled training set used in this Thesis is described in Section 3.1 and
the test set without ground truth is described in Section 3.2.1. On the other hand, to
evaluate the sensitivity and robustness of my models, I tested the results also on some
available datasets with ground truth. The latters are described in Section 3.2.2. How-
ever, as I will describe in the next sections, these datasets have some ground truth highly
imprecise. For this reason, in Section 3.3, I introduced a novel simulated test set with
ground truth. As far as is my knowledge, this type of dataset has been never proposed
in the Literature. It is my opinion that the use of this type of test set can improve
model benchmarking for depth estimation and 3D reconstruction in terms of accuracy,
robustness and sensitivity.

3.1 Training set

My models have been trained on the human partial nephrectomy dataset available on
the repository of the Hamlyn Center Imperial College of London. The training set is
composed of 34.240 pairs of rectified stereo images of size j = 384 × k = 192 pixels
sampled from 11 in Vivo surgery operations. The data set used is not heterogeneous
and, because it was sampled at a high frame-rate, many of the adjacent sampled frames
are redundant. This could lead networks in training stages to give more importance to
the most frequent features rather than the rarer ones. Ye et al. (2017) tried to solve this
problem using random sampling strategies. However, instead of adopting this strategy,
I preferred to solve the problem from the point of view of the model by choosing an op-
timizer capable of handling redundancy. In Figure 3.1 sample selected from the training
images are provided. In Section 3.2.1, the unlabeled test set samples are described.

15



3.2 Test sets

This Section describes the two different types of test sets adopted, their subjects and the
acquisition methods. In general, to avoid bias, test sets with and without ground truth
are separated from the training set, ensuring the independence of the images used for
training from those used for testing.

3.2.1 Test set without ground truth

The images belonging to the unlabelled test sets are usually of animals and humans. In
my case, the test set is composed of 7.191 unlabeled stereo images always provided by
the Hamlyn Center (see also Section 3.1). This images are of the same type of those
used for training. The same test set is used in the works of (Xu et al. 2019, Luo et al.
2019, Ye et al. 2017). This is a fairly large test set compared to other datasets and also in
this case all the images are already stereo rectified. As it is possible to observe in Figure
3.1, the dataset is challenging because of the presence of real specular reflections, blood,
partial instrument occlusions and smoke.

3.2.2 In Silico and In Vivo test sets with ground truth

The other solutions work around the creation of new test sets with ground truth pay-
ing attention to some relevant characteristics and challenges for the application domain.
There are several researches in which test sets with ground truth are acquired consider-
ing three-dimensional models (phantom). In these cases, the ground truths are acquired
with the same acquisition techniques used for humans and animals (computer tomog-
raphy (CT), etc...) (Pratt et al. 2010) or, for example, with laser scanners (Penza et al.
2018). Other invasive techniques, exclusively on animals, provide the possibility of
operating with an open abdomen and/or by using additional sensors for the acquisition
of ground truth (such as structured lights (Lin et al. 2015)). In my Thesis, I tested my
models on the following publicly available datasets with ground truth. This choice is
driven by the fact that these test sets are used in other papers with the same purpose of
depth estimation (for example in Luo et al. (2019)).

• Test Set B: This is the case of data sets built on phantom models. The first data
set considered is of Pratt et al. (2010). In particular, two stereo videos of ”ghost
of the silicon heart deformed by heart pulses” are recorded. As a result, a series
of associated CT (computed tomography) scans are acquired and used as ground
truth. Videos are recorded at a frame rate of 1/25 for a total of 3389 images for
the first video and 2427 for the second video.

• Test Set C: In 2019, MICCAI Grand Challenge proposed a new test set of 45
stereo images with ground truth suited for depth estimation and 3D surface re-
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Training Set and Test Set A (without ground truth)

Left Channel                         Right Channel
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Fig. 3.1 In this Figure left-right channel of In Vivo samples for unlabeled training and
test set are provided. These scenes are publicly accessible on the Hamlyn Center Vision
repository and in particular are provided by Ye et al. (2017)

construction. The 45 stereo images come from three different in Vivo porcine
endoscopic inspections with a size of 1280 × 1024 pixels. The ground truths
are generated with structured lights with prior knowledge of camera calibration
parameters and transforms.
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Test Set B (with ground truth)
Left Channel                    Right Channel                      Ground Truth (Left channel)
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Fig. 3.2 In this Figure left-right channel samples with In Silico ground truth for different
scenes are provided. These two scenes are publicly accessible on the Hamlyn Center
Vision repository and in particular are provided by Pratt et al. (2010).

The stereo images of Test Set B have a size of n = 360 × m = 288 pixels, while
the stereo images of Test Set C have a size of n = 1280 ×m = 1024 pixels. For a fair
comparison, instead of losing details by center cropping or strong resizing, I produced
two consecutive subdivisions and resizing of the stereo images and left channel GT.
Therefore, if the original size of the images/left GT is (n ×m), two images with size
(n × m

2
) are obtained. Subsequently, to fit the model input size (j × k), these images

are scaled with bilinear interpolation to the same model input size: (n×m
2
) ↪→ (j×k).

The reverse procedure is performed at the comparisons phase. Specifically, once my
model estimated two depth maps for each original image, these two depth maps are
recomposed in one depth map and brought back to the original size to be compared
with the ground truth.

There are several problems on these datasets (especially those in Silico), specially
for the way they were built, because they could invalidate the models on which they
are tested (see also [Here]). This is because the In Silico phantom models do not fully
reflect the observed reality. For example, the recorded in Silico organs are suspended in
the void, without surrounding elements, thus leading to unrealistic depth estimations.
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Test Set C (with ground truth)
Left Channel                    Right Channel                      Ground Truth (Left channel)
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Fig. 3.3 In this Figure three left-right channel In Vivo samples with structured-light-
based ground truth for different scenes are provided. This dataset is under gentle con-
cession of MICCAI Endovis Grand Challenge 2019.

Moreover, in Silico surfaces do not fully reproduce a real surface due to the materials
used, thus also altering the way the light is reflected in real laparoscopes, etc.. I partially
agree with the presence of these problems. I think that the main weaknesses of these
strategies are caused by the imperfect ground truths which are produced with several
strategies. For example, in Figure 3.2, it is evident that in both the examples of Video
1 and Video 2 of Test Set B there are some characteristics in the depth map that are
not perfectly corresponding to what a model can obtain from the 2D image. In this
case, the ground truth generated from the computer tomography (CT) goes so deep into
3D modeling that, correctly, it also represents some parts that are invisible and remain
invisible from an endoscopic point of view. The risk of using deep-learning-model
validation with this test set lies in the fact that the neural network could both generate
and estimate parts of the images from scratch, thus generating false positives that could
be ”correctly” aligned with the ground-truth obtained from CTs. These alignments
would not be true at all. This error, in a surgical operation, could lead the surgeon to see
in augmented reality the depth of an object that is not there and that, if there is, it is at
a different depth, even below the surface. In Figure 3.3, three samples of Test Set C are
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shown. In this case the ground truth depths are completely discretised to a few depth
levels. So there is no detail in the differentiation of depths even if it is evident that the
surfaces are continuous. Models that estimate the surface in a continuous field if tested
over these ground truths could be both overestimated and/or underestimated. Moreover,
always in Figure 3.3, these ground truths generated by structured lights are distorted on
the borders. In real-time surgery, this could induce a wrong validated model to represent
objects in wrong positions and with unreal depths.

3.3 Simulated test set

In this section I introduce Test Set D, which is a close-to-real simulated test set with a
noiseless ground truth. In Figure 3.4 there are some samples of the simulated dataset
with their ground truths1 The dataset is born in response to the ground truth issues
described in Section 3.2.2 . In particular, the simulation represents a 3D environment
that reproduces 6 possible internal surfaces with different perturbations, reaching 13
simulated video. The goal of the simulations is to design a truly controlled test set
with different difficulty levels that gradually increase. In this way, it is possible to
challenge the network and clearly understand where the models win or fail. Some
control simulations are then created without a huge presence of artifacts, then artifacts
are inserted (endoscopic navigation with changes of lights, specular reflections, smoke,
blood, etc...).

3.3.1 Initial setup

The simulated virtual environment is built both by 3D merging and remorphing a liver
computer tomography scan provided by Suwelack et al. (2014). In this way it is mod-
eled a near-real 3D structure that can represent anatomical details and environments that
could be found in laparoscopic surgery. I have proposed the various simulated scenes
to the careful analysis of a group of surgeons and have selected only the scenes that
surgeons consider familiar, removing those that seemed far from a surgical and oper-
ative reality. The 3D scenes are texturized with real laparoscopic images taken from
Test Set C. The texturing process took many hours, as the 3D modeled parts had to be
aligned collinearly with the textured parts. I had to respect a certain geometry of the
3D environment with respect to the applied texture and apply other precautions that I
describe below. For example, some deeper areas in the 3D model might correspond to
a darker red area where blood can flow (see scene 6 and scene 8 of Figure 3.4). While,
the most prominent parts, or the parts where the endoscope could reflect the light most,

1. For a better display of depth maps and depth ground truths, in some figures along the thesis, I
leverage a colour palette used also into similar works which is called Inferno (Hunter 2007). The bar
indicating the intensity of the colours between 0 and 1 is found in Figure 5.3.
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Test Set D - Simulated Test Set
Left Channel                    Right Channel                      Ground Truth (Left channel)
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Fig. 3.4 In this Figure left-right channel samples simulated Test Set D with related Gl

ground truths 1.

generally had to be brighter, or less bright if not framed (this is present in all scenes).
It all depends on the position of the endoscope, but also on what the scene simulates.
To be more clearer, I provide an example of a typical feature of this type of surfaces:
being soft tissues, if pressed by a hypothetical surgical instrument, their color becomes
lighter because the underlying blood, by pressure, branches off to areas far from the
points of pressure. Consequently, more protruding areas may be either lighter or darker
due to anatomy, bone tissue and other reasons which are not related only to the visible
tridimensional geometry.
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3.3.2 Video tipologies and artifacts simulations

All the scenes I produced are texturized to represent lighter, darker, bloody areas and
with the presence of different types of tissues, blood vessels of varying sizes and with
clearly different geometric shapes. However, in this Section, I classify the scenes by
considering the type of challenge that they present. In particular, as explained in the
previous paragraph, 13 videos were selected by expert in the field, and these video
present different challenges on 6 different scenes which are respectively named: Scene
1, Scene 3, Scene 4, Scene 5, Scene 6, Scene 8 (See also Figure 3.4).

3.3.2.1 NAVI scene challenge

In this case, endoscopic navigation along the vertical and horizontal axis and on its two
secant bisectors is simulated. In scene 1, scene 4 and scene 6 the initial position of
the stereo camera is central to the coordinates of the left image. In scene 3, the initial
position of the stereo camera is slightly off-centre in the upper right corner of the left
image. In scene 6, the initial camera position is slightly off-centre in the lower left
quadrant. While, in scene 8, the position of the stereo camera is slightly decentered to
the lower right of the centre point. In all the quadrats I positioned the camera the shift
from the center scenes in coordinates (0,0) is of ±5 pixels with respect their respective
horizontal and vertical axis.

3.3.2.2 LIGHT scene challenge

In all scenes, the light changes are very pronounced. The intensity of the light is or-
ganized according to the closest positions of the endoscope. The light diffusion model
over the texturized areas is Lambertian (Ikeuchi 2014). The light reflections are made
irregular by the presence of specular reflections on the textures. The 3D environment
manages the shadows and the brightest area natively by dynamically changing the po-
sitions of the light along with the video creation. The movements of the lights are the
same as those described for the movements of the stereo camera in the previous subsec-
tion. Scene 1, Scene 4 and Scene 6 present specular reflection artifacts. The specular
reflections in Scene 3 and Scene 8 are moderate. While in Scene 5 are absent. In
particular, several shades have been introduced throughout the scenes which are quite
challenging for the models. The most marked is in Scene 3 in Figure 3.4: in the area of
the lower right corner the shading has been voluntarily increased with respect to its real
depth, which can be ascertained from the ground truth. This is decidedly contrary to a
natural situation that can be represented in scene 1 but, in some cases it could occur due
to an incorrect position of the endoscope lights and must be taken into consideration. In
Figure 3.5 three light position changing samples are shown for two scenes.
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3.3.2.3 DEFORM scene challenge

Scenes 4 and Scene 5 fall into cathegory DEFORM. In particular, in scene 4 a de-
formation similar to that induced by diaphragmatic breathing was generated, therefore
very slow and with a very large surface dilation are designed. While, in video 5, a
deformation induced by cardiac pulsation and propagated in the circulatory system is
generated. Therefore in this case, the type of movement is less slow and more limited
both temporally and in the area of action.

3.3.2.4 SMOKE scene challenge

A realistic video of smoke recorded with the alpha channel background for Scene 1 and
Scene 4 of Figure 3.4 is superimposed. The smoke is gradually getting stronger until
almost the entire scene disappears. It is very similar to a situation that actually exists
in the operating environment. Note that the smoke in this area is usually not so dense
as to create marked shading on the surface itself, both due to lack of space and the ex-
treme proximity of the endoscope to the electro-cauterized surface. Three examples of
gradually superimposed smoke are shown with respect to the original images in Figure
6.3.

3.3.3 Implementation details and configurations

The entire collection of scenes were recorded with vokoscreenNG (link here) in mkv
format at 60 frames per second directly observing the changes induced on MeshLab
(Cignoni et al. 2008) on the simulated environments. A python script has automati-
cally generated parameterizable macros to induce the 3D environment to follow pro-
grammed behaviors. Each stereo video was converted to stereo images using ffmpeg
(see here). The induced movements were robotized in order to make them accurately
equal between the scenes under analysis. In particular, to robotize the behaviors in the
three-dimensional environment of the video, a synchronization system between mouse
and keyboard commands on MeshLab was used through the Xmacro library (sse here).
The Xmacro C++ library took as input the macros created previously and automatically
launched the recording of the scene. The scene recording for each scene occurred 4
times: the first time for the left channel, the second time to record the video of the left
channel depthmap, and the same for the right channel. The baseline was varied from
15 to 30 pixels for the different scenes. The ground truth depth maps for the left and
right channel were generated by the depthmap MeshLab shader introduced by Valerio
Corsini of the team of MeshLab. In particular, the fragment program of the shader is
configured to represent the 3D environment surface in gray scale. In particular, the
colour of each vertex is assigned by weighting the gray scale value in a way directly
proportional to the z position of the vertex in a triangle mesh. For all the scenes, the
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camera settings and camera intrinsics are provided accompanied with the 3D model on
the repository online as MeshLab project files [Google Drive]

Test Set D - three samples with ground truth of LIGHT type scenes

Light changing (Scene 1)              Light changing (Scene 2)    

a

b

c

Ground Truth

Fig. 3.5 In this Figure three left channel samples with ground truth for LIGHT chal-
lenge scenes (at three different endoscopic light positions) of Test Set D are provided.
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CHAPTER 4

Unsupervised models for Mono and Stereo Depth Estimation

In this chapter, I will introduce two unsupervised deep learning models for depth es-
timation in laparoscopic mono and stereo configurations. Before proceeding, I would
like to spend a few words on what unsupervised learning is: it could be seen as an
application of self-taught learning (Raina 2009). In neural networks as in humans,
self-taught learning means learning without being guided by additional information or
labels connected to what we have to learn. For example, it means learning to play a mu-
sical instrument without knowing music theory, the nomenclature of notes or without
knowing the score. A single unlabeled example will never get a network or, probably,
a human brain to train. The strength of these methods relies on their architectures but
also on the number and quality of unlabeled data. In this sense, it can be proved that
unsupervised learning, in some situations, leads to better performance than supervised
learning which, in turn, is conditioned by massive labeling and data organization (Laga
et al. 2020). Given that, I organized the Chapter as follows: The first model I introduce
is a mono depth predictor which takes the form of an unsupervised encoder/decoder
(Mono depth CNN - See Figure 4.1). The model is detailed in Section 4.1. The sec-
ond model is an unsupervised Siamese encoder/decoder network ending with a stereo
matching module (Stereo depth CNN - Figure 4.3). The latter is described in Section
4.2. The novelty of the models presented in this thesis is based both in their design but
also in their arrangement by stacking encoders/decoders in a pipeline to obtain more
accurate predictions (Stereo depth pipeline - See Figure 4.2). The pipeline consists of
three networks trained separately and only subsequently combined. The first two trained
networks are the two Mono depth CNNs for left and right mono channel (Block SN1
in Figure 4.3). The Stereo depth CNN is the third trained network (Block SN2 + SM
in Figure 4.3). The training configurations are described in Section 4.4. The training
losses are described in Section 4.3. Some implementation details are provided in Sec-
tion 4.5. Training time performances and prediction time performances are described
in Sections 4.6 and 4.7. Much of the text in this Chapter is taken from Bardozzo et al.
(2021). The paper is submitted to Medical Image Analysis - Elsevier.
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Fig. 4.1 In Figure 4.1 show the Mono depth CNN architecture. The input layer (IX),
where X could be the left or right channel image is shown in gray. The Convolutional
layers Cn are shown in violet for the (a) encoder, in blue for the (b) boottleneck and in
red for the (c) decoder. The Max Pooling layers (M1, M2, M3) are shown in yellow.
The upsampling layers (U1, U2, U3) are shown in orange. The variable F corresponds
to the number of filter and is equal to 32. The two two skip connections C1 ⊕C9 and
C2 ⊕C8 are shown with dotted arrows.

4.1 Mono depth CNN architecture

The input and target layers of the Mono depth CNN architecture has in input grayscale
images of 384 × 192 pixel size. The mono encoder architecture ( Figure 4.3 Box a) is
inspired by a simplified version of VGG-16 (Simonyan and Zisserman 2015) where, to
preserve the spatial information, fully connected layers are replaced by convolutional
layers on the bottleneck. For each convolutional layer in Figure 4.3 - Box (1) the
number of filters F is 32 with a kernel size of 3 × 3 (F = 32, ks = (3 × 3) ∀Cn).
According to Godard et al. (Godard et al. 2017, 2019), Exponential Linear Unit (ELU)
is chosen as the activation function for all the convolutional layers from C0 to C10.
The encoder fenc is structured as 5 convolutional layers with a kernel size of 3× 3 and
with an increasing filter size F from 32 to 256. The fenc contains 3 down sampling
layers (M1, M2, M3) with pool size ps = (2 × 2), stride 2 and zero padding (see
also yellow blocks in Figure 4.3 - Box (a)). The down sampling strategy adopted
is Max pooling because it is effective in providing informative down sampled feature
maps (Ketkar and Santana 2017). In the mono CNN bottleneck, according to the blue
blocks in Figure - Box (b), the number of filters is both increased to 64 (F × 2), 128
(F× 4) and 256 (F× 8) and decreased inversely. The decoder fdec mirrors the encoder
structure, containing the same number of convolutional layers of fenc and by replacing
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Stereo depth CNN

...w

Dl

Dr

DsC12

⊗ ...

FC1 FC2 FC3

Siamese Network 2 (SN2)      Stereo Matcher (SM)

Fig. 4.2 Stereo depth CNN is designed with two encoder/decoder networks in a siamese
configuration (SN1) which are connected with a stereo matching module (SM). The
encoder/decoder network has the shape of the Mono depth CNN described in Figure
4.1. Instead, the SM is an additional architectural module composed of fully connected
layers and a convolutional layer C12 at the end (in orange). The Stereo depth CNN takes
in input two depth maps (Dl) and (Dr) for left and right channel respectively. The left
branch Cl

10 and right branch Cr
10 concatenation⊗ is shown in red. The fully connected

layers (FC1,FC2 FC3) are indicated in violet. The output depthmap is indicated in
gray as DS.

Fig. 4.3 In Figure 4.3 Stereo depth pipeline is shown. In particular, two Mono depth
CNNs are both disposed in a siamese configuration (SN1) and stacked on the Stereo
depth CNN (SN2 + SM - see also Figure 4.2). In this way the Stereo depth pipeline
takes the form of SN1 + (SN2 + SM)). At the prediction time the Stereo depth pipeline
takes in input (Il) and (Ir) for left and right channel providing in output (Ds).

down sampling layers with up sampling layers. The upsampling layers ( U1, U2, U3)
have an upsampling factor uf = (2× 2) and transform spatially the features maps with
proximal interpolation (see also orange blocks in Figure 4.3 - Box (a)). At the network
tail, fdec outputs a single channel response map which is fed to a Sigmoid activation
on C11 to provide pixel-wise depth predictions. In forward, exponential linear unit

(ELU) neurons activation represent the output the features of Cn ∈ fenc, fdec with n
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from 1 to 10. In backward, ELU balances the weight updates by bias shift fixing neuron
activation on their average values (Clevert et al. 2016, Trottier et al. 2017). Moreover,
between fdec and fenc, as in ResNet-like networks, vanishing gradient problems are
prevented by positioning two skip connections via addition (He et al. 2016): C1 ⊕
C9 and C2 ⊕ C8. The position of the skip connections seems to be very relevant
for improving or worsening network convergence. The relative layers size and further
details are provided in Figure 4.3 (a-b-c). The output layer of this model is equal to
input size and provides a mono depth estimation (Dl or Dr) which depends on the input
(further details are shown in the next sections).

4.2 Stereo depth CNN architecture and Stereo depth pipeline configura-
tions

According to similar Siamese networks (Ye et al. 2017, Xu et al. 2019, Luo et al. 2019),
the first Box of Stereo depth pipeline of Figure 4.3, is composed of two Mono depth

CNNs (see also Section 4.1) which are trained separately and arranged in parallel (SN1
in Figure 4.3-(d)). The second configured block (SN2+SM) is inspired by the Accu-

rate Architecture of Žbontar and LeCun (2016) with some additional modifications. In
particular it consists of a Siamese network (SN2) followed by a stereo matching mod-
ule (SM) with spatial mapping and transformation in the pixel domain of [0, 1] (see
Figure 4.3-(e)). In this case, as shown in the same Figure, the two encoders/decoders
are engineered for weight sharing (W). Moreover, their output layers (Cl

10 and Cr
10)

are arranged in a concatenation layer Cl
10 ⊗ Cr

10 (red blocks in Figure 4.3- Box (e)).
The concatenation layer is flattened by three consecutive fully connected layers FC1,
FC2 and FC3 of 200 neurons, respectively (violet blocks in Figure 4.3- Box (e)). The
stereo matched information is reconstructed from FC3 to a single filter C12 of kernel
size 3 × 3 with sigmoid activation. Thus, as it is described in Section 4.4, this model
reconstructs depth classified spatial information into a 2D depth map representation by
learning combined nonlinear function transformations from both paired stereo features
and mono depth estimates.

4.3 Unsupervised loss functions

4.3.1 Mono depth CNN loss

My models are characterized by learning the transformation of the features by repre-
senting stereo displacement fields in a mono or stereo configuration. This is induced
by considering one of the stereo channels as the input and the other as the target (Ad-
ditional information in Appendix A.3). In SN1, the unsupervised losses of the Mono

depth CNN is mainly focused on representing the reconstruction error. Instead, with the
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Stereo depth CNN, an advanced depth consistency loss is designed to learn the stereo
matching cost function (between Dl, Dr) and a more detailed edge reconstruction loss.
The different losses are parametrized with respect to their predictions ŷ and targets y.
For example, in SN1, the left-branch encoder/decoder ŷ is Dl and its relative target y is
Ir. While, on the right-branch, one ŷ is Dr and its relative target y is Il. In detail, ŷ and
y are collected in tensors per N batches of a specific batch size. According to similar
works (Zhao et al. 2016), the Mono depth CNN loss (`MD) is defined in Equation 4.1 as
a linear combination of `dS (Eq. 4.2) and `L1 (Eq. 4.3) with α = 0.9 and β = 1.0 − α
and α + β = 1.0:

`MD(y, ŷ) = α× `dS + β × `L1. (4.1)

In the encoders/decoder, the combined loss based on dissimilarity SSIM (dS) and
L1 norm is averaged per single batch. In particular, dS is parametrized with k1 = 0.01,
k2 = 0.03 and a sliding 3× 3 Gaussian kernel of σ = 1.5. For each i-th batch, the pixel
intensities of the gray scale image range is not necessarily fixed at [0, 1] for each image
but may change. Thus, accordigly to SSIM definition (Abadi et al. 2016), this dynamic
range of intensities is computed for each i-th batch as follows: dri = max(yi, ŷi) −
min(yi, ŷi). The dissimilarity dS loss (`dS) is defined in Equation 4.2:

`dS(y, ŷ) =
1

N

N∑
i=0

1− SSIM(yi, ŷi)

2
. (4.2)

Accordingly, the L1 loss (`L1) is:

`L1(y, ŷ) =
1

N

N∑
i=0

|yi − ŷi|. (4.3)

4.3.2 Stereo depth CNN loss

In the Stereo depth CNN, a three-losses weighted combination is designed. In addition
to `dS and `L1, a third regularization loss is introduced `L1∇ that penalizes the mean ab-
solute first-order gradient. This regularization finds recent applications both for depth
estimation (Alhashim and Wonka 2018, Laga et al. 2020) and for super-resolution prob-
lems (Lu and Chen 2019) with its adaptation to Sobel edge detectors (Kanopoulos et al.
1988). In particular, it provides more attention on edge reconstruction errors (Alhashim
and Wonka 2018). In addition, this type of gradient-based loss is less sensitive to vari-
ations in lighting and acquisition conditions than the photometric losses (Laga et al.
2020).

The Stereo depth CNN loss (`SD) is given in Equation 4.4:
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`SD(y, ŷ) = wα × `dS + wβ × `L1 + wγ × `L1∇. (4.4)

Since this is an unsupervised training model, the best Stereo depth CNN configu-
ration of Equation 4.4 parameters is obtained by evaluating dozens different weights
combinations on the training set. The best four models were compared on the test set,
which is completely independent from training set. The best accuracy is obtained by
setting wα = 0.1, wβ = 0.2 and wγ = 0.6. In Stereo depth CNN, ŷ is the couple
(Dl

s, D
r
s) and its relative reference y is Dl or Dr. According to similar works (Godard

et al. 2017, Luo et al. 2019, Xu et al. 2019), `SD could be intended as a sort of improved
depth consistency loss.

Given the vertical and horizontal gradients of y and ŷ (respectively (δyv , δ
y
h) and

(δŷv , δ
ŷ
h)) the loss `L1∇ is defined in Equation 4.5:

`L1∇(y, ŷ) =
1

N

N∑
i=0

|δyiv − δŷ
i

v |+ |δ
yi

h − δ
ŷi

h |. (4.5)

4.4 Training configurations

In the first training step of the Stereo depth pipeline, the Mono depth CNN model of
SN1 is trained separately by switching alternatively the left and right channel of stereo
rectified images (Il, Ir) as inputs or targets. For example, if the input layer is Il then
target layer is Ir or vice versa. Accordingly, the Mono CNN model generates a mono
depth estimation Dl or Dr. In the second step, for SN2 + SM, the inputs are the stereo
depths (Dl, Dr) previously computed and the target is the left reference image (Dl).
Eventually, it is possible to train the network with the right channel as target (see also
violet and blue arrows in Figure 4.3 - Box (b)). The weights of convolutional and
fully connected layers are initialized with standard Glorot uniform distribution (Glorot
and Bengio 2010). This training set is very redundant due to the high frame rate in
which the stereo images are sampled over time. To improve model training, the batches
are composed of a random image selection with a fixed specific seed. In addition,
it is necessary to choose an optimizer able both to provide a balanced importance to
infrequent features and, accordingly, to manage their learning rate. AdaDelta is able to
adapt learning rates on more recent gradient updates instead of accumulating all past
gradients. In other words, AdaDelta set up its parameters (like learning rate) with a
slower convergence on frequent features by observing also infrequent ones. In my case
a version of AdaDelta is used with an initial learning rate for the Mono depth CNN equal
to 1 ∗ 10−2, while for the Stereo depth CNN it is equal to 1 ∗ 10−3. The decay rate for
the Mono depth CNN and for the Stereo depth CNN is ρ = 0.95. The two Mono depth

CNNs are trained separately for 150 epochs with 812, 417 trainable parameters (see also
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Section 4.5). The two Mono depth CNN differently saturates. Thus, network overfitting
is avoided by regularizing the training phase with early stop at the 136th epoch for left-
to-right SN1 branch and at the 138th epoch for the right-to-left SN1 branch (see also
Figure ??). The batch size is equal to 30. Furthermore, the Stereo depth CNN is trained
for 60 epochs, with early stopping at the 30-th epoch (see also Figure ??). The Stereo

depth CNN has 814,914 trainable parameters with a batch size of 30 (BS=30) (see also
Section 4.5). During loss optimization, different types of regularizers can be placed at
different architecture levels both to avoid bias and to regularize weights. In my case, for
the Stereo depth CNN, the loss is regularized at the level of the fully connected layers
FC1,FC2 FC3. In particular, the regularizer is a function L1 with the hyperparameter
λ = 0.001.

4.5 Mono depth CNN and Stereo depth CNN implementation details

In Table 4.1, some model specifications for Mono depth CNN are described. While,
model specifications Stereo depth CNN are described in Table 4.2. Note that, in Table
4.2, the two mono encoder/decoders BED1 and BED2 share some weights. For this
reason, according to the architecture in Section 4.2, in ∗1 - Table 4.2 the number of
parameters is not doubled. The Output Shape represents four parameters in this specific
positional order [BS, H, W, F]. BS is the batch size and for both models it is 30. Tensors
height and width are indicated respectively with H and W. While with F is indicated the
number of filters.

For completness, Mono depth CNN and Stereo depth CNN implementations are
provided in the following code snippets. The models are written in Keras backend

TensorFlow 2.2.0 on Python 3.8.6.
’ ’ ’ mono d e p t h cnn − encoder / decoder ’ ’ ’
def c r e a t e m o n o e n c o d e r / d e c o d e r ( i n p u t s h a p e , k1 ) :

input = I n p u t ( shape = i n p u t s h a p e )
e n c o d e d t = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( input )
encoded = MaxPooling2D ( ( 2 , 2 ) , padd ing = ’ same ’ ) ( e n c o d e d t )
e n c o d e d t = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( encoded )
encoded = MaxPooling2D ( ( 2 , 2 ) , padd ing = ’ same ’ ) ( e n c o d e d t )
e n c o d e d s = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( encoded )
encoded = MaxPooling2D ( ( 2 , 2 ) , padd ing = ’ same ’ ) ( e n c o d e d s )
e n c o d e d s k i p = Conv2D ( k1 *2 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( encoded )
encoded = Conv2D ( k1 *4 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( e n c o d e d s k i p )
decoded = Conv2D ( k1 *8 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( encoded )
decoded = Conv2D ( k1 *4 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( decoded )
decoded = Conv2D ( k1 *2 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( decoded )
decoded = UpSampling2D ( ( 2 , 2 ) , i n t e r p o l a t i o n = ’ n e a r e s t ’ ) ( decoded )
decoded = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( decoded )
decoded = t f . k e r a s . l a y e r s . add ( [ decoded , e n c o d e d s ] )
decoded = UpSampling2D ( ( 2 , 2 ) , i n t e r p o l a t i o n = ’ n e a r e s t ’ ) ( decoded )
decoded = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( decoded )
decoded = t f . k e r a s . l a y e r s . add ( [ decoded , e n c o d e d t ] )
decoded = UpSampling2D ( ( 2 , 2 ) , i n t e r p o l a t i o n = ’ n e a r e s t ’ ) ( decoded )
decoded = Conv2D ( k1 , ( 3 , 3 ) , a c t i v a t i o n = ’ e l u ’ , padd ing = ’ same ’ ) ( decoded )
decoded = Conv2D ( 1 , ( 3 , 3 ) , a c t i v a t i o n = ’ s igmoid ’ , padd ing = ’ same ’ ) ( decoded )
re turn Model ( input , decoded )

’ ’ ’ S t e r e o d e p t h CNN − Siamese Network 2 + S t e r e o Matching ) ’ ’ ’
def c r e a t e s i a m e s e s t e r e o m a t c h e r ( i n p u t s h a p e , k1 =32 , d1 = 2 0 0 ) :

i n p u t a = I n p u t ( shape = i n p u t s h a p e )
i n p u t b = I n p u t ( shape = i n p u t s h a p e )
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p r o c e s s e d a = c r e a t e m o n o e n c o d e r / d e c o d e r ( i n p u t s h a p e , k1 )
p r o c e s s e d b = c r e a t e m o n o e n c o d e r / d e c o d e r ( i n p u t s h a p e , k1 )
c o n c a t p r o c = C o n c a t e n a t e ( a x i s = −1) ( [ p r o c e s s e d a , p r o c e s s e d b ] )
c o n c a t p r o c = Dense ( d1 , a c t i v a t i o n = ’ e l u ’ ,
k e r n e l r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ,
b i a s r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ) ( c o n c a t p r o c )
c o n c a t p r o c = Dense ( d1 , a c t i v a t i o n = ’ e l u ’ ,
k e r n e l r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ,
b i a s r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ) ( c o n c a t p r o c )
c o n c a t p r o c = Dense ( d1 , a c t i v a t i o n = ’ e l u ’ , k e r n e l r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ,
b i a s r e g u l a r i z e r = t f . k e r a s . r e g u l a r i z e r s . l 1 ( 0 . 0 1 ) ) ( c o n c a t p r o c )
c o n c a t p r o c = Conv2D ( 1 , ( 3 , 3 ) , a c t i v a t i o n = ’ s igmoid ’ , padd ing = ’ same ’ ) ( c o n c a t p r o c )
re turn Model ( [ i n p u t a , i n p u t b ] , [ c o n c a t p r o c ] )

4.6 Training time performances

For each Mono depth CNN, the training time is of ≈ 33 hours on NVIDIA GeForce
GTX 1080. While, Stereo depth CNN is trained with a cluster based computation on
MARCONI-100 suited for distributed strategies on 4 x NVIDIA Volta V100 GPUs. In

Table 4.1 . In Table 4.1, Mono depth CNN parameters, connections and layer shapes
are shown.

Layer (type) Output Shape Param Connected to
input 1 (InputLayer) [( BS, 192, 384, 1) 0
conv2d (Conv2D) ( BS, 192, 384, 32) 320 input 1
max pooling2d (MaxPooling2D) ( BS, 96, 192, 32) 0 conv2d
conv2d 1 (Conv2D) ( BS, 96, 192, 32) 9248 max pooling2d
max pooling2d 1 (MaxPooling2D) ( BS, 48, 96, 32) 0 conv2d 1
conv2d 2 (Conv2D) ( BS, 48, 96, 32) 9248 max pooling2d 1
max pooling2d 2 (MaxPooling2D) ( BS, 24, 48, 32) 0 conv2d 2
conv2d 3 (Conv2D) ( BS, 24, 48, 64) 18496 max pooling2d 2
conv2d 4 (Conv2D) ( BS, 24, 48, 128) 73856 conv2d 3
conv2d 5 (Conv2D) ( BS, 24, 48, 256) 295168 conv2d 4
conv2d 6 (Conv2D) ( BS, 24, 48, 128) 295040 conv2d 5
conv2d 7 (Conv2D) ( BS, 24, 48, 64) 73792 conv2d 6
up sampling2d (UpSampling2D) ( BS, 48, 96, 64) 0 conv2d 7
conv2d 8 (Conv2D) ( BS, 48, 96, 32) 18464 up sampling2d

add (Add) ( BS, 48, 96, 32) 0
conv2d 8 +
conv2d 2

up sampling2d 1 (UpSampling2D) ( BS, 96, 192, 32) 0 add
conv2d 9 (Conv2D) ( BS, 96, 192, 32) 9248 up sampling2d 1

add 1 (Add) ( BS, 96, 192, 32) 0
conv2d 9 +
conv2d 1

up sampling2d 2 (UpSampling2D) ( BS, 192, 384, 32) 0 add 1
conv2d 10 (Conv2D) ( BS, 192, 384, 32) 9248 up sampling2d 2
conv2d 11 (Conv2D) ( BS, 192, 384, 1) 289 conv2d 10

Total params: 812,417
Trainable params: 812,417
Non-trainable params: 0
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Table 4.2 . In Table 4.2, Stereo depth CNN parameters, connections and layer shapes
are shown.

Layer (type) Output Shape Param Connected to
input 1 (InputLayer BED1 ) [( BS, 192, 384, 1) 0
input 2 (InputLayer BED2 ) [( BS, 192, 384, 1) 0
model (Model) ( BS, 192, 384, 1) 812417 ∗1 input 1 AND input 2
concatenate (Concatenate) ( BS, 192, 384, 2) 0 BED1 AND BED2

dense (Dense) ( BS, 192, 384, 32) 96 concatenate
dense 1 (Dense) ( BS, 192, 384, 32) 1056 dense
dense 2 (Dense) ( BS, 192, 384, 32) 1056 dense 1
conv2d 12 (Conv2D) ( BS, 192, 384, 1) 289 dense 2

Total params: 814,914
Trainable params: 814,914
Non-trainable params: 0

this case the training time reaches a total of ≈ 4 hours per model.

4.7 Prediction time performances

On a NVIDIA GeForce RTX 2060, the prediction time of Mono depth CNN is in av-
erage of 20ms per frame (50fps)). Stereo depth CNN prediction speed is of ≈ 30ms

per frame (≈ 33fps). Stereo depth pipeline requires, in average, 55ms per frame
(≈ 18fps). Finally, the computation time of fuzzy processing is ≈ 100ms per frame
(≈ 10fps) on 384 × 192 image size. My system could be considered on mid-budget
GPUs as close-to-real-time.
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CHAPTER 5

Depth map corrections with fuzzy post processing.

The CF12 fuzzy post-processing algoritm (Bardozzo et al. 2020) is applied to the out-
puts of Stereo depth pipeline (Ds) to get in output its binary mask (Mk(DS)). In partic-
ular, it is used both to foreground/background pixel classification (proximal/distal fea-
tures) and to improve depth predictions by recognizing specular reflections and other
artifacts. CF12-algorithm, based on the homonymous aggregation function, is the most
accurate between the four fuzzy binarization methods introduced in Bardozzo et al.
(2020). Even if I will not enter in deep theoretical details, according to Dimuro et al.
(2020), CF12 stands for a group fuzzy integral generalizations based on two functions
F1 and F2 which respect some important fuzzy constraints (see also Appendix B). As
we have already described in the Introduction 1, with the advent of neural networks
and for the application domain described, it is not advisable to introduce in a surgical
workflow additional methods that are computationally slow (even if they are working
well from the theoretical point of view). In effect, if on one hand, fuzzy integrals are
used to avoid uncertainties in binarization often better than other methods (Bardozzo
et al. 2020, Barreto and Coelho 2018, El Baf et al. 2008), on the other hand, the main
disadvantage of fuzzy methods relies in the allocation of significant computational re-
sources with respect to some fuzzy constraints. For example, it is required an additional
allocation of computational resources specific for problem sorting to respect the mono-
tonicity property (see Appendix B.1). Moreover, the most part of fuzzy algorithms are
suited to work on CPUs, while in this thesis I will show a practical way to speed-up
these applications on GPUs.

The main intuition that led me to develop a GPU-oriented fuzzy algorithm comes
from thinking about some theoretical fuzzy rules and looking closely at the cascade
construction of a non-fuzzy integral image through an approach based on dynamic pro-

gramming algorithms. In fact, (i) it is possible to observe that a non-fuzzy integral
image is constructed in a constant sorting time by exploiting the well-known summed-
area table algorithm (SAT). Therefore, the second intuition was (ii) to find a method for
calculating a fuzzy integral image by leveraging the power of dynamic programming

approaches and of the summed-area table algorithm. Once this strategy was set up, (iii)
the third intuition was to exploit the fuzzy integral image in the same way the well-
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known algorithm of Bradley and Roth (2007) exploits the non-fuzzy integral image for
adaptive image binarization. In Section 5.1, these initial intuitions will be deepened and
developed for a modern and fast applicative strategy to compute a fuzzy integral image.
The latter is used to binarize the depth map with an adaptive algorithm and is described
in Section 5.2 1. The GPU optimization of CF12-algorithm is described in Section 5.3.
Once the depth map binarization is computed, the algorithm for CNN estimated depth
map post processing is described in Section 5.4.

5.1 Computation of the fuzzy integral image CF12

According to the pipeline described in Figure 5.1, the computation of non-fuzzy integral
image S and of the fuzzy integral image FCF12 are described in Sections 5.1.1 and 5.1.2.
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Fig. 5.1 Overview of the complete pipeline from the original depth map to the binarized
depth map by going through the Algorithm 1 (Box (a)) and then Algorithm 2 (Box (b)).
In Figure 5.1 Box (b), the k-th local search window wn used for the locally adaptive
thresholding is shown. It is important to underline that, as it is described in Algorithm
2, only the 4 values in the orange rectangles are used for binarization. These 4 values
are not necessarily adjacent like in the j-th operative window of Figure 5.2. The dashed
red arrows show the local window sliding directions, from up to down, from left to
right. The local window has a fixed size of na ∗ na. The binarized depth map in output
will be used for original depth map post processing as it is described in Section 5.4.

5.1.1 Computation of non-fuzzy integral image S with SAT

Let n,m ∈ N, [n] = {1, . . . , n}, [m] = {1, . . . ,m}. An depth map DS consist-
ing of n × m pixels arranged in n rows and m columns is associated to the matrix

1Note that the CF12-algorithm is composed of two smaller algorithms: Algorithm 1 which is de-
scribed in Section 5.1 and Algorithm 2 which is described in Section 5.2
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[p(x, y)](x,y)∈[n]×[m] assigning the intensity pDS
(x, y) to each pixel position (x, y) ∈

[n]× [m].
The non-fuzzy integral image or simply the integral image S is the matrix [S(x, y)](x,y)∈[n]×[m],

defined for any pixel pDS
(x, y) ∈ [n]× [m] by the following formula 5.1:

S(x, y) =
∑
i≤x

∑
j≤y

pDS
(i, j). (5.1)

The computation of S has time complexity of O(l ∗ (n ∗m)), which is derived by the
number l of times that the Equation 5.1 is applied. However, leveraging the summed-
area table algorithm (SAT) (Crow 1984), the computation of S(x, y) can be maintained
constant and the SAT time complexity remains fixed to O(n ∗ m). The SAT can be
developed efficiently computing for each pixel (x, y) ∈ [n] × [m] the column-wise
prefix-sums and the row-wise prefix-sums (Kasagi et al. 2014), as it is shown in Equa-
tion 5.2:

S(x, y) = p(x, y) + S(x, y − 1)+

S(x− 1, y)− S(x− 1, y − 1),
(5.2)

with convention S(0, k) = 0, for each k = 0, . . . ,m and S(l, 0) = 0, for each l =
0, . . . , n.

5.1.2 Algorithm 1: Fuzzy integral image computation with Fuzzy-SAT

Algorithm 1 is used to compute the fuzzy integral images based on CF12 Sugeno gener-
alization. There are two main elements to understand in order to follow the development
of the Algorithm 1:

• (I) The first element to consider is the identification of the j-th operative window
used for the computation of the integral image S (see also Section 5.1.1).

• (II) The second element to consider is the theoretical definition of the aggregation
function CF12 used to handle the elements of the j-th operative window.

(I) The j-th operative window is well defined in Figure 5.2 - Box (a-b) and its
movement along the image matrix is well explained by the Equation 5.2. (II) The
theretical aspects of CF12 are defined in Appendix B.1.5.

Once the integral image S is computed, for each pixel (x, y) of the j-th operative
window it is possible to compute the fuzzy integral image FCF12 , as follows:

FCF12(x, y) =

CF12(S(x, y), S(x, y − 1), S(x− 1, y), S(x− 1, y − 1)),
(5.3)
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Fig. 5.2 Overview of Algorithm 1. From the original Depth Map in input (Box (a)) the
algorithm computes both the non-fuzzy integral image S and dynamically transforms it
into a fuzzy integral image (F(CF12) (see Section 5.1.1 and 5.1). The blue square in Box
(a) represents current value of p(x, y) ∈ I (in red) and its neighboring pixels defined
in j-th operative window. For each pixel p(x, y) and for every j-th operative window
(yellow box), the 4 values in S are mapped with the associated fuzzy measures through
FCF12(x, y) = fi( ~ov, ~m). The output of fuzzy-based integral functional computation is
saved in the fuzzy integral image FCF12 . This computation is described in formula 5.3.
In the j-th operative window, the fixed values of min v1 and max v4 are represented in
violet and blue. For the decision of v2 and v3, the green arrow indicates the Pswap action
as described in Procedure 5.5.

First observation: The symmetric property of the fuzzy measure ensures that the

number of elements in the calculation is fixed to the maximum 4 elements of j-th opera-

tive window.

In my case, it is possible to setup a fuzzy set E as the set of 4 elements of the j-th
operative window computed on S and used in Algorithm 1:

E := {S(x, y), S(x, y − 1), S(x− 1, y), S(x− 1, y − 1)} (5.4)

According, to the definition of the uniform fuzzy measure provided in Appendix
B.1.2, µuni is the ratio between one of the possible subsets of |E| and the number of
elements of E (|E| = 4).

Accordingly to the definition in Appending B.1, the set function µ : 2[n] → [0, 1] is
a function whose domain consists of all possible subsets of N (Beliakov et al. 2020).
In my case, the reader could be induced to think that the maximum four elements of the
j-th operative window become 24 = 16 elements; µ(·), µ({1}), µ({2}), µ({3}), . . . ,

µ({1, 2}), µ({1, 3}), µ({2, 3}) . . . µ({1, 2, 3}) . . . µ({1, 2, 3, 4)}.
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However, the first advantage of using a fuzzy measure like µuni is that it is sym-
metric, thus for any A,B ∈ [n] then |A| = |B| in cardinality. This implies that
the measure µ(A) is equal to µ(B). In other words, for example, it is possible that
µ({S(x, y), S(x, y − 1)}) = µ({S(x, y), S(x − 1, y)}) because in both the cases, the
sets cardinality is 2 and their fuzzy measure value is necessarily 0.5.

Second observation: In this problem, the natural ordering of the elements gen-

erated by the summed-area table algorithm allows to respect the fuzzy monotonicity

constraint without additional computational sorting times. At most, there is only one

more swap operation.

Observing the j-th operative window, the maximum value v4 is always the element
S(x, y) present on the right lower corner, while, the minimum value v1 is S(x−1, y−1)
element ((see Figure 5.2 - Box (b)) - min in violet, max in blue). This derives from the
dynamic programming ”cascade” of operations that are carried out in the construction
of S with the summed-area table algorithm. Therefore an element deriving from the
previous elements on the matrix (always greater than 0) will always be larger than the
previous ones. Thus, in order to complete the sorting, it is eventually necessary only to
swap s1 = S(x, y − 1) and s2 = S(x − 1, y) by the following swap operation Pswap
((see Figure 5.2 - Box (b)) - double green arrow):

Pswap(s1, s2) =

{
v2 = s1, v3 = s2 if s1 < s2

v2 = s2, v3 = s1, otherwise
(5.5)

In such a way it is obtained a one dimensional array of sorted values at a cost of
only one comparison: ~ov = [v0, v1, v2, v3, v4], where by convention v0 = 0.

Moreover, since E(i) = {(i), . . . (4)} is the subset of indices of the 4 − i + 1

greatest component of ~ov, for the uniform fuzzy measure µuni (see formula B.1) then

µuni(E(i)) =
4− i+ 1

4
. This means that dealing with always a maximum of 4 values,

the vector of fuzzy measures will be always of this form:

~m = [µuni(E(1)), µuni(E(2)), µuni(E(3)), µuni(E(4))] = [1, 0.75, 0.50, 0.25].

In conclusion, as shown in Algorithm 1, the procedure takes advantage of the natural
ordering of the four elements aggregated in (5.3), obtaining a vector of ordered values
~ov and an associated costless vector of fuzzy measures ~m.

Given that, only the 4 operative window corners are considered at a time (OCF12(4))
by leaving the computational complexity polynomial in time (as it is for the orginal
SAT): O(n×m) +Ofi(4) + · · · = O(n×m)).

Note that, in the pseudocode of Algorithm 1, a bridge function fi( ~ov, ~m) for each
pixel p(x, y)is defined, in order to map each fuzzy integral-based functional computa-
tion of the aggregation functionCF12 on the two vectors: ~ov and ~m for the j-th operative
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window.

Algorithm 1 : Computation of FCF12 .

Require: Gray-scale depth map image I with intensities in [0, 1].
function COMPUTEFUZZYSUMMEDAREATABLE(I)

n,m← dim(I) . Dimension of I
S ← allocate a zero-matrix with size (n,m)
FCF12 ← allocate a zero-matrix with size (n,m)
~m1← [1, 0.75, 0.50, 0.25]; ~m2← [1, 0.50]
for r ← 1 to n do

for c← 1 to m do
if r 6= 1 ∧ c 6= 1 then

v1← S[r − 1, c− 1]; s1←S[r, c− 1]; s2←S[r − 1, c]
S[r, c]← I[r, c] + s1 + s2 − v1; v4← S[r, c]
v2, v3← Pswap(s1, s2) - Procedure 5.5
v0← 0; ~ov←[v0, v1, v2, v3, v4]
FCF12 [r, c]← fi( ~ov,m1)

else if r 6= 1 then
v1← S[r − 1, c]; S[r, c]←I[r, c] + v1
v4← S[r, c]; ~ov←[v0, v1, v4]
FCF12 [r, c]← fi( ~ov,m2)

else if c 6= 1 then
v1← S[r, c− 1]; S[r, c]←I[r, c] + v1
v4← S[r, c]; ~ov←[v0, v1, v4]
FCF12 [r, c]← fi( ~ov,m2)

else
S[r, c]← I[r, c]; FCF12 [r, c]←S[r, c]

end if
end for

end for
return FCF12

end function

5.2 Adaptive binarization based on fuzzy integral images

As it is shown in Figure 5.2 and in the pipeline of Figure 5.2, Algorithm 1 outputs
the fuzzy integral image FCF12 . Then, the latter is given in input to Algorithm 2 for
binarization. For what is concerning the binarization, FCF12 will be leveraged as the
non-fuzzy integral image S is exploited in Bradley algorithm. However, in Algorithm 2
a modified version of the Bradley algorithm is presented according to these constraints:
(1) As it is described in Chapter 4, the depth map Ds is defined in a binary space and
represented in this Thesis with values between [0,1]. (2) The choice of sliding windows
is not static but engineered on dimensions that are not necessarily odd or even. This is
the second step in the pipeline of Figure 5.2.
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In Algorithm 2, the square determined by the upper left corner (x1, y1) and the
lower right corner (x2, y2) is [(x1, y1), (x2, y2)]. Once FCF12 is obtained, the sum of the
pixel intensities in [(x1, y1), (x2, y2)] are denoted by ps(x1, y1, x2, y2) and it is given by
Equation 5.6:

ps(x1, y1, x2, y2) = FCF12(x2, y2)− FCF12(x2, y1)−
FCF12(x1, y2) + FCF12(x1, y1),

(5.6)

where 1 ≤ x1 ≤ x2 ≤ m, 1 ≤ y1 ≤ y2 ≤ n. Thus, the average value of pixel intensities
in [(x1, y1), (x2, y2)], is given by Equation 5.7:

pa(x1, y1, x2, y2) =
ps(x1, y1, x2, y2)

(x2 − x1)× (y2 − y1)
(5.7)

with 1 ≤ x1 ≤ x2 ≤ m, 1 ≤ y1 ≤ y2 ≤ n. In the second part of the Algorithm 2,
given the current pixel p(x, y), every pixel intensity of the original depth map Ds is
compared pixel-by-pixel to the average value of the pixel intensities in the k-th local
window around p(x, y) (See also Figure 5.1 - Box (b)). For a given size 2s× 2s of the
local window, the Algorithm 2 iteratively binarizes original depth map and provides the
binary values Mk(x, y) for each pixel p(x, y), as described in the following Formula:

Mk(x, y) =

{
1 if p(x, y) ≤ pa(x1, y1, x2, y2)× t,
0 otherwise,

(5.8)

where (x1, y1, x2, y2) = (x − s, y − s, x + s, y + s). Note that the k-th local window
needs to be changed, if it is not within the borders of original image, and it is accounted
in the Algorithm implementation I provided in Appendix B.2. Note also that it is con-
sidered only a percentage of pa controlled by sensitivity value t, which is defined in
interval [0, 1]. Furthermore, the size and the coordinates of the sliding nearest neigh-
bor’s pixel local window wn is set with the dimensional parameter na. The latter is
computed through 2 empirical parameters: a1 and a2. As it is described above, the wn
is used to locally binarize the central pixels. Thus, wn is sized and positioned following
the procedure described in Algorithm 2. The kernel area of wn is equal to n2

a. The
dimensional parameter na is computed as follows:

na =

⌊
min(n,m)

a1 × a2

⌋
. (5.9)

and it is based on the (n,m) dimensions of I .
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Algorithm 2 : Depth-map binarization based on FCF12

Require: Gray-scale depth map image I with intensities in [0, 1].
Require: The fuzzy integral image FCF12 .
Require: The parameters a1 and a2.
Require: The sensitivity parameter θ

function BINARIZEDEPTHMAP(I, FCF12 , a1, a2, t)
n,m← dim(I) . Dimension of I
Ib← allocate a zero-matrix with size (n,m)
na← Defined in Formula 5.9 with a1 and a2
for r ← 1 to n do

for c← 1 to m do
y0←max(r − na, 0)) . Set the wn
y1←min(r + na, r)
x0←max(c− na, 0)
x1←max(c+ na, c)
parea← (y1 − y0) ∗ (x1 − x0)
ps← FCF12 [y1, x1]-FCF12 [y0, x1]-FCF12 [y1, x0]+ FCF12 [y0, x0]

pa←
ps
parea

if I[r, c] ≤ pa × (1− θ) then
Ib[r, c]← 1

else
Ib[r, c]← 0

end if
end for

end for
return Ib

end function

41



Table 5.1 I provide for each test set with ground truth described in Chapter 3 - Sec-
tion 3.2.2, the CF12-hyper-parameters table used for Stereo depth CNN post processing
(f(DS)). The fuzzy kernel size is determined by Equation 5.9 on parameters a1 and a2

(see Section 5.2), in this case a1 = a1. The sensitiviy parameter is t. Further, π is the
percentage of depth intensity reduction and ρ is the Gaussian kernel filter size.

π ρ a1 = a2 t
Test Set B - Video 1 0.2 3 4 0.70
Test Set B - Video 2 0.4 5 6 0.58
Test Set C - Video 1 0.2 2 5 0.60
Test Set D - Video 1 0.1 2 4 0.74

5.3 GPU optimization of CF12-algorithm (Algorithm 1 and Algorithm 2)

It has recently been possible to harness the power of the GPU to optimize this type of
algorithms which are generally structured for CPU calculations. By the way, without
going down to a CUDA programming level. For example, regarding Algorithm 1 and
Algorithm 2 and on this specific input size for CNNs, I was able to fine-tune the cal-
culation going from the order of seconds to the order of milliseconds . In particular I
used Python’s numba package. I provide the code snippet in Appendix B.2 with the
data structures pre-allocated on the GPU so that the tensor calculations can be applied.

5.4 Fuzzy post-processing of depth map estimations

The depth image DS (in gray scale) inputted to CF12-algorithm is binarized, classifying
the proximal features (and also their artificacts as specular reflections) with the proximal
values equal to 0 and the distal features as 1. A visual pipeline is shown in Figure 5.3.
In detail, the inverse binary maskMk is the output of CF12 binarization (see also Figure
5.3 (d)). In the same Figure, the black dotted square underlines the area of action where
the estimated DS (in (c)) is transformed in f(DS) (as shown in Figure 5.3 (e)). In detail,
according to last step in the pipeline of Figure 5.2, on the original depth map DS, the
following transformation is applied:

f(I[x,y]) =

DS[x,y] = DS[x,y] −DS[x,y] × π if Mk[x,y] == 0

DS[x,y] = DS[x,y] otherwise
(5.10)

The effect of Equation 5.10 is to reduce the value of I by a factor π for pixels
classified as proximal features (those in foreground, when Mk[x,y] = 0). Otherwise,
the procedure preserves the original pixel values which are classified by CF12 as back-
ground features. Then, a Gaussian filter with ρ value is applied to reduce derivative
artifacts. The parameters π and ρ are reported in Table 5.1. As it is possible to observe
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in Algorithm 2 the binarization procedure is parametric. In detecting specular reflec-
tions, a deeper analysis reveals that, on each test set and at different processing levels,
different parameters can produce better results. The optimal parameters search is de-
scribed in (Bardozzo et al. 2020) even if it is inapplicable for a real-time application.
For this reason, all hyper-parameters are fixed for each test set according to the Table
5.1. The 3D visual result of fuzzy post processing application is shown in Figure 5.3 -
Box (f).

(a) Original Image (b) Ground Truth

(d) Mk(c) DS (e) f(DS)

(f) (detail)

1

0.5

0

Fig. 5.3 In Figure 5.3 - Box (a), the left reference image Il is shown. In Box (b),
its ground truth is reported. The Stereo depth pipeline depth estimation DS is shown
in Box (c). In Figure (d), the dashed black square shows a set of features which are
classified with value 0 on the binary mask Mk. In Figure (c), the same set of features
is indicated with the dashed black square. While, in f(DS), according to the procedure
described in Section 5.4, these features are lowered in intensity (Dashed black square of
Box e). In Box (f), the 3D Mesh of the window depicted in the red dashed square of Box
(a)(e) is shown with two different rotation degrees. In detail, this Mesh is obtained from
the depth estimation of Box (e). While, the pixel colours of Box (a) are remapped into
the Mesh in Box (f). In this case fuzzy-post processing is able to completely remove
specular reflections.
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CHAPTER 6

Results and Applications

In this Chapter, I describe all the tests performed on the datasets described in Chapter 3
with the models developed in Chapters 4 and 5. Section 6.1 describes the experimental
setup and the types of measures used to evaluate depth estimations. In Section 6.2,
comparisons on test set Test Set A are performed. In Section 6.3, my network mono and
stereo predictions are compared with other traditional and deep learning models on in

Silico and in Vivo test sets (in Silico with GT and in Vivo with GT, Test Set B and Test

Set C respectively). Moreover, a within and between experiment comparisons on the
simulated test set Test Set D for several conditions are performed (see also Table 6.4
and Table 6.5). Finally, in Section 6.5 visual evaluations are provided through 3D depth
representations. Some important considerations and conclusions are in Chapter 7. Most
of the results obtained in my research can be found in the submitted paper (Bardozzo
et al. 2021).

6.1 Experimental setup

6.1.0.1 Evaluations on datasets without ground truth

During the training, my models alternately cross the right channel from the left and
vice versa to exploit, in the predictive phase, more information acquired during training.
Then, in the test steps, when dealing with stereo datasets, the Mono depth CNN takes
as input the original right channel image (Ir) and outputs an estimates of the left image
(Dl). For this reason, the depth map reconstruction quality is measured by considering
the difference between Dl and the original left image Il. In the stereo pipeline, Steredo

depth pipeline takes as input a rectified image pair (Il, Ir) and returns DS. Since in these
test sets there is not a ground truth, as in other works (Ye et al. 2017, Xu et al. 2019,
Luo et al. 2019), the depth map accuracy is evaluated as the difference between DS

and the original left image Il. The reconstruction quality is evaluated with Structural

similarity index (SSIM ) and Peak signal-to-noise ratio (PSNR). These are different
and complementary image reconstruction metrics (Ye et al. 2017, Xu et al. 2019, Luo
et al. 2019). There are several free parameters for SSIM . In these comparisons, SSIM
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is used with a Gaussian kernel (with σ = 1.5), k1 = 0.01 and k2 = 0.03 by default. The
Gaussian kernel size kw is a free parameter that it is used to asses image similarity at
different scales (Wang et al. 2004). For what is concerning Test Set A, the value of kw
is not specified in previous works (Ye et al. 2017, Xu et al. 2019, Luo et al. 2019), thus
my comparisons are performed on a range of values with kw:=3×3, 2×2 and 1×1. On
the other hand, PSNR has no hyper-parameters and we use the implementation from
(MATLAB 2010).

6.1.1 Evaluations on datasets with ground truth

On the test sets with ground truth (Test Set B, Test Set C and Test Set D), the estimated
left channel depth maps are compared to the left channel ground truth depth maps.
I measured reconstruction error directly with Mean Absolute Error (MAE) and Root
Mean Squared Error (RMSE). RMSE is more sensitive to outliers than MAE because
it penalizes the square error (Allan et al. 2021). Therefore, both metrics are instructive
for comparisons. For completeness, image reconstruction error is measured with a non-
Gaussian SSIM using a 7× 7 block kernel size (Van der Walt et al. 2014).

6.1.2 Results reported previously

Some results, which are collected from their respective papers, as indicated by asterisks,
are shown in Tables 6.1 and 6.2. In the case of Ye et al. (2017) where public code is
available, we tested the trained models they provide on the online repository 1 (date
of download May, 2020). These trained networks show improved results with respect
to their previously published ones because they add skip connections with a combined
L1−SSIM loss (Basic M1 and Siamese M2 for Basic and Siamese) and with a multi-
scale training approach (Basic M3 and Siamese M4 for Mono and Stereo, respectively).

6.1.2.1 Comparison

My depth predictions and GTs are defined in the range [0, 1]. M1, M2, M3, M4 are
given in output into the pixel range [0, 255]. To make it comparable the latters are
linearly rescaled to [0, 1]. According to what described in Chapter 5.4, fuzzy post-
processing is applied to DS and indicated for stereo depths with f(DS). All the deep
learning models, which are compared (including mine), are trained with unsupervised/semi-
supervised deep learning approaches using the same training set (see also Chapter 3.1).
Finally, both traditional and learning models are tested on the same test set (Test Set A).

1Ye et al. (2017): https://github.com/magnumye/disp_est_net
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Table 6.1 Table 6.1 shows comparisons via SSIM and PSNR on Test Set A for differ-
ent traditional and deep learning models (see Chapter 3 - Section 3.2.2).

SSIM
Traditional models
Geiger et al. (2010) 0.473 ± 0.079 2

Yamaguchi et al. (2014) 0.547 ± 0.092 2

Deep learning models Mono Stereo
Ye et al. (2017) 4 M1-M2 0.584 ± 0.030 0.673 ± 0.040
Ye et al. (2017) 4 M3-M4 0.672 ± 0.030 0.673 ±: 0.040

Xu et al. (2019) 0.541 ± 0.071 0.835 ± 0.052
Mine 5 with kw = 3× 3 0.770 ± 0.035 0.825 ± 0.031
Mine 5 with kw = 2× 2 0.823 ± 0.030 0.837 ± 0.037
Mine 5 with kw = 1× 1 0.929 ± 0.018 0.938 ± 0.024

PSNR
Deep learning models Mono Stereo

Garg et al. (2016) 11.003 ± 7.860 3

Ye et al. (2017) 4 M1-M2 8.216 ± 1.042 12.058 ± 1.779
Ye et al. (2017) 4 M3-M4 11.887 ± 1.062 12.474 ± 1.778

Xu et al. (2019) Xu et al. (2019) 7.765 ± 1.369 14.496 ± 1.968
Mine 5 12.335 ± 1.469 13.357 ± 1.247

6.2 Evaluation without Ground Truth

My models are compared to traditional models of Geiger et al. (2010), Yamaguchi et al.
(2014) and unsupervised deep learning models of Garg et al. (2016), Ye et al. (2017)
and Xu et al. (2019) by means of SSIM and PSNR. The results on Test Set A are
shown in Table 6.1 2 3 4 5. For SSIM , my Mono depth CNN achieves the best results
mainly considering the Guassian kernel size equal to kw = (w × w), w = [1, 2, 3] with
a very small standard deviation. Similarly, PSNR is also better for our mono model.
For SSIM , the Stereo depth pipeline achieves the best results with a kw = (w × w),
w = [1, 2]. In mono and stereo configurations, I have chosen several kw values both to
better evaluate the robustness and sensitivity of our results and because this parameter
is not indicated in the other works (as explained in section 6.1.0.1). Xu et al. (2019)
show better values only for PSNR on the stereo/Siamese model, even if the standard

2 These results are reported in Ye et al. (2017)
3 These results are reported in Luo et al. (2019)
4 Note that, as described in Section 6.2, M1, M2, M3 and M4 are four improved models (Basic and

Siamese) which are provided by Ye et al. (2017) on its GitHub repository.
5 My Mono is referred to the prediction Dl of Mono depth CNN (right-to-left branch of SN1), while

my Stereo is the prediction DS of Stereo depth pipeline (SN1+(SN2+SM))
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deviation is greater than mine.

6.3 Evaluation with Ground Truths

6.3.1 Comparisons on Test Set B

In this Section, my models are compared to traditional models of Wang et al. (2018),
Stoyanov et al. (2010) and with the unsupervised deep learning models of Godard et al.
(2017), Ye et al. (2017) (which are described in Section 6.1.2) and with Luo et al.
(2019) semi-supervised model. In this first comparison, two in Silico heart-beating
videos (see Test Set B in Chapter 3 - Section 3.2.2) depth estimations are measured with
respect to ground truths with MAE and RMSE. The results of the comparison are
shown in Table 6.2. On this Test Set B - Video 1, my Mono depth CNN model perform
significantly better than many traditional models, the semi-supervised model of Luo
et al. (2019) and the mono Siamese single and multi-scale models of Ye et al. (2017).
In Stereo comparisons the single-scale model of Ye et al. (2017) seems to perform
slightly better even if with a higher standard deviation. Similarly, stereo single-scale
model and Mono multi-scale models in Phantom heart Video 2 seem to perform better
than mine. However, they lack in robustness showing a higher standard deviation. This
evidence is also shown in previous comparisons on Table 6.1. A visual comparison is
provided in Figure 6.1: although the predictions of Ye et al. (2017) appear to be more
performant, with an accurate visual analysis is possible to observe that they are very
noisy and incorrect. Moreover, the fuzzy mask, obtained in post processing, appear to
be highly representative with respect to specular reflections and the veins in foreground.
In conclusion, even if this dataset is widely used in Literature, as it is also discussed in
Chapter 3, the comparisons between the models are slightly weak for depth estimations
cause of the inaccurate and incomplete ground truths. This is also the point of view of
Allan et al. (2021) and Antal (2016, 2017), which achieved a RMSE of ≈ 4.84 with a
supervised deep neural network model trained on 3D coordinates for depth estimation.

6.3.2 Comparisons on Test Set C

Table 6.3 shows my performances compared to Ye et al. (2017) models when using the
Test Set C (see also Section 3.2.2) . In this case, the fuzzy processing of the depth map
appears to have slightly lower reconstruction errors, while the SSIM is kept optimal
both in the configuration with and without fuzzy processing. This is also in accord to the
visual comparison provided in Figure 6.2. A robotic arm is overlapped to the internal
surface disturbing in a certain sense the scene. Always in Figure 6.2, it appears that
the models of Ye et al. (2017) better recognize the proximity of the robotic arm even
if their depth maps delocalize and deform the arm not respecting the positioning of the
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Input image

 Ground Truth  

  f(DS) 
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Ye et al. (2017)

(a)

(b)

(c)

(d)
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Fig. 6.1 Visual comparisons on a sample of Test set B: In this Figure a sample of depth
estimation for my models are in comparison with Ye et al. (2017)’s M1, M2, M3 and
M4. Box (a): Test Set B left/right input sample. Box (b): the ground truth of the input
sample . Box (c): the depth estimation in output from Mono depth CNN. Box (d): the
depth map in output from Stereo depth pipeline. Box (e): the depth map estimated by
the Stereo depth pipeline is post-processed. Box (f): Mono and stereo depth estimation
in output from the models of Ye et al. (2017).
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Table 6.2 Comparisons on Test Set B (See also Chapter 3 - Section 3.2.2). The best
results both for mono and stereo models are in bold.

TestSet2 - Phantom heart Video 1
Model MAE RMSE

Godard et al. 3 2.39 ± 0.62 2.99 ± 0.61
Wang et al. 3 2.16 ± 0.65 —

Stoyanov et al. 3 2.36 ± 0.92 3.88 ± 0.87
Luo et al. Luo et al. (2019) 1.84 ±0.40 2.69 ± 0.58
M1 (Mono) Ye et al. (2017) 0.57±0.14 0.67±0.17
M3 (Stereo) Ye et al. (2017) 0.64±0.21 0.74 ± 0.20
M2 (Mono) Ye et al. (2017) 0.65±0.27 0.78±0.25
M4 (Stereo) Ye et al. (2017) 0.72±0.25 0.80±0.25

Dl 0.55±0.08 0.67±0.11
DS 0.66±0.12 0.78±0.14

f(DS) 0.67±0.12 0.78±0.14

TestSet2 - Phantom heart Video 2
Model MAE RMSE

Godard et al. 3 1.79 ± 0.40 2.65 ± 0.28
Wang et al. 3 2.14 ± 0.83 —

Stoyanov et al. 3 3.20 ± 1.15 4.85 ± 1.82
Luo et al. Luo et al. (2019) 1.49 ± 0.41 1.90 ± 0.38
M1 (Mono) Ye et al. (2017) 0.61±0.09 0.71±0.08
M3 (Stereo) Ye et al. (2017) 0.33±0.06 0.43±0.06
M2 (Mono) Ye et al. (2017) 0.48±0.10 0.62±0.08
M4 (Stereo) Ye et al. (2017) 0.39±0.13 0.49±0.11

Dl 0.54±0.04 0.69±0.04
DS 0.60±0.01 0.71±0.02

f(DS) 0.58±0.03 0.67±0.05

elements. A possible solution to test tool positioning on depth maps is by using Mask

R-CNN based surgical tool detection systems Ciaparrone et al. (2020) on the original
images and depth maps. In addition, in Ye et al. (2017) stereo models, the dark side
bars are not removed / reconstructed thus narrowing the area actually estimated and
increasing the reconstruction error. In this dataset, Stereo depth pipeline appears to
predict more accurate depth maps than my Mono depth CNN model. As it is discussed
in Chapter 3 - Section 3.2.2, these ground truths are not perfectly accurate because only
a few depth levels are represented. For example, in Figure 6.2, the robotic arm appears
to be positioned in a separate horizontal plane with respect to the animal surface.
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Fig. 6.2 Visual comparisons on a sample of Test set C: In this Figure a sample of depth
estimation for my models are in comparison with Ye et al. (2017)’s M1, M2, M3 and
M4 models. Box (a): Test Set B left/right input sample. Box (b): the ground truth
of the input sample . Box (c): the depth estimation in output from Mono depth CNN.
Box (d): the depth map in output from Stereo depth pipeline. Box (e): the depth map
estimated by the Stereo depth pipeline is post-processed. Box (f): Mono and stereo
depth estimation in output from the models of Ye et al. (2017).
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6.4 Evaluations on the simulated Test Set D

6.4.1 Experiment 1: Change-ligth-fix-position vs fix-position-change-light

In Experiment 1 exactly 10.000 stereo images of 4 different scenes synchronized on the
same position are compared in two different conditions: (i-1) positional variation of en-
doscope camera with fixed lights (NAVI) and (i-2) positional variations of lights with a
fixed camera position (LIGHT). In detail, in experiment (i-1), changing the positioning
of the camera while keeping the light fixed results in better performance on Mono depth

CNN than on Stereo one. While, in experiment (i-2) my models are poorly conditioned
by the shadows generated by moving the lights, achieving very robust performances
similar to the experiment (i-1). My models outperform the others of Ye et al. (2017).
Again the Mono depth CNN predictions appear to be slightly more accurate. The results
of this experiment are shown in Table 6.4.

6.4.2 Experiment 2: Scene ensemble vs Scene ensemble with smoke

In the second experiment (ii), an ensemble of ≈ 7000 stereo images from 3 differ-
ent scene typologies is configured with and without smoke perturbations. In particular
scene 1 - NAVI challenge , the same scene 1 but with lights variations for scene 1 -
LIGHT challenge and scene 4 of DEFORM challenge are selected. The ensemble with
and without smoke pertubations is chosen to represent a mix of scenes with differ-
ent challenging features: presence of blood, specular reflections, smoke generate from
electro-cautery, etc. For this reason, the smokeless scene ensemble (SE) can be con-
sidered an almost real laparoscopic exploration video. While the ensemble scene with
smoke (SE + SMOKE) is meant to be a simulation of a laparoscopic surgery video
where electro cauterization is applied. The results obtained by my models and those of
Ye et al. (2017) are shown in Table 6.5. My models perform better in terms of SSIM
and reconstruction errors than the models without and with smoke perturbations (SE

Table 6.3 Table of comparisons on Test Set C - MICCAI 2019 EndoVis Grand Challenge
dataset with SfM-based GT. The best results both for mono and stereo models are in
bold

My models MAE RMSE SSIM
Dl (Mono) 0.30±0.06 0.36±0.06 0.60±0.06
DS (Stereo) 0.22±0.05 0.29±0.05 0.61±0.06

f(DS) (Stereo) 0.21±0.04 0.28±0.05 0.61±0.06
Ye et al. (2017) MAE RMSE SSIM
M1 (Mono) 0.48±0.09 0.53±0.09 0.55±0.03
M3 (Stereo) 0.26±0.05 0.31±0.05 0.60±0.05
M2 (Mono) 0.34±0.07 0.38±0.06 0.59±0.05
M4 (Stereo) 0.25±0.04 0.30±0.05 0.60±0.05
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Table 6.4 Comparisons on Test Set C - NAVI and LIGHT challenge between my models
and those of Ye et al. (2017). The best results both for mono and stereo models are in
bold.

My models NAVI LIGHT
Dl (Mono) MAE 0.09±0.01 0.09±0.01

RMSE 0.12±0.01 0.13±0.01
SSIM 0.84±0.01 0.82±0.02

DS (Stereo) MAE 0.16±0.01 0.16±0.02
RMSE 0.21±0.01 0.21±0.03
SSIM 0.82±0.01 0.80±0.02

f(DS) (Stereo) MAE 0.16±0.01 0.16±0.02
RMSE 0.20±0.02 0.20±0.03
SSIM 0.83±0.01 0.81±0.02

Ye et al. (2017) NAVI LIGHT
M1 (Mono) MAE 0.29±0.01 0.26±0.05

RMSE 0.37±0.01 0.33±0.05
SSIM 0.68±0.02 0.67±0.02

M3 (Stereo) MAE 0.44±0.02 0.43±0.03
RMSE 0.47±0.01 0.47±0.03
SSIM 0.68±0.02 0.67±0.01

M2 (Mono) MAE 0.31±0.01 0.33±0.02
RMSE 0.36±0.01 0.37±0.02
SSIM 0.72±0.01 0.69±0.01

M4 (Stereo) MAE 0.37±0.01 0.36±0.03
RMSE 0.40±0.01 0.47±0.03
SSIM 0.70±0.01 0.69±0.01

and SE+SMOKE respectively). Moreover, my models remain stable to smoke pertur-
bations while maintaining higher accuracy levels in depth predictions. The desmoking
property is reflected also in similar models Vishal et al. (2020), Bolkar et al. (2018),
Chen et al. (2019). StaSiS-Net Stereo predictions show high accuracy when post pro-
cessed with the fuzzy strategy described in Section 5.4 with respect Mono depth CNN.
Furthermore, a single frame example of smoke addition with relative depth estimation
is provided in Figure 6.4 with respect to Figure 5.3 - Box (a). An analysis with several
levels of smoke is provided in

6.4.3 Experiment 3: Normal condition vs three levels of smoke

In Experiment 2, I already proved the goodness of my models facing smoke perturba-
tions. In this experiment, I changed the tail of the Stereo depth pipeline to evaluate if
the Stereo depth CNN trained until the 30-th epoch is effectively more accurate than the
network trained until the 60-th epoch. Thus three different levels of smoke are added
to three samples of Test Set D - scene 4 DEFORM challenge and their Stereo depth

pipeline predictions are computed. Depth predictions at epoch 30 are indicated with
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Table 6.5 My models are compared to those one of Ye et al. (2017) on an ensemble
of challenging scenes from Test Set D (NAVI,LIGHT,DEFORM - see also Section ??).
The scene ensemble (SE) is analysed with and without SMOKE perturbations. For
mono and stereo analyses the best results are in bold.

My models SE SE+SMOKE
Dl (Mono) MAE 0.09±0.01 0.12±0.01

RMSE 0.12±0.01 0.16±0.01
SSIM 0.84±0.01 0.82±0.01

DS (Stereo) MAE 0.16±0.01 0.12±0.01
RMSE 0.21±0.01 0.16±0.01
SSIM 0.82±0.01 0.81±0.02

f(DS) (Stereo) MAE 0.16±0.01 0.11±0.01
RMSE 0.20±0.01 0.16±0.01
SSIM 0.83±0.01 0.84±0.01

Ye et al. (2017) SE SE+SMOKE
M1 (Mono) MAE 0.31±0.01 0.32±0.03

RMSE 0.39±0.01 0.39±0.02
SSIM 0.69±0.01 0.69±0.01

M3 (Stereo) MAE 0.37±0.01 0.35±0.01
RMSE 0.42±0.02 0.40±0.02
SSIM 0.72±0.01 0.73±0.01

M2 (Mono) MAE 0.28±0.01 0.29±0.02
RMSE 0.33±0.01 0.35±0.02
SSIM 0.75±0.01 0.73±0.01

M4 (Stereo) MAE 0.28±0.01 0.32±0.02
RMSE 0.32±0.01 0.37±0.02
SSIM 0.76±0.01 0.74±0.01

D30
s , while depth predictions at epoch 60 are indicated with D60

s . The visual results
on Figure 6.3 show that the depth estimations at D30

s provide quite stable depth esti-
mations to small and medium amounts of smoke, while the predictions at D60

s seem to
better performing in preserving only the background information, also with high levels
of smoke. However, as it is discussed on Chapter 3, my analyses lead to prefer D30

s

because on average values turns out to be more reliable. Effectively, observing with
attention Figure 6.3, D30

s maintains some details that in D60
s are missed (such for ex-

ample the dark orange particles in bottom left side). Despite the simple visual analysis,
in Table 6.6 the analytical analysis on reconstruction errors and other scores provides a
clear explanation of the obtained results with and without fuzzy post processing. It is
possible to observe that stereo depth estimation D60

s is worse than the mono one which
is the same between the two tables ( Mono depth CNN is not changed). Moreover, in
this case, D30

s is clearly better than f(Dl) and D60
s . In Table 6.6, FDscore and MEscore

are two scores used in MICCAI EndoVis Grand Challenge 2019 (the lower the best):
they are similar to failure detection methods and more stable to outliers.
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Fig. 6.3 In this Figure three different levels of noise (smoke) are added to three samples
of Test Set D. Stereo depth pipeline predictions are computed with two different trained
Stereo depth CNNs. In particular, depth predictions are provided with Stereo depth CNN
trained until epoch 30 (its depths predictions are indicated with D30

s ) and another one
it is trained until epoch 60 (its depth predictions are indicated with D60

s ). The depths
are without fuzzy post processing. In Table 6.6 an analytical comparison between depth
predictions D30

s and D60
s is provided.
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Table 6.6 Table of comparisons between depth estimations D30
s ad D60

s on samples
with smoke of Figure 6.3.

Stereo depth pipeline with Stereo depth CNN trained at Epoch 30 (in the tail)
MAE FD-score SSIM MSE ME-score RMSE PSNR

Dl 0.215 0.0724 0.8439 0.0738 0.2759 0.0738 11.3178
f(Dl) 0.1681 0.0144 0.8485 0.0473 0.1983 0.0473 13.2515
D30

s 0.1485 0.0063 0.8649 0.0378 0.1656 0.0378 14.2212
f(D30

s ) 0.1328 0.0013 0.8532 0.0303 0.1321 0.0303 15.1878
Stereo depth pipeline with Stereo depth CNN trained at Epoch 60 (in the tail)

MAE FD-score SSIM MSE ME-score RMSE PSNR
Dl 0.215 0.0724 0.8439 0.0738 0.2759 0.0738 11.3178
f(Dl) 0.1681 0.0144 0.8485 0.0473 0.1983 0.0473 13.2515
D60

s 0.1637 0.0573 0.8507 0.0557 0.2175 0.0557 12.5428
f(D60

s ) 0.1651 0.0668 0.8601 0.0559 0.2205 0.0559 12.5236

6.4.4 Additional samples and comparisons also with fuzzy pre processing.

In this Section, I provide a link to a google drive to download some samples from my
dataset [here]. In Figure 3.4 left-right channel samples for different scenes of Test Set

D are provided. In particular 3 key-frames for each challenge typology are provided
(see also Chapter 3). For each key-frame, I provided depth estimations, GTs and tables
with the associated reconstruction errors and similarity indexes (note that the tables are
provided without headers - please refer to the Table 6.6 headers). In addition, depths
are provided without fuzzy processing and with two different types of fuzzy processing:
fuzzy pre-processing and fuzzy post-processing. In fuzzy pre-processing the images in
input to SN1-left-to-right Mono depth CNN and SN1-right-to-left Mono depth CNN

are pre-processed, while in post-processing the output of Stereo depth pipeline is fuzzy
processed. Thus, it means that f(Il) and f(Ir) are fuzzy pre processed, instead, in fuzzy
post-processing, f(Ds) is post-processed. Fuzzy pre-processing on original images is
less accurate than post processing on depths (See also Chapter 5).

6.5 Visual results

In Figure 5.3 and 6.5, the depth maps are first transformed into point clouds (pcd) and
then their surfaces are reconstructed. The colors maps are remapped according to the
z-position obtained from the depths. According to Open3D tools (Zhou et al. 2018),
to speed up the 3D surface reconstruction and keep a discrete reconstruction accuracy,
the pcd are disposed in a 3D voxel grid. Then in each voxel, all the points present
are downsampled with their centroid. Next, their normals are estimated. Finally, the
ball-pivoting algorithm for surface reconstruction is applied (Bernardini et al. 1999). In
detail, Figure 5.3 - Box (e) shows a 3D reconstruction of a depth map detail (red dashed
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Fig. 6.4 Visual comparisons on a sample of Test set D with SMOKE challenge pertu-
bations and evident specular reflections: In this Figure a sample of depth estimation for
my models are in comparison with Ye et al. (2017)’s M1, M2, M3 and M4 models.
Box (a): Test Set B left/right input sample. Box (b): the ground truth of the input sample
. Box (c): the depth estimation in output from Mono depth CNN. Box (d): the depth
map in output from Stereo depth pipeline. Box (e): the depth map estimated by the
Stereo depth pipeline is post-processed. Box (f): Mono and stereo depth estimation in
output from the models of Ye et al. (2017).
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square) improved by the fuzzy processing on DS. This particular detail shows that the
specular reflections are completely removed. On the hand in Figure 6.5 the specular
reflections are managed directly by the Stereo depth pipeline without the need of post-
processing strategies. Moreover, a video showing the potential of 3D reconstruction
based on my neural network models can be reached at this link: YouTube Video (Addi-
tional information in Appendix A.2). In this video, Scene 4 of Test Set D and a part of
the video of Test Set A are shown using point clouds and 3D meshes. In particular, it is
possible to visually evaluate sensitivity and robustness of depth estimations to specular
reflections, smoke and other types of perturbations, in real-time, both on a simulated
video and on a real video without fuzzy post-processing. It is beyond the scope of this
thesis to discuss the implementation of the tool shown in the video, but what I would
like to emphasize is the functionality in using neural depth estimation models to be
concretely applied within the surgical workflow by allowing the surgeon to move the
dynamic scenes with a user-friendly interface.
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(a) (b)

(c)

(d)

Fig. 6.5 In Figure 6.5, the estimated 3D surface reconstruction of a frame from DE-
FORM challenge set is provided. The estimated 3D reconstruction is shown with differ-
ent 45 rotation degrees from right-to-left (a) and letf-to-right (b). The original left-right
image and their ground truths are in box (c) and (d) respectively. The 3D reconstructed
surfaces on a black background were taken directly from the tool I developed. Their
brightness and shading are dependent on the 3D Mesh reprojection, so there are no fur-
ther modifications to the 3D model in post-processing or color adjustments. Moreover,
it is not applied fuzzy post-processing on their estimated depths. The pitted holes on
the borders and on 3D models are the missing or incorrect triple of points that the tool
was unable to reconstruct from the depth map. A finer 3D reconstruction could address
these holes by paying for additional computation time.
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CHAPTER 7

Conclusions

In this thesis, I designed and implemented stacked and siamese encoders/decoders com-
bined with stereo matching deep learning models for stereo and mono depth estimations
in laparoscopic scenes. For the reasons I explained in Chapter 1, this is a challenging
problem due to both the scarcity of concrete data on which benchmarking the models,
and to the intrinsic nature of the observed scenes. As far as is my knowledge, as well as
I described in Chapter 2, there are few state-of-the-art models that show solutions that
can be concretely applied in a surgical workflow. Therefore, on one hand, I had to re-
construct a challenging-enough data set to test my models and those of others (see also
Chapter 3), on the other hand, I had to rethink the way of designing models based on
neural networks to obtain reliable depth estimates that would improve the state-of-the-
art and that could be applied in a concrete surgical workflow (see also Chapters 4 and
5). In Chapter 6, the depth estimations were tested in terms of robustness and sensitivity
on a large collection of images with ground truths. In the same Chapter, I provided ad-
ditional comparisons on reconstruction errors considering state-of-the-art deep learning
and traditional models.

The depth predictions generated by my models are stable with respect to perturba-
tions induced by change of lights and shadows, specular reflections, moderate presence
of smoke, blood, partial occlusions, consistent deformations and spasms on In Vivo

test sets. Nonetheless, Mono depth CNN model and its configuration on the Stereo

depth pipeline show very high accuracy also on Simulated test sets with a very accurate
ground truth (Test set D). Always on Test set D, the additional information derived from
stereo pair does not appear to significantly improve depth estimations. On the other
hand, stereo information appears to be very important on the two in Vivo test sets (Test

set C in Section 6.3.2 and Test set B in Section 6.2). This can be derived from the fact
that my models are able to generalize better on in Vivo stereo features than on simulated
ones, meanwhile on in Silico and on Simulated tests it seems that my depth predictions
are more accurate. This could mean that, for the proposed models, the stereo cameras
are fundamental in the unsupervised training phase. In fact, in the prediction phase, the
adoption of a stereo or mono predictive model directly depends on the type of consid-
ered images. It is true even if the differences between mono and stereo models, in terms
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of similarities and reconstruction errors, are very small. As I have described along the
Thesis, for some datasets with ground truths, some reconstruction measures are some-
times unreliable due to actually incorrect or ill-defined ground truths. However, the
various tests clearly demonstrate the goodness of the models presented and their effec-
tiveness within the surgical workflow and despite the various perturbations. Moreover, I
provided real-time and close-to-real-time results on a YouTube video, showing the em-
pirical effectiveness and feasibility of developing tools that can actually be used within
a surgical workflow and are essentially based on estimates deriving from neural net-
works. My PhD Thesis ends with a conclusion that is not a conclusion. Despite all my
efforts, I am not convinced that this work is an end point and that there is nothing after
it. I think that this work is a valid starting point to redesign and look with different
approaches and methods to some aspects that have penalized research in this field so
far. For example, I think, that in future works, instead of using fuzzy post-processing,
it could be interesting to study its effect in the training phase, also changing the meth-
ods for processing. Always, in future works, it should be possible to delve into what
concerns the estimation of depth in critical conditions, as well as reshaping the CNN
models in a supervised or semi-supervised fashion by using additional 3D information
in the training phase. As for the registration, for example, it will be possible to apply a
neural network that performs the segmentation and which is aligned with a neural net-
work that performs the depth estimation in order to obtain segmented 3D objects that
can be easily aligned to the surgical images (like CT).
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Horanská, L. and Šipošová, A. (2018), ‘A generalization of the discrete Choquet and
Sugeno integrals based on a fusion function’, Information Sciences 451, 83–99.

Hunter, J. D. (2007), ‘Matplotlib: A 2d graphics environment’, Computing in Science

and Engineering 9(3), 90–95.

Ikeuchi, K. (2014), Computer vision: A reference guide, Springer Publishing Company,
Incorporated.

Jo, K., Choi, Y., Choi, J. and Chung, J. W. (2019), ‘Robust real-time detection of laparo-
scopic instruments in robot surgery using convolutional neural networks with motion
vector prediction’, Applied Sciences 9(14), 2865.

Kajihara, T., Funatomi, T., Makishima, H., Aoto, T., Kubo, H., Yamada, S. and
Mukaigawa, Y. (2019), ‘Non-rigid registration of serial section images by blending
transforms for 3d reconstruction’, Pattern Recognition 96, 106956.

Kanopoulos, N., Vasanthavada, N. and Baker, R. L. (1988), ‘Design of an image
edge detection filter using the sobel operator’, IEEE Journal of solid-state circuits

23(2), 358–367.

65



Kasagi, A., Nakano, K. and Ito, Y. (2014), Parallel algorithms for the summed area
table on the asynchronous hierarchical memory machine, with gpu implementations, in

‘2014 43rd International Conference on Parallel Processing’, IEEE, pp. 251–260.

Ketkar, N. and Santana, E. (2017), Deep Learning with Python, Vol. 1, Springer.

Kobler, E., Klatzer, T., Hammernik, K. and Pock, T. (2017), Variational networks: con-
necting variational methods and deep learning, in ‘German conference on pattern recog-
nition’, Springer, pp. 281–293.

Laga, H., Jospin, L. V., Boussaid, F. and Bennamoun, M. (2020), ‘A survey
on deep learning techniques for stereo-based depth estimation’, arXiv preprint

arXiv:2006.02535 .

Leonard, S., Sinha, A., Reiter, A., Ishii, M., Gallia, G. L., Taylor, R. H. and Hager,
G. D. (2018), ‘Evaluation and stability analysis of video-based navigation system for
functional endoscopic sinus surgery onin vivoclinical data’, IEEE transactions on med-

ical imaging 37(10), 2185–2195.

Li, R., Pan, J., Si, Y., Yan, B., Hu, Y. and Qin, H. (2019), ‘Specular reflections removal
for endoscopic image sequences with adaptive-rpca decomposition’, IEEE transactions

on medical imaging 39(2), 328–340.

Lin, B., Sun, Y., Qian, X., Goldgof, D., Gitlin, R. and You, Y. (2016), ‘Video-based
3d reconstruction, laparoscope localization and deformation recovery for abdominal
minimally invasive surgery: a survey’, The International Journal of Medical Robotics

and Computer Assisted Surgery 12(2), 158–178.

Lin, J., Clancy, N. T. and Elson, D. S. (2015), ‘An endoscopic structured light system
using multispectral detection’, International journal of computer assisted radiology and

surgery 10(12), 1941–1950.

Liu, X., Abdolmalaki, R. Y., Mancini, G. J. and Tan, J. (2017), ‘Optical design of an in
vivo laparoscopic lighting system’, Journal of biomedical optics 22(12), 125003.

Lo, B., Scarzanella, M. V., Stoyanov, D. and Yang, G.-Z. (2008), Belief propagation for
depth cue fusion in minimally invasive surgery, in ‘International Conference on Medical
Image Computing and Computer-Assisted Intervention’, Springer, pp. 104–112.

Lu, B., Chu, H. K., Huang, K. and Lai, J. (2019), ‘Surgical suture thread detection and
3-d reconstruction using a model-free approach in a calibrated stereo visual system’,
IEEE/ASME Transactions on Mechatronics 25(2), 792–803.

66



Lu, Z. and Chen, Y. (2019), ‘Single image super resolution based on a modified u-net
with mixed gradient loss’, arXiv preprint arXiv:1911.09428 .

Luo, H., Hu, Q. and Jia, F. (2019), ‘Details preserved unsupervised depth estimation by
fusing traditional stereo knowledge from laparoscopic images’, Healthcare Technology

Letters 6(6), 154–158.

Luo, H., Yin, D., Zhang, S., Xiao, D., He, B., Meng, F., Zhang, Y., Cai, W., He, S.,
Zhang, W. et al. (2020), ‘Augmented reality navigation for liver resection with a stereo-
scopic laparoscope’, Computer Methods and Programs in Biomedicine 187, 105099.

Mahmood, F. and Durr, N. J. (2018), ‘Deep learning and conditional random
fields-based depth estimation and topographical reconstruction from conventional en-
doscopy’, Medical image analysis 48, 230–243.

Mahmoud, N., Cirauqui, I., Hostettler, A., Doignon, C., Soler, L., Marescaux, J. and
Montiel, J. (2016), Orbslam-based endoscope tracking and 3d reconstruction, in ‘Inter-
national workshop on computer-assisted and robotic endoscopy’, Springer, pp. 72–83.

Maier-Hein, L., Groch, A., Bartoli, A., Bodenstedt, S., Boissonnat, G., Chang, P.-L.,
Clancy, N., Elson, D. S., Haase, S., Heim, E. et al. (2014), ‘Comparative validation
of single-shot optical techniques for laparoscopic 3-d surface reconstruction’, IEEE

transactions on medical imaging 33(10), 1913–1930.

Maier-Hein, L., Mountney, P., Bartoli, A., Elhawary, H., Elson, D., Groch, A., Kolb,
A., Rodrigues, M., Sorger, J., Speidel, S. et al. (2013), ‘Optical techniques for 3d sur-
face reconstruction in computer-assisted laparoscopic surgery’, Medical image analysis

17(8), 974–996.

Maimaitimin, M., Watanabe, K. and Maeyama, S. (2017), ‘Stacked convolutional auto-
encoders for surface recognition based on 3d point cloud data’, Artificial Life and

Robotics 22(2), 259–264.

Malti, A., Bartoli, A. and Collins, T. (2011), Template-based conformal shape-from-
motion from registered laparoscopic images., in ‘MIUA’, Vol. 1, p. 6.

MATLAB (2010), version 7.10.0 (R2010a), The MathWorks Inc., Natick, Mas-
sachusetts.

Mayer, N., Ilg, E., Hausser, P., Fischer, P., Cremers, D., Dosovitskiy, A. and Brox, T.
(2016), A large dataset to train convolutional networks for disparity, optical flow, and
scene flow estimation, in ‘Proceedings of the IEEE conference on computer vision and
pattern recognition’, pp. 4040–4048.

67



Menze, M. and Geiger, A. (2015), Object scene flow for autonomous vehicles, in ‘Con-
ference on Computer Vision and Pattern Recognition (CVPR)’.

Modrzejewski, R., Collins, T., Seeliger, B., Bartoli, A., Hostettler, A. and Marescaux,
J. (2019), ‘An in vivo porcine dataset and evaluation methodology to measure soft-body
laparoscopic liver registration accuracy with an extended algorithm that handles colli-
sions’, International journal of computer assisted radiology and surgery 14(7), 1237–
1245.

Park, Y. S., Oo, A. M., Son, S.-Y., Shin, D. J., Ahn, S.-H., Park, D. J., Kim, H.-H.
et al. (2016), ‘Is a robotic system really better than the three-dimensional laparoscopic
system in terms of suturing performance?: comparison among operators with different
levels of experience’, Surgical endoscopy 30(4), 1485–1490.

Penza, V., Ciullo, A. S., Moccia, S., Mattos, L. S. and De Momi, E. (2018), ‘Endoabs
dataset: Endoscopic abdominal stereo image dataset for benchmarking 3d stereo re-
construction algorithms’, The International Journal of Medical Robotics and Computer

Assisted Surgery 14(5), e1926.

Pratt, P., Stoyanov, D., Visentini-Scarzanella, M. and Yang, G.-Z. (2010), Dynamic
guidance for robotic surgery using image-constrained biomechanical models, in ‘Inter-
national Conference on Medical Image Computing and Computer-Assisted Interven-
tion’, Springer, pp. 77–85.

Prevost, G. A., Eigl, B., Paolucci, I., Rudolph, T., Peterhans, M., Weber, S., Beldi, G.,
Candinas, D. and Lachenmayer, A. (2019), ‘Efficiency, accuracy and clinical applica-
bility of a new image-guided surgery system in 3d laparoscopic liver surgery’, Journal

of gastrointestinal surgery pp. 1–8.

Qin, Y. and Hua, H. (2016), ‘Optical design and system engineering of a multiresolution
foveated laparoscope’, Applied optics 55(11), 3058–3068.

Raina, R. (2009), Self-Taught Learning, PhD thesis, Stanford, CA, USA. AAI3382948.

Sabater, N., Morel, J.-M. and Almansa, A. (2011), ‘How accurate can block matches be
in stereo vision?’, SIAM Journal on Imaging Sciences 4(1), 472–500.

Schwarz, L. A. (2007), ‘Non-rigid registration using free-form deformations’, Technis-

che Universität München .

Simonyan, K. and Zisserman, A. (2015), Very deep convolutional networks for large-
scale image recognition, in ‘International Conference on Learning Representations’.

68



Sinha, R. Y., Raje, S. R. and Rao, G. A. (2017), ‘Three-dimensional laparoscopy: prin-
ciples and practice’, Journal of Minimal Access Surgery 13(3), 165.

Stoyanov, D., Scarzanella, M. V., Pratt, P. and Yang, G.-Z. (2010), Real-time stereo
reconstruction in robotically assisted minimally invasive surgery, in ‘International Con-
ference on Medical Image Computing and Computer-Assisted Intervention’, Springer,
pp. 275–282.
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4. Bardozzo F., De La Osa B., Horanská Ľ., Fumanal-Idocin J., delli Priscoli M.,

Troiano L., Tagliaferri R., Bustince H. (2020) - Sugeno integral generalization

applied to improve adaptive image binarization. Information Fusion, 68, 37-45.
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Appendix A

Insights on Chapter 4

A.1 Additional collection of visual and numerical results on Test Set D.

Additional collection of visual and numerical results on Test Set D and provided in the
following [Google Drive]

A.2 Visual results: additional information.

Real-time depth estimations are reprojected both into real-time 3D point clouds and into
close-to-real-time 3D Meshes on a mid-budget GPU. In our case, these experiments are
performed on an Nvidia RTX 2060. For a visual quality assessment, on this [YouTube
Video], it is provided the right channel video with ground truth of an internal deformed
by pulsations surface (Test Set D - Scene 4 DEFORM challenge). In addition a real
surgical video 3D reconstruction (with the presence of smoke) is provided (The latter is
a part of the collection of videos provided by the Vision department of Hamlyn centre).
Furthermore, Mono depth CNN and Stereo depth pipeline outputs are shown in 3D
point clouds and 3D meshes. It is important to underline that the point cloud changes in
close-to-real-time when the depth estimates are produced in close-to-real-time. On the
contrary, the representation of the 3D Mesh requires several steps and it is necessary to
find a compromise between the quality of reconstruction and performance over time.

A.3 Learning of the stereo displacement function

Mono depth CNN and Stereo depth CNN reconstructions are based on learning from
stereo rectified images the non-linear relations of the displacement function fδ. The
fδ should minimize the vertical displacement between monocular camera views in a
stereo configuration. As it is described in Chapter 4, in the training phase the alternate
system of targeting the right/left images with respect to left/right ones generates the
depth information needed for depth estimation. In Figure A.1 - Box (a), the stereo
images (left and right channel) are shown for the blue point displaced. In Figure A.1
- Box (b), the intuitive process of learning the displacement function is shown. In
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Fig. A.1 In Figure A.1 - Box (a), the stereo images (left and right channel) are shown
for the blue point displaced. In Figure A.1 - Box (b), the intuitive process of learning
the displacement function is shown. The displacement function fδ is shown with the
black arrow across the learning epochs.

this process, if the encoder/decoder is very ’accurate’ with the ’wrong’ losses and/or
with a ’wrong’ architecture design, the risk is that the transformation learned by the
fδ is useless because it reconstructs exactly one the two channel images. The same
risk is also described for autoencoders in Bengio et al. (2017). While there are several
strategies to make sure this doesn’t happen, there is no real theoretical rule that describes
what is ’wrong’. For this reason hundreds of experiments have been carried out and
dozens of different architectures have been tried before arriving at the deep learning
model described in this thesis.
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Appendix B

Insights on Chapter 5

The Sections described in Appendix B are mainly extracted from the paper Bardozzo
et al. (2020). Even if they are adapted to this Thesis with additional comments and
observations.

B.1 Fuzzy Theory

B.1.1 Fuzzy measure

Let n ∈ N, [n] = {1, . . . , n}. A set function µ : 2[n] → [0, 1] is a discrete fuzzy measure

(Beliakov et al. 2020), if the following conditions are satisfied:

• µ(a) ≤ µ(B) whenever A ⊆ B,

• µ(∅) = 0, µ([n]) = 1.

A fuzzy measure µ is symmetric, if for any A,B ⊆ [n], |A| = |B| implies µ(A) =
µ(B).

B.1.2 Uniform fuzzy measure

Given |E| the cardinality of E and n a natural number which represents the set size, the
uniform fuzzy measure µuni defined by formula (B.1) is applied on E as follows:

µuni(E) =
|E|
n
, (B.1)

for E ⊆ [n], is symmetric.

B.1.3 Aggregation function

A function A : [0,∞[n→ [0,∞[ is an aggregation function, if A is nondecreasing and
inf

x∈[0,∞[n
A(x) = 0, sup

x∈[0,∞[n
A(x) =∞.

An aggregation function A : [0,∞[n→ [0,∞[ is
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• internal, if
n∧
i=1

xi ≤ A(x1, . . . , xn) ≤
n∨
i=1

xi, for each (x1, . . . , xn) ∈ [0,∞[n.

• translation invariant, if A(x1 + c, . . . , xn + c) = A(x1, . . . , xn) + c, for all c ∈
]0,∞[ and (x1, . . . , xn) ∈ [0,∞[n.

• idempotent, if A(x, . . . , x) = x, for each x ∈ [0,∞[.

• positively homogeneous, if A(cx) = cA(x), for each x ∈ [0,∞[n and c > 0.

• comonotone additive, if A(x + x) = A(x) + A(x), for all comonotone vectors
x,x ∈ [0,∞[n (vectors x = (x1, . . . , xn),x = (x1, . . . , xn) are comonotone, if
(xi − xj)(xi − xj) ≥ 0 for all i, j ∈ {1, . . . , n}).

• comonotone maxitive (comonotone minitive), if A(x∨x) = A(x)∨A(x) (A(x∧
x) = A(x) ∧ A(x)), for all comonotone vectors x,x ∈ [0,∞[n.

Let µ : 2[n] → [0, 1] be a fuzzy measure.

B.1.4 Sugeno integral definition

The Sugeno integral with respect to fuzzy measure µ is given by

Suµ(x) =
n∨
i=1

(x(i) ∧ µ(E(i))), (B.2)

for x = (x1, . . . , xn) ∈ [0,∞[n, with the same meaning of x(i) and E(i), i = 1, . . . , n,
as above.

The Sugeno integral is not bounded by the minimum from below, but it is bounded
by the maximum from above. It is neither idempotent nor positively homogeneous
(however, the Sugeno integral is an idempotent, internal, positively homogenous func-
tion on the interval [0, 1]). It gives back the considered fuzzy measure, i.e., Suµ(1E) =
µ(E), for each E ⊆ [n].

Moreover, the Sugeno integral is comonotone maxitive and comonotone minitive
(for more details see, e.g., Grabisch et al. (2009)).

B.1.5 Generalized Sugeno integral

It is proposed a generalization of the Sugeno integral presented in Eq. (B.2). To do so,
maximum and minimum operators are replaced by some more general functions.

Definition B.1.1. Let µ : 2[n] → [0, 1] be a symmetric fuzzy measure, F : [0,∞[×[0, 1]→
[0,∞[ be a binary function, G : [0,∞[n→ [0,∞[ be an n-ary function. A Sugeno-like
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FG-functional is a function A : [0,∞[n→ [0,∞[ given by

A(x1, . . . , xn) = G
(
F (x(1), µ(E(1))), . . . , F (x(n), µ(E(n)))

)
, (B.3)

for x = (x1, . . . , xn) ∈ [0,∞[n, with the same meaning of x(i) and E(i), i = 1, . . . , n,

as above.

The definition correctness depends on whether the functional A given by formula
(B.3) gives back the same value if some ties occur in a vector x and there is more
than one permutation ordering this vector non-decreasingly. The symmetry of the fuzzy
measure µ considered in Definition B.1.1 ensures that functional A is well-defined. In
fact, for particular cases of G, assumptions under which A is well-defined can be weak-
ened. For example, the case of G being the maximum operator and F an arbitrary
fusion function was deeply studied in Horanská and Šipošová (2018), wherein assump-
tions under which A is well-defined for an arbitrary fuzzy measure µ and a complete
characterization of functional A and its properties can be found.

Let G(x1, . . . , xn) =
n∑
i=1

xi and F (x, y) = x · y. Then we obtain

CF12 = A(x) =
n∑
i=1

(
x(i) · µ(E(i))

)
. (B.4)

CF12 is bounded by the minimum from below, but not bounded by the maximum
from above. CF12 is positively homogeneous and it is idempotent, giving back the
capacity, comonotone additive, comonotone maxitive and translation invariant.

B.2 GPU-oriented implementation in python/numba of CF12-optimized-
algorithm

import w a r n i n g s
import s y s
from numba import j i t c l a s s , i n t 3 2 , f l o a t 3 2
import numpy as np

i f not s y s . w a r n o p t i o n s :
w a r n i n g s . s i m p l e f i l t e r ( ” i g n o r e ” )

## GPU a l l o c a t i o n s
s pe c = [

( ’ image ’ , f l o a t 3 2 [ : , : ] ) ,
( ’ g t ’ , f l o a t 3 2 [ : , : ] ) ,
( ’ h e i g h t ’ , i n t 3 2 ) ,
( ’ wid th ’ , i n t 3 2 ) ,
( ’S ’ , f l o a t 3 2 [ : , : ] ) ,
( ’ S c ’ , f l o a t 3 2 [ : , : ] ) ,
( ’ o u t i m g ’ , f l o a t 3 2 [ : , : ] ) ,
( ’ t h m a t ’ , f l o a t 3 2 [ : , : ] ) ,

]

@ j i t c l a s s ( spec )
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c l a s s f u z z y s a t :
def i n i t ( s e l f , image ) :

shape = image . shape
s e l f . image = np . a s a r r a y ( image , d t y p e = f l o a t 3 2 )
s e l f . h e i g h t = shape [ 0 ]
s e l f . w id th = shape [ 1 ]
s e l f . S = np . z e r o s ( shape , d t y p e = f l o a t 3 2 ) # C re a t e an empty summed area t a b l e
s e l f . S c = np . z e r o s ( shape , d t y p e = f l o a t 3 2 ) # C re a t e an empty summed area t a b l e
s e l f . ou t i m g = np . z e r o s ( shape , d t y p e = f l o a t 3 2 )
s e l f . t h m a t = np . z e r o s ( shape , d t y p e = f l o a t 3 2 )

def c o m p u t e s a t ( s e l f ) : #Non− f u z z y I n t e g r a l image
f o r row in range ( 0 , s e l f . h e i g h t ) :

f o r c o l in range ( 0 , s e l f . w id th ) :
i f ( row > 0) and ( c o l > 0 ) :

s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row ] [ c o l − 1 ] + s e l f . S [ row − 1 ] [ c o l ] − \
s e l f . S [ row − 1 ] [ c o l − 1 ]

e l i f row > 0 :
s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row − 1 ] [ c o l ]

e l i f c o l > 0 :
s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row ] [ c o l − 1 ]

e l s e :
s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ]

def c o m p u t e s a t c f 1 2 ( s e l f ) : # Fuzzy CFval 1 ,2 i n t e g r a l image
f o r row in range ( 0 , s e l f . h e i g h t ) :

f o r c o l in range ( 0 , s e l f . w id th ) :
i f ( row > 0) and ( c o l > 0 ) :

s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row ] [ c o l − 1 ] + s e l f . S [ row − 1 ] [ c o l ] − \
s e l f . S [ row − 1 ] [ c o l − 1 ]

i f ( s e l f . S [ row ] [ c o l − 1] > s e l f . S [ row − 1 ] [ c o l ] ) :
ov = np . a s a r r a y (

[ 0 , s e l f . S [ row − 1 ] [ c o l − 1 ] , s e l f . S [ row − 1 ] [ c o l ] , s e l f . S [ row ] [ c o l − 1 ] , s e l f . S [ row ] [ c o l ] ] )
e l s e :

ov = np . a s a r r a y (
[ 0 , s e l f . S [ row − 1 ] [ c o l − 1 ] , s e l f . S [ row ] [ c o l − 1 ] , s e l f . S [ row − 1 ] [ c o l ] , s e l f . S [ row ] [ c o l ] ] )

s e l f . S c [ row ] [ c o l ] = ov [ 1 ] + ov [ 2 ] * 0 . 7 5 + ov [ 3 ] * 0 . 5 + ov [ 4 ] * 0 . 2 5
e l i f row > 0 :

s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row − 1 ] [ c o l ]
ov = np . a s a r r a y ( [ 0 , s e l f . S [ row − 1 ] [ c o l ] , s e l f . S [ row ] [ c o l ] ] )
s e l f . S c [ row ] [ c o l ] = ov [ 1 ] + ov [ 2 ] * 0 . 5 0

e l i f c o l > 0 :
s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ] + s e l f . S [ row ] [ c o l − 1 ]
ov = np . a s a r r a y ( [ 0 , s e l f . S [ row − 1 ] [ c o l ] , s e l f . S [ row ] [ c o l ] ] )
s e l f . S c [ row ] [ c o l ] = ov [ 1 ] + ov [ 2 ] * 0 . 5 0

e l s e :
s e l f . S [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ]
s e l f . S c [ row ] [ c o l ] = s e l f . image [ row ] [ c o l ]

def a d a p t i v e t h r e s h f u z z y ( s e l f , a1 , T ) : # f u z z y a d a p t i v e b i n a r i z a t i o n
w n = min ( s e l f . h e i g h t , s e l f . w id th ) / a1
f o r c o l in range ( s e l f . w id th ) :

f o r row in range ( s e l f . h e i g h t ) :
# SxS r e g i o n
y0 = i n t ( max ( row − w n , 0 ) )
y1 = i n t ( min ( row + w n , s e l f . h e i g h t − 1 ) )
x0 = i n t ( max ( c o l − w n , 0 ) )
x1 = i n t ( min ( c o l + w n , s e l f . w id th − 1 ) )

c o u n t = ( y1 − y0 ) * ( x1 − x0 )
sum = s e l f . S c [ y1 , x1 ] − s e l f . S c [ y0 , x1 ] − s e l f . S c [ y1 , x0 ] + s e l f . S c [ y0 , x0 ]

s e l f . t h m a t [ row , c o l ] = sum / c o u n t

i f s e l f . image [ row , c o l ] * c o u n t < sum * ( 1 . − T ) : # i t i s f o r v a l u e s i n [ 0 , 1 ]
s e l f . ou t i m g [ row , c o l ] = 0

e l s e :
s e l f . ou t i m g [ row , c o l ] = 1

def g e t S ( s e l f ) :
re turn ( s e l f . S )

def g e t S c ( s e l f ) :
re turn ( s e l f . S c )

def ge t FTh ( s e l f ) :
re turn ( s e l f . o u t i m g )

# usage
# i n t i m g = f u z z y s a t ( np . a s a r r a y ( dep th map image ) ) # C o n c r e t i z e t h e c l a s s i s t a n c e
# i n t i m g . c o m p u t e s a t c f 1 2 ( ) # Compute f u z z y i n t e g r a l d e p t h map
# o u t i m g = i n t i m g . ge t FTh ( ) # Obta in t h e b i n a r i z e d d e p t h
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